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RésuméLes mémoires ahe ont été introduites pour réduire l'in�uene de la lenteur des mémoires prin-ipales sur les performanes des proesseurs. Elles n'apportent ependant qu'une solution par-tielle, et de nombreuses reherhes ont été menées dans le but de transformer les programmesautomatiquement a�n d'optimiser leur utilisation. Les enjeux sont onsidérables puisque les per-formanes ainsi que la onsommation d'énergie dépendent du tra� entre les niveaux de mémoire.Nous revisitons dans ette thèse le proessus de transformation de ode basé sur le modèlepolyédrique a�n d'en améliorer le spetre d'appliation omme la qualité des résultats. Pourela nous avons redé�ni le onept de parties à ontr�le statique (SCoP) dont nous montrons ex-périmentalement la grande présene dans les appliations réelles. Nous présentons une politiquede transformation libérée des limitations lassiques aux fontions unimodulaires ou inversibles.Nous étendons en�n l'algorithme de Quilleré et al. pour être apables de générer en des tempsraisonnables des odes partiulièrement e�aes, levant ainsi une des prinipales idées reçues surle modèle polyédrique. Nous avons proposé au dessus de e shéma de transformation une méth-ode d'amélioration de la loalité s'appuyant sur un modèle d'exéution singulier qui permet uneévaluation du tra� en mémoire. Cette méthode onsidère haque type de loalité de même quela légalité omme autant de ontraintes omposant un système dont la transformation reherhéeest une solution. Nous montrons expérimentalement que ette tehnique permet l'améliorationà la fois de la loalité et des performanes dans des as traditionnellement embarrassants ommeles strutures de programmes omplexes, les dépendanes de données omplexes ou les référenesnon uniformément générées. AbstratCahe memories were invented to deouple fast proessors from slow memories. However, thisdeoupling is only partial, and many researhers have attempted to improve ahe use by programoptimization. Potential bene�ts are signi�ant sine both energy dissipation and performanehighly depend on the tra� between memory levels.This thesis will visit most of the steps of high level transformation frameworks in the polyhe-dral model in order to improve both appliability and target ode quality. To ahieve this goal, were�ne the onept of stati ontrol parts (SCoP) and we show experimentally that this programmodel is relevant to real-life appliations. We present a transformation poliy freed of lassi-al limitations like onsidering only unimodular or invertible funtions. Lastly, we extend theQuilleré et al. algorithm to be able to generate very e�ient odes in a reasonable amount of time.To exploit this transformation framework, we propose a data loality improvement method basedon a singular exeution sheme where an asymptoti evaluation of the memory tra� is possible.This information is used in our optimization algorithm to �nd the best reordering of the programoperations, at least in an asymptoti sense. This method onsiders legality and eah type of dataloality as onstraints whose solution is an appropriate transformation. The optimizer has beenprototyped and tested with non-trivial programs. Experimental evidene shows that our frame-work an improve both data loality and performane in traditionally hallenging programs withe.g. non-perfetly nested loops, omplex dependenes or non-uniformly generated referenes.
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NotationsHere is a ompendium of the main notations used throughout this thesis. In order to avoid toomany notations, some of them are ontext-dependent. This means that we use the same symbolfor neighboring onepts when this is possible in an intuitive way; for instane ρ(x) is the numberof subsripts if x is an array but the number of surrounding loops if x is a statement.Array ontext
AP array set of a program P
ρ(A) rank of the array A ∈ AP , i.e. its number of subsripts
DA subsript domain of the array A ∈ AP

A[~ı] memory ell of A with subsripts ~ı ∈ DA

MP data set of the program P , i.e. the disjoint union of all DA
〈

A, f
〉 referene to the array A ∈ AP with the subsript funtion fStatement ontext

SP statement set of the program P
ρ(S) rank of the statement S ∈ SP , i.e. the number of surrounding loops
DS iteration domain of the statement S ∈ SP

S(~x) instane of the statement S ∈ SP with iteration vetor ~x ∈ DS

OP operations set of the program P , i.e. the disjoint union of all DS

DS(~x) set of the memory ells aessed by the operation S(~x) ∈ OP

rS number of referenes in the statement S ∈ SPProgram ontext
<P sequential exeution order of the program P
δP dependene relation of the program PChunking ontext
T tra�
F(~c) set of the memory ells aessed by the operation set number ~c (footprint)Miseleanous
⌈a⌉ is the lowest integral number greater than a ∈ R (eil)
⌊a⌋ is the greatest integral number lower than a ∈ R (�oor)
Ai,• ith row vetor of the matrix A
A•,i ith olumn vetor of the matrix A
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16 RésuméI IntrodutionLe rapport First Draft of a Report on the EDVAC présenté par John von Neumann en 1945dérivait l'organisation des ordinateurs onnue à présent omme arhiteture de von Neumannoù la mémoire et les unités de ontr�le et d'arithmétique sont séparées. Depuis lors, les systèmesinformatiques utilisent ette organisation qui n'a pas enore de réelle alternative. La performaneglobale des ordinateurs dépend don de la apaité qu'a la mémoire de fournir les données auxunités de alul à la vitesse désirée. Malheureusement la puissane de traitement des miro-proesseurs a augmenté et augmente enore bien plus rapidement que la vitesse des mémoires.On estime que l'éart de performane entre les proesseurs et les mémoires prinipales granditd'environ 50% par an [58℄. Ce phénomène est appelé le trou de la mémoire (memory gap). Il aonduit dès les années 60 à plusieurs évolutions majeures des arhitetures. Tout d'abord l'utili-sation de jeux d'instrutions omplexes (CISC : Complex Instrution Set Computers) a permisde diminuer la taille des programmes et le nombre d'aès à la mémoire. Ensuite, les mémoiresahe, des mémoires intermédiaires plus petites et plus rapides que la mémoire prinipale, ontété introduites. Leur prinipe est de donner l'illusion d'avoir à disposition une mémoire ayant lavitesse de la plus rapide des mémoires ahe (dite ahe de niveau 1) et la taille de la mémoireprinipale, en plaçant dans le ahe les données les plus utiles au proesseur à tout moment.Dans les arhitetures réentes, le trou de la mémoire est si large que plusieurs niveaux de ahessont néessaires pour le ombler, réant ainsi une hiérarhie de mémoires omplexe.L'utilisation e�ae de ette hiérarhie de mémoires est une des lés pour obtenir de hautsniveaux de performane sur les arhitetures modernes. La solution la plus fréquemment utiliséeest de réorganiser les programmes de manière à e que le nombre d'éhanges entre le ahe etla mémoire prinipale soit minimisé. D'une manière générale, lorsqu'une donnée est plaée dansle ahe, le programme �nal devrait exéuter autant d'instrutions néessitant ette donnée quepossible. Les premières tentatives pour atteindre e but étaient des astues de programmationmenant à des optimisations non portables, des programmes illisibles et où orriger les erreursétait don partiulièrement di�ile. Pour éviter es problèmes, de nombreux travaux ont proposéde plaer le travail d'optimisation sous la responsabilité du ompilateur. Plusieurs diretions ontété explorées. Premièrement, les tehniques lassiques de transformation de programmes uti-lisées pour la parallélisation automatique omme les transformations unimodulaires [10℄ ou lepavage [107℄ on été adaptées. Ensuite, des transformations de données ont été réées pour mi-nimiser le besoin de mémoire des programmes [95℄ ou pour réorganiser les données en mémoireen fontion des aès [77℄. Malheureusement, la plupart des tehniques d'optimisation de l'uti-lisation des mémoires ahe sou�rent de sévères limitations. Ainsi il est très di�ile de hoisirquelles transformations sont utiles et dans quel ordre elles doivent être appliquées. De plus, ellessont très sensibles aux dépendanes entre les données, e qui a onduit à limiter leur ation à desprogrammes très simples où auune dépendane n'existe ou ont une forme su�samment simple.Les transformations de données manquent quant à elles de �exibilité et ne sont en général pasapables de trouver une solution optimale pour des programmes omplets dans des as réalistes.Auune des tehniques atuelles ne prend en onsidération l'existene d'outils permettant aulogiiel de partiiper à la gestion du ahe. Nous proposons dans ette thèse une nouvelle méthoded'amélioration de la loalité basée sur l'utilisation de tels outils. Son prinipe est de réorganiserles opérations d'un programme pour former des sous-ensembles dont toutes les données aédéestiennent ensemble dans le ahe. Cette tehnique, appelée hunking, exploite les mémoires ahetout en étant libérée de la plupart des limitation inhérentes aux méthodes existantes. De plus,



II. Modèle de programme 17ontr�ler le ontenu du ahe à tout moment nous permet d'envisager d'o�rir des garanties detype temps-réel.Cette thèse va aborder la plupart des aspets d'un optimiseur de haut niveau, depuis l'ex-tration des informations utiles dans le ode soure jusqu'à la génération du programme �nal.Elle est divisée en trois parties qui re�ètent les prinipales étapes du proessus de transformationde ode. La première partie introduit les onepts de base. En setion II nous présentons notremodèle de programme et des résultats expérimentaux sur son importane dans diverses appli-ations réelles. Nous y verrons que ontrairement à une idée reçue, une grande partie des odesprovenant de programmes bien onnus entre dans le adre du modèle polyédrique. La setion IIIdérit le prinipe de transformation dans e modèle. Nous y libérerons les ontraintes usuellesd'unimodularité ou d'inversibilité des transformations et y ouvrirons la voie à des transforma-tions omplexes, sans pour autant ompliquer ou interdire la génération du ode �nal. La seondepartie s'attahe aux problèmes d'amélioration de la loalité. Dans la setion IV nous introdui-sons une manière d'évaluer le tra� en mémoire grâe à un shéma d'exéution partiulier. Nousverrons qu'il permet de déduire une estimation du tra� en fontion de la transformation elle-même. Nous montrerons en setion V omment tirer parti de ette information pour onstruiredes transformations optimisantes. La méthode proposée présente la propriété de s'appliquer dansdes as aussi ompliqués que ourants de dépendanes omplexes, de strutures de programmesomplexes ou de référenes non uniformément générées. La dernière partie est onsarée à l'ul-time étape : la génération de ode. Nous montrerons que la qualité du programme ible dépenddes fontions de transformation elles-mêmes et non uniquement de l'algorithme de générationde ode. Nous proposerons alors des méthodes pour hoisir ou modi�er es fontions de manièreà assurer la génération d'un ode performant. Nous présenterons plusieurs améliorations à unalgorithme onnu permettant de produire un ode partiulièrement e�ae. Nos améliorationsomprendront le support des pas de boules, la rédution de l'explosion de la taille du odegénéré ainsi que du temps de génération. En�n nous onluons et disutons des travaux à veniren setion VII.II Modèle de programmeLe modèle de programme permet et limite à la fois les opportunités d'exposer la réutilisationdes données, de proposer des solutions e�aes pour exploiter ette réutilisation et d'appliqueres solutions. D'un �té on pourrait hoisir de traiter des programmes très généraux, mais leuranalyse pourrait ne pas être possible même pour les ompilateurs les plus réents ou être tropdi�ile pour être e�etuée en un temps raisonnable. D'un autre �té il est possible de ne onsi-dérer qu'un ensemble de programmes très restreint tel que l'analyse soit aisée, mais de tels aspourraient ne pas re�éter les problèmes réalistes. Il est don néessaire de trouver le meilleurompromis entre la représentativité et la puissane d'analyse.Un andidat adéquat semble être l'ensemble des programmes à ontr�le statique. Tout d'abord,il inlut des programmes ave des shémas d'aès partiulièrement réguliers qui sont mal sup-portés par les méanismes des mémoires ahe. Il est don une ible partiulièrement intéressantedans le adre de l'optimisation de la loalité. Ensuite, il supporte un large éventail de programmesdont les nids de boules qui sont parmi les noeuds de aluls les plus intensifs dans les applia-tions. En�n, il permet d'entrer dans le modèle polyédrique et de pro�ter des outils mathématiquesqui en déoulent et qui permettent, par exemple, l'analyse exate des dépendanes. Les propriétés



18 Résumédes programmes à ontr�le statique sont dé�nies dans [43℄ et peuvent être grossièrement résuméesainsi : (1) les strutures de ontr�le sont les boules do ave des bornes a�nes et les ondition-nelles if ave des onditions a�nes ; (2) les tableaux sont les seules strutures de données etleurs indies sont a�nes ; (3) les bornes omme les onditions ne dépendent que des itérateursdes boules englobantes et de paramètres de struture ou de taille ; (4) les appels à des fontionsou à des routines ont été remplaés par le orps de es fontions ou routines.Dans la suite, nous allons étendre le onept de ontr�le statique. Nous présentons d'abordles notions élémentaires en setion II.1, puis nous étudions la partie ontr�le du modèle ensetion II.1 et en�n la partie struture de données en setion II.3.II.1 Notions élémentairesDans la suite nous distinguons di�érents niveaux d'abstration onernant les ommandesd'un programme. Une instrution est une struture de programme qui ordonne à l'ordinateurd'exéuter une ation spéi�que. Cette ation peut être évaluer une expression arithmétique, ins-tanier une variable ou appeler une proédure. L'ensemble des instrutions d'un programme P estappelé SP . Une instrution peut être exéutée plusieurs fois (par exemple lorsqu'elle appartientà une fontion ou quand elle est inluse dans une boule) ; haque instane d'une instrution estappelée une opération. L'ensemble des opérations d'un programme P est appelé OP .Un nid de boules est un ensemble �ni de strutures itératives imbriquées, omme il en existedans tout langage impératif omme C ou FORTRAN, et ayant la forme suivante :do x1 = L1, U1, S1...do x2 = L2, U2, S2...do xn = Ln, Un, SnCorps......où Corps peut être une liste de ommandes ou un nid de boules. Un nid de boules est ditparfait quand toutes les ommandes sont dans Corps. Pour la kème boule, ik est une variableentière appelée itérateur ou ompteur. La valeur du ompteur de boule est mise à jour à la �nde haque itération de la boule par l'ajout de Sk, une variable entière non nulle appelée le pasde la boule. Lk et Uk sont des expressions orrespondant aux bornes de la boule : la valeur dedépart du ompteur est Lk, et la boule termine lorsqu'il devient plus grand que Uk.Un nid de boule peut être représenté par un veteur olonne de taille n appelé le veteurd'itération :
~x =







x1

x2...
xn






,où xk est le kème itérateur, n est appelé la profondeur de la boule et Z

n est l'espae d'itération.L'ensemble des valeurs possibles du veteur d'itération pour une instrution donnée est appelé ledomaine d'itération de l'instrution. L'instrution est exéutée pour haque élément appartenant



II. Modèle de programme 19au domaine d'itération. Ainsi, haque point du domaine d'itération orrespond à une opération.On note S(~x) l'opération instane de l'instrution S pour le veteur d'itération ~x. La �gure 1montre un exemple de nid de boule et de la représentation du domaine d'itération de son uniqueinstrution où haque axe orrespond à une boule et haque point à une itération du nid deboules dirigeant l'exéution du l'instrution S.
do i=1, 6do j=min(max(6-i,1),3), max(8-i,2*i-5)

S a(i,j) = a(i-1,j)
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i7Fig. 1 � Domaine d'itération d'un nid de boulesII.2 Contr�le statiqueLorsque les bornes et les onditions qui entourent une instrution sont des fontions a�nes quine dépendent que des itérateurs des boules englobantes, de paramètres formels et de onstantes,le domaine d'itération peut toujours être spéi�é par un ensemble d'inéquations qui dé�nissent unpolyèdre [68℄. Nous utiliserons abusivement le terme polyèdre pour dé�nir un ensemble de pointsentiers dans un treillis (aussi appelé Z-polyèdre ou polyèdre-treillis), 'est à dire un ensemble depoints dans un Z-espae vetoriel borné par des inéquations a�nes [97℄ :
D =

{

~x | ~x ∈ Z
n, A~x + ~a ≥ ~0

}

,où ~x est le veteur d'itération ; A est une matrie onstante et ~a est un veteur onstant éven-tuellement paramétrique. Le domaine d'itération est un sous-ensemble de l'espae d'itération :
D ⊆ Z

n. La �gure 2 illustre la orrespondane entre le ontr�le englobant et les domaines po-lyédriques : le domaine d'itération présenté en �gure 2(b) peut être dé�ni par des inéquationsa�nes qui peuvent être extraites diretement à partir du programme en �gure 2(a). L'ensemblede ontraintes a�nes peut être représenté en utilisant la notation matriielle telle que présen-tée en �gure 2(b). Nous pouvons en déduire aisément que toute instrution ave un ontr�leenglobant de la forme suivante pour haque niveau de boule xk est à ontr�le statique :...do xk = MAXml

i=1 ⌈(Li(x1, ..., xk−1) + li)/ck⌉, MINmu

i=1 ⌊(Ui(x1, ..., xk−1) + ui)/ck⌋if (AND
mg

i=1 Gi(x1, ..., xk) + gi ≥ ~0 )...InstrutionLe programme en �gure 1 n'a pas un ontr�le statique ar le domaine d'itération n'est pasonvexe. Cependant, il peut être séparé en une union d'ensembles onvexes qui peuvent être



20 Résuméonsidérés séparément. Xue a montré omment il était possible de trouver automatiquement lesomposantes onvexes de tels programmes où les bornes de boules sont omposées de minimaet de maxima d'expressions a�nes [111℄.do i=1, ndo j=1, nif (i <= n+2-j)
S b(j) = b(j) + a(i)
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≥ ~0(a) ontr�le englobant S1 (b) domaine d'itération de S1Fig. 2 � Contr�le statique et domaine d'itération orrespondantDe�nition 0.1 (SCoP) Un ensemble maximum d'instrutions onséutives ave des domainespolyédriques onvexes est appelé une partie à ontr�le statique, ou un SCoP.La dé�nition de SCoP est une légère extension des nids à ontr�le statique [43℄ introduitedans [16℄. Dans un orps de fontion, une partie à ontr�le statique est un ensemble maximald'instrutions onséutives sans boule while et où les bornes de boules et les onditionnelles nepeuvent dépendre linéairement que d'invariants pour et ensemble d'instrutions. Ces invariantsinluent les onstantes symboliques, les paramètres des fontions et les itérateurs des boules en-globantes ainsi que tout invariant apparaissant dans les indies des tableaux : ils sont appelés lesparamètres globaux du SCoP. Ainsi dé�ni, un SCoP peut inlure des aès mémoire quelonquesaussi bien que des appels à des fontions ; un SCoP est don plus permissif qu'un nid de boulesà ontr�le statique [43℄. On dit qu'une partie à ontr�le statique est rihe lorsqu'elle inlut aumoins une boule non vide ; les SCoPs rihes sont alors une ible naturelle pour les transforma-tions polyédriques. Un exemple d'extration de SCoPs dans un programme général est présentéen �gure 3. L'extration d'informations depuis la représentation intermédiaire du ompilateurOpen64/ORC après sa première étape de pré-traitements grâe à l'outil WRAP-IT [16℄ nous apermis de mettre en évidene un taux d'instrutions appartenant à des SCoPs supérieur à 80%à partir de benhmarks issus des SPEC2000fp et PerfetClub.II.3 Référenes statiquesChaque langage o�re plusieurs manières d'aéder à des valeurs ou des données dans lesinstrutions, par exemple les salaires, tableaux, pointeurs ou fontions. Dans notre travail, nous



III. Transformations de programme 21Deomposition en SCoPsdo i=1, 3......................................................................S1 SCoP 1, une instrution, non rihe......................................................................do j=1, i*i......................................................................S2 SCoP 2, trois instrutions, rihedo k=0, j paramètres: i,jif (j >= 2) then itérateurs: kS3S4......................................................................do p = 0, 6 SCoP 3, deux instrutions, riheS5 itérateurs: pS6Fig. 3 � Exemple de déomposition en parties à ontr�le statiqueallons onsidérer uniquement un sous-ensemble de es référenes appelé référenes statiques. Dansette lasse partiulière sont inluses uniquement les référenes à des tableaux (ou des variablesqui sont un as partiulier de tableaux). L'ensemble des tableaux d'un programme P est appelé
AP . Une référene à un tableau B ∈ AP dans une instrution S ∈ SP est érite 〈B, f

〉, où f estla fontion d'index. La ellule mémoire de B aédée à l'itération ~x est érite B[f(~x)]. Quand lafontion d'index d'une référene est a�ne, on peut l'érire f(~x) = F~x + ~f où F est la matried'index de dimension ρ(A) ∗ ρ(S) ave ρ(A) le nombre d'indies du tableau B et ρ(S) le nombrede boules englobantes de S. ~f est un veteur onstant. La �gure 4 illustre la orrespondaneentre référene dans un programme soure et fontion d'index a�ne : dans la �gure 4(a), letableau B a deux dimensions, la fontion d'index est un veteur bidimensionnel omme montrépar la �gure 4(b). De la même manière que pour le ontr�le statique, nous avons pu mettre enévidene ave le ompilateur Open64/ORC un taux de référenes statiques supérieur à 75% àpartir de benhmarks issus des SPECfp2000 et PerfetClub.do i=1, ndo j=1, n
S ... B(i+j,2*i+1) ... f
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«(a) Référene à un tableau B (b) Fontion d'index de la référeneFig. 4 � Notation matriielle d'un exemple de fontion d'index a�neDe�nition 0.2 (Référene statique) Une référene est dite statique quand elle fait référeneà une ellule d'un tableau grâe à une fontion d'index a�ne qui ne dépend que des itérateursdes boules englobantes et de paramètres formels.III Transformations de programmeAppliquer la transformation de Fourier à un signal qui varie dans le temps rend possible destraitements qui seraient trop di�iles à réaliser sinon. Une fois que le traitement est ahevé,



22 Résuméon peut alors utiliser la transformation inverse pour revenir du domaine des fréquenes verselui du temps. La situation est similaire pour les transformations de programme. Quand lesétapes d'analyses lexiale et syntaxique sont terminées, les programmes sont généralement missous la forme d'arbres de syntaxe abstraite. Des optimisations simples omme la propagationde onstantes ou l'élimination de ode mort peuvent leur être appliquées sous ette struturede données partiulièrement rigide. Mais les transformations les plus intéressantes, omme lapermutation de boules, impliquent la modi�ation de l'ordre des opérations d'un programme,et ela n'a rien à voir ave la syntaxe. Elles imposent don de briser la struture de l'arbreet sont partiulièrement di�iles à appliquer. à l'opposé, nous allons voir dans ette setionque raisonner dans le modèle polyédrique au lieu d'utiliser un arbre de syntaxe abstraite nouspermet d'appliquer failement des transformations omplexes ainsi que des ompositions de estransformations.La majorité des tehniques de transformation ont été étudiées séparément, omme la permu-tation de boules, la torsion, l'inversion, la fusion, le pavage et. (on peut se référer à [108℄ pourune desription des transformations onnues). Ces tehniques ont pour la plupart leurs proprespropriétés (par exemple leur test pour véri�er si elles sont légales ou non, ou leur modèle de oûtpour statuer si les appliquer aboutit à un ertain béné�e). Par onséquent il est partiulièrementdi�ile de hoisir quelles transformations devraient être utilisées mais aussi dans quel ordre ondevrait les appliquer pour obtenir les meilleurs résultats. A ontrario, l'utilisation de fontionsd'ordonnanement dans le modèle polyédrique par exemple, permet de dérire des ompositionsde permutations de boules, torsions, inversions à un unique nid de boules de manière omplè-tement uniforme [10℄. Cette pratique a évolué naturellement en assoiant à haque instrutionsa propre fontion d'ordonnanement [44, 45℄ puis par ajouter à ette méthode de nouvellestransformations telles que l'élatement ou la fusion de boules.Bien que le modèle polyédrique o�re de réelles failités pour restruturer un programme,l'utilisation qui en est faite ne permet que de ouvrir un ensemble très restreint parmi les trans-formations possibles, appelé transformations unimodulaires, ou dans le meilleur des as inver-sibles. Dans ette setion, nous abordons une méthode de transformation générale apable detraiter les transformations non-unimodulaires, non-inversibles, non-entières et même non uni-formes, en fait l'unique ontrainte à respeter est l'a�nité des fontions. Nous montrons toutd'abord en setion III.1 omment l'ordre d'exéution peut être exprimé grâe à des fontionsd'ordonnanement, puis en setion III.2 omment appliquer des transformations a�nes dans lemodèle polyédrique.III.1 Desription de l'ordre d'exéutionUne méthode pratique pour exprimer l'ordre d'exéution est de donner à haque opérationune date d'exéution unique. Dans le modèle polyédrique, haque instane d'instrution estaratérisée par ses oordonnées dans le domaine d'itération orrespondant (voir setion II.1). Laplupart du temps les domaines d'itération ont plusieurs dimensions ; les di�érentes omposantesdes oordonnées peuvent être vues omme les jours, heures, minutes et. Quand haque pas deboule d'un programme est une variable positive, nous appelons et ordre, l'ordre lexiographique.De manière formelle, ela signi�e que dans un espae à n dimensions, l'opération orrespondantau point entier dé�ni par les oordonnées (a1...an) est exéuté avant elui orrespondant auxoordonnées (b1...bn) si et seulement si il existe un entier i tel que la ième omposante de (a1...an)



III. Transformations de programme 23est plus petite que la ième omposante de (b1...bn), et toutes les omposantes préédentes sontégales entre elles. Nous notons et ordre (a1...an) ≪ (b1...bn) :
(a1...an) ≪ (b1...bn) ⇔ ∃i, 1 ≤ i < n, (a1...ai) = (b1...bi) ∧ ai+1 < bi+1. (1)La �gure 5 illustre l'exéution des opérations d'un nid de boules donné dans l'ordre lexiogra-phique de leurs veteurs d'itération. Elle montre que le domaine d'itération est borné par desinéquations a�nes dans un espae à deux dimensions. Les ars y montrent l'ordre d'exéutiondes 13 itérations que ompte le nid de boules.do i=1, 5do j=max(4-i,i-2), min(8-i,i+2)

S a(i,j) = a(i-1,j)
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3 5Fig. 5 � Domaine d'itération et ordre d'exéution d'un nid de boulesL'ordre lexiographique et les veteurs d'itération ne sont pas su�sants pour dérire l'ordred'exéution des instanes de di�érentes instrutions. Par exemple, onsidérons le nid de boulesimparfait de la �gure 6. Les instrutions S1 et S3 ont la même profondeur, mais l'ordre lexio-do i=1, n
S1 x = a(i,i)do j=1, i-1
S2 x = x - a(i,j)**2
S3 p(i) = 1.0/sqrt(x)do j=i+1, n
S4 x = a(i,j)do k=1, i-1
S5 x = x - a(j,k)*a(i,k)
S6 a(j,i) = x*p(i)Fig. 6 � Fatorisation de Choleskygraphique ne su�t pas pour déider laquelle des opérations S1(1) et S3(1) est exéutée avantl'autre, ar les veteurs d'itération sont identiques. De la même manière, l'ordre lexiographiquen'est d'auun seours lorsque les veteurs d'itération n'ont pas le même nombre de dimensions,par exemple il n'est pas possible de omparer S1(1) à S2(1, 2) ar S1(1) n'a pas de seonde om-posante. Le ra�nement a été apporté par Feautrier en prenant en ompte l'ordre des instrutionstel qu'il est dérit par le texte du programme [43℄. Soit s le nombre de boules ommunes à deuxinstrutions S1 et S2, alors S1(a1...an) est exéutée avant S2(b1...bm) si (a1...as) ≪ (b1...bs) ousi les veteurs d'itération sont identiques pour les dimensions ommunes et S1 préède S2 dans



24 Résuméle texte du programme. Nous notons et ordre S1(a1...an) ≺ S2(b1...bm) :
S1(a1...an) ≺ S2(b1...bm) ⇔

(a1...as) ≪ (b1...bs)
∨((a1...as) = (b1...bs) ∧ S1 textuellement avant S2).

(2)Dé�nir toutes les dates d'exéution pour toutes les opérations d'un programme séparémentpeut aboutir à un système d'ordonnanement partiulièrement énorme. De plus dans le asoù les domaines d'itération sont paramétrés (par exemple quand une boule est bornée parune onstante inonnue), il n'est pas possible de onnaître le nombre exat des instanes d'uneinstrution donnée. Ainsi une solution adéquate est de onstruire les ordonnanements au niveaude l'instrution plut�t que elui de l'opération en dé�nissant une fontion qui assoie à haqueinstane de l'instrution orrespondante un ordre d'exéution. Ces fontions sont typiquementhoisies a�nes pour de multiples raisons : 'est le seul as à l'heure atuelle où on peut véri�erexatement la légalité de la transformation et où on sait générer le ode �nal. Les fontionsd'ordonnanement ont don la forme suivante :
θS(~xS) = TS~xS + ~tS , (3)où ~xS est le veteur d'itération ; TS est une matrie onstante dite de transformation, et ~tS estun veteur onstant (qui peut inlure des expressions a�nes utilisant les paramètres globaux,'est à dire les onstantes symboliques, prinipalement les tailles de tableaux ou les bornes desboules).Par exemple on peut failement apturer l'ordre d'exéution séquentiel de tout programme àontr�le statique ave des fontions d'ordonnanement en utilisant l'arbre de syntaxe abstraite(AST) de e programme [45℄. L'idée prinipale est d'inlure l'ordre textuel entre haque ompo-sante du veteur d'itération. Par exemple on peut lire diretement les fontions d'ordonnanementdu programme en �gure 6 sur son AST présenté en �gure 7, 'est à dire : θS1(~xS1) = (0, i, 0),

θS2(~xS2) = (0, i, 1, j, 0), θS3(~xS3) = (0, i, 2) et. L'ordre lexiographique est alors su�sant pouronnaître l'ordre d'exéution d'instanes d'instrutions ayant de telles fontions.
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S6Fig. 7 � AST du programme en �gure 3.2III.2 Transformations a�nesLes transformations de programme dans le modèle polyédrique peuvent être exprimées pardes fontions d'ordonnanement bien hoisies. Elles modi�ent les polyèdres soures en des poly-èdres ibles ontenant les mêmes points mais dans un nouveau système de oordonnées, don ave



III. Transformations de programme 25un nouvel ordre lexiographique. Il a été largement montré que les fontions linéaires pouvaientexprimer la plupart des transformations utiles. En partiulier, les transformations de boules(omme le retournement, la permutation ou la torsion) peuvent être modélisées par un as par-tiulier simple appelé transformations unimodulaires (la matrie TS doit être arrée et avoir undéterminant de±1) [10, 106℄. Des transformations omplexes omme le pavage [107℄ peuvent aussiêtre appliquées grâe à des ordonnanements linéaires [112℄. La puissante théorie mathématiquesous-jaente (par exemple pour aluler exatement les dépendanes [44℄) et sa très intuitive re-présentation géométrique ont ontribué à rendre e modèle très populaire. De nombreux travauxont eu pour objet de trouver de bonnes fontions d'ordonnanement dans un but partiulier(par exemple pour le parallélisme ou la loalité des données) [17, 25, 33, 40, 44, 45, 110℄. Maisla plupart des préédentes méthodes de transformation polyédriques imposaient de sévères li-mitations sur les fontions elles mêmes, i.e. être unimodulaires [5, 69℄ ou tout du moins êtreinversibles [78, 110, 92, 25℄. La raison était que, onsidérant un polyèdre original dé�ni par lesystème de ontraintes A~x + ~a ≥ ~0 et la fontion de transformation θ menant aux nouvellesoordonnées ~y = T~x, on pouvait déduire que le polyèdre transformé dans le nouveau système deoordonnées était dé�ni par (AT−1)~y +~a ≥ ~0, un hangement de base. Un autre point qui menaà la popularité des transformations unimodulaires était leurs propriétés fae aux ompositions.Appliquer une transformation ~y2 = T2 ~y1 après ~y1 = T1~x est équivalent à utiliser ~y2 = T2T1~x. Etpare que le produit de matries unimodulaires est une matrie unimodulaire, la omposition estenore une transformation unimodulaire.Dans ette thèse nous n'imposons auune ontrainte sur les fontions de transformation arnous ne herhons pas à e�etuer un hangement de base d'un polyèdre original vers son systèmede oordonnées �nal. à la plae, nous imposons un nouvel ordre lexiographique au polyèdreen ajoutant de nouvelles dimensions en première position. Ainsi, pour haque polyèdre D etfontion d'ordonnanement θ, il est possible de onstruire un nouveau polyèdre T ayant l'ordrelexiographique approprié :
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,où I est la matrie identité et par dé�nition, (~y, ~x) ∈ T si et seulement si ~y = θ(~x). Les points àl'intérieur du nouveau polyèdre sont ordonnés lexiographiquement jusqu'à la dernière dimensionde ~y. Ensuite, il n'y a pas d'ordre partiulier à respeter pour les dimensions restantes.En utilisant ette politique de transformation, les données des domaines d'itération originauxainsi que elles de la transformation sont inlues dans le nouveau polyèdre. Pour illustrer ela,onsidérons le polyèdre DS2
en �gure 8(a) et l'ordonnanement θS2

(i, j) = 2i + j. La matriede transformation orrespondante T = [ 2 1 ] n'est pas inversible, mais elle peut être étendueen T =
h

2 1
0 1

i omme proposé par Griebl et al. [55℄. Le polyèdre qui en résulte typiquement estprésenté en �gure 8(b). Notre politique, par ontre, mène diretement au polyèdre en �gure 8(d),attendu que l'on hoisisse l'ordre lexiographique pour les dimensions sans ordonnanement. Uneprojetion sur les dimensions i′ et i mènerait au même résultat qu'obtenu en �gure 3.5(b). Lesdimension additionnelles portent les informations de la transformation, 'est à dire dans e as
j = i′ − 2i. Cette propriété est très utile durant la phase de génération de ode où nous devonsmettre à jour les référenes aux itérateurs dans le orps des boules, et est indispensable quandla transformation n'est pas inversible.Une autre propriété de ette politique de transformation est de ne jamais produire un sys-



26 Résumétème de ontraintes rationnel. Cela posait un grave problème à la plupart des préédentes teh-niques, qui survenait lorsque les fontions de transformation n'étaient pas unimodulaires. Onpeut observer e phénomène en �gure 3.5(b). Les points entiers sans marques n'ont pas d'imagesdans le polyèdre original. En e�et, les oordonnées originales peuvent être déterminées à partirdes oordonnées ibles par −−−−−→
original = T−1−−−−→target. Mais lorsque T est non-unimodulaire, T−1a des élément rationnels. Don des points entiers dans le domaine ible ont une image ration-nelle dans le domaine soure ; ils sont appelés les trous. Pour éviter de onsidérer es trous, lesstrides (les pas entre haque point entier à onsidérer) doivent être trouvées. Plusieurs travauxont proposé d'utiliser la Forme Normale de Hermite [97℄ de di�érentes manières pour résoudree problème [78, 110, 40, 92℄. L'idée prinipale est de trouver une matrie unimodulaire U etune matrie inversible, non-négative, triangulaire-inférieure H dans laquelle haque ligne a ununique maximum qui se trouve être l'élément diagonal, et telle que T = HU . Alors on peutonsidérer la transformation unimodulaire intermédiaire U et trouver les strides et les bornes in-férieures grâe aux éléments diagonaux de H. La déomposition orrespondant à notre exemple,

T =
h

1 0
1 2

i h

2 1
−1 0

i

, la transformation intermédiaire ave U =
h

2 1
−1 0

i

, est présentée en �gure 3.5().Contrairement à ette approhe, nous ne hangeons pas la base du polyèdre soure, mais nousappliquons seulement un ordre lexiographique approprié. Il en résulte que nos systèmes deontraintes ibles sont toujours entiers et qu'il n'y a pas de trous dans les polyèdres orrespon-dants. L'information de stride est expliitement inlue dans le système de ontraintes sous laforme d'équations.Le oût de ette méthode est d'ajouter de nouvelles dimensions au système de ontraintes.Cela peut se révéler un important problème ar tout d'abord ela augmente la omplexité del'étape de parours pour la génération de ode. Ensuite, ela augmente la taille du système deontraintes alors même que la génération de ode de haut niveau est un problème qui néessitetypiquement beauoup de mémoire. En pratique, le traitement des dimensions additionnellesest souvent trivial ave les méthodes que nous présenterons en setion VI. En dé�nitive notreprototype est plus e�ae et a un besoin de mémoire réduit par rapport aux méthodes existantes(voir hapitre 7).IV Un modèle pour évaluer le tra� en mémoireL'amélioration de la �nesse de gravure des iruits intégrés se traduit en augmentation dela vitesse pour les proesseurs, mais en augmentation de la apaité pour les mémoires. Si rienn'était fait, les gains de puissane des proesseurs ne pourraient être exploités, faute de mémoiresu�samment rapide pour les alimenter. Les mémoires hiérarhiques sont une solution très ré-pandue, peu oûteuse et souvent e�ae. Pour autant, elles ne sont exemptes ni de limitationsni de défauts. D'une part, on sait que leur méanisme onvient mal aux programmes de alulnumérique qui utilisent de grandes strutures de données de façon régulière. D'autre part, leuromportement di�ilement prévisible les rend inadaptées aux systèmes temps réel. En�n, la forteonsommation en énergie que requièrent les transferts de données entre les di�érents niveaux demémoire freine leur exploitation au sein des systèmes embarqués.Les ompilateurs optimiseurs ont parmi leurs prinipaux objetifs de transformer les pro-grammes a�n d'utiliser au mieux la hiérarhie des mémoires. Il s'agit pour eux d'exploiter aumaximum la réutilisation des données. Pour ela, le prinipe lassique est d'appliquer des trans-formations de boules [106, 77℄ guidées par un modèle de oût [85℄ puis d'e�etuer un pavage [107℄
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i’(d) notre transformation TFig. 8 � Politiques de transformation pour DS2 en �gure 3.2 ave θS2(i, j) = 2i + jde taille onvenablement hoisie [37℄. Cette démarhe a en partiulier pour défaut de ne pouvoirs'appliquer que sur des nids de boules parfaits. On est ainsi souvent amené à onvertir des nidsde boules. Du résultat de ette onversion dépend la qualité du pavage �nal ; or il n'y a pas deméthode systématique pour l'e�etuer au mieux [65℄. Alternativement à ette approhe entréesur le ontr�le, le data-shakling propose de raisonner sur les données [66℄. Son prinipe est d'agirdiretement sur le transfert des données plut�t que par le biais de manipulations des struturesde ontr�le.Tous es algorithmes reposent en général sur des approhes heuristiques. Par exemple, onsi-dérons deux aès à la même ellule mémoire. Il paraît vraisemblable que plus es aès serontprohes dans le temps, plus le seond aura de hanes d'être un suès. On herhera don àtransformer les boules pour que es deux aès soient les plus prohes possible. Nous voulons auontraire nous appuyer sur une évaluation au moins approximative du tra� entre ahe et mé-moire prinipale, et trouver le programme qui minimise e tra�. La méthode proposée onsiste



28 Résuméen un déoupage du programme en hunks. Nous en présentons le prinipe en setion IV.1. Lasetion V est onsarée à la onstrution de hunks respetant les dépendanes et minimisant letra�. La setion VI montre omment on génère le programme objet quand le système de hunksest donné. Nous terminerons en présentant quelques résultats de notre approhe et en indiquantles problèmes qui restent en suspens.IV.1 ChunkingIl y a plusieurs raisons aux limitations des préédentes tehniques. La première vient du faitque la gestion du ahe est laissée à un méanisme purement matériel. Ainsi il est partiulièrementdi�ile de trouver une solution préise au problème de l'évaluation du tra� pour un type de ahedonné. Pourtant, il existe déjà des possibilités, bien que souvent très limitées, pour ontr�ler leontenu du ahe (par exemple la primitiveWrite Bak Invalidate WBINVD du jeu d'instrutionsi386 vide le ahe en propageant les modi�ations apportées aux ellules qu'il ontient). Ceontr�le se renfore peu à peu dans les nouvelles arhitetures (omme IA64) et mieux enore, laplupart des systèmes embarqués réents ont un ahe totalement géré par le logiiel de manièreà o�rir des garanties de type temps-réel. Cette setion présente le hunking, une tehnique detransformation des programmes qui s'appuie sur l'existene de tels outils. L'idée prinipale estde ombiner une arhiteture ible aux propriétés partiulières pour éviter les défauts de on�itet un modèle d'exéution singulier pour éviter les défauts de apaité. Nous verrons alors qu'uneévaluation du tra� devient possible.Des hypothèses ont été posées sur le programme soure omme sur l'arhiteture ible. Leprogramme soure doit être à ontr�le statique, et l'arhiteture ible doit disposer quant à elle :� d'une mémoire prinipale et d'un unique niveau de ahe entre elle et le proesseur, lamémoire entrale étant assez grande pour ontenir l'ensemble des données néessaires àl'exéution du programme ;� d'une mémoire ahe idéalement gérée par le logiiel ou sans défauts de on�it i.e. omplète-ment assoiative, mais utiliser un ahe moderne à haut degré d'assoiativité ou onsidérerun ahe plus petit qu'il ne l'est réellement permet d'approher ette hypothèse de manièresatisfaisante ;� éventuellement d'un jeu d'instrutions dédié au ontr�le du ahe :Instrution DesriptionLOAD CACHED harge une ligne dans le ahe et dans les re-gistres du proesseurLOAD NOT CACHED harge une ligne dans les registres du proesseursans qu'elle soit hargée dans le aheSTORE CACHED fore l'atualisation d'une ligne du ahe par leproesseurSTORE NOT CACHED fore l'atualisation d'une ligne de la mémoirepar le proesseurINVALIDATE retire une ligne du ahe en atualisant ses don-nées en mémoire si elles ont été modi�éesFLUSH généralise INVALIDATE à tout le ontenu duaheLe hunking est une nouvelle manière de réorganiser les opérations d'un programme. Son



IV. Un modèle pour évaluer le trafi en mémoire 29prinipe est de partitionner l'ensemble des opérations en sous ensembles plus petits dont lesdonnées utilisées peuvent tenir dans le ahe : les hunks. Ces sous ensembles doivent être telsque leur exéution suivant un ordre déterminé soit équivalente à l'exéution du programmeoriginal P . Les opérations appartenant à un même hunk sont exéutées en respetant <P . Enpratique, on numérotera les hunks de manière roissante, dans l'ordre dans lequel ils devrontêtre exéutés. Un numéro de hunk sera assigné à haque opération : nous herhons pour haqueinstrution S une fontion de hunking θS assoiant à haque veteur d'itération ~xS un numérode hunk θS(~xS). Les opérations ayant le même numéro de hunk seront alors exéutées dansl'ordre séquentiel original. à la �n de haque hunk, nous devons exéuter le ode de gestion dela mémoire ahe. Cela onsiste à érire des instrutions INVALIDATE pour toutes les ellulesmémoires aédées par le hunk. Si ette solution s'avère trop ompliquée, il est possible de viderentièrement le ahe par un appel à FLUSH. L'ensemble des ellules mémoire aédées par lesopérations d'un même hunk ~c est appelée l'empreinte de e hunk, F(~c) :
F(~c) = ∪S∈SP

∪<A,f>∈S

{

A[f(~xS)] | ~xS ∈ DS , θS(~xS) = ~c
}

. (4)Ainsi, le déroulement d'un programme ayant subit une transformation de hunking peut êtrerésumé par le pseudo-ode suivant :FLUSHdo =1, Nexéution du hunk  suivant <PINVALIDATE F(c)Où N est le nombre total de hunks et <P est l'ordre séquentiel original du programme P .Chaque hunk doit satisfaire à la ondition de taille : haque empreinte doit tenir dans le ahe,
∀~c, Card F(~c) ≤ C (5)où C est la taille du ahe. Un ensemble de hunks qui satisfont la ontrainte de taille et lesdépendanes est dit un système de hunks pour P .La qualité d'un système de hunks peut être quanti�ée grâe à deux grandeurs. Tout d'abord,la taille d'empreinte qui est le nombre de ellules mémoire aédées par les opérations d'un hunk.Ensuite, le tra� qui est le nombre de mouvements de données entre le ahe et la mémoireprinipale. Nous herhons à onstruire un système de hunks optimal, 'est à dire tel que haqueempreinte tient dans le ahe et où le tra� est minimal. Alors durant l'exéution du programmetransformé, les seuls défauts de ahe sont eux obligatoires au début de haque hunk. Demanière à réaliser une étude des dépendanes préise et à être en mesure de générer le ode �nal,nous reherhons des fontions de hunking a�nes. Don pour une opération S(~xS), instane del'instrution S ave le veteur d'itération ~xS dans le domaine DS , le numéro de hunk peut êtreérit :
θS(~xS) = TS~xS + ~tS .

TS est une matrie appelée matrie de hunking, et ~tS un veteur onstant.Le hunking permet de ourt-iruiter le méanisme de remplaement des ahes gérés parmatériel ar son prinipe est de ne jamais l'utiliser. En ombinant les propriétés d'un matériellimitant (ou annulant) le nombres de défauts de on�it et le modèle d'exéution du hunking, ildevient possible de aluler une évaluation du tra� omme expliqué dans la setion suivante. De



30 Résuméplus, le hoix d'une méthode ontr�lant le ontenu du ahe permet des garanties de type tempsréel. En e�et, prédire le ontenu du ahe et sa stabilité au même point de di�érentes exéutionsdevient possible en partiulier ave l'utilisation de mémoires loales où les défauts de on�it sontinexistants. Il est tout aussi possible d'utiliser ette méthode sur des systèmes disposant d'unahe onventionnel pour améliorer les performanes ou réduire la dissipation d'énergie, et si letemps réel n'est pas important, il n'y a auun besoin d'insérer des instrutions FLUSH pourvider le ahe entre haque hunk puisque le méanisme de remplaement séletionne toujoursune donnée du hunk préédent pour être remplaée. C'est vrai pour LRU, approhé pour FIFOet faux pour la politique RANDOM. Ainsi on évite la surharge que provoque les instrutionsFLUSH et on béné�ie de la réutilisation inter-hunk bien qu'elle ne soit pas onsidérée dansnotre modèle.IV.2 Calul du tra� en mémoireDans notre modèle, il est possible d'estimer les grandeurs des empreintes et du tra�. Pourune instrution S, un tableau A et une fontion d'index f , l'empreinte d'un hunk ~c est l'ensembledes données que l'on peut aéder durant l'exéution de e hunk :
FS,A,f(~c) =

{

f(~xS) | ~xS ∈ DS , θS(~xS) = ~c
}

.On onsidère que le ahe est vide avant l'exéution de haque hunk : une même donnée aédéedans di�érents hunks omptera don pour autant de fois dans le alul du tra�. On peut alorsvoir le tra� omme le nombre de ouples 〈donnée, numéro de hunk〉 possibles :
TS,A,f = Card

{〈

f(~xS), θS(~xS)
〉

| ~xS ∈ DS

}

.Nous nous plaçons dans l'hypothèse lassique où le programme original est à ontr�le statique,la fontion d'index est don a�ne et s'érit : f(~xS) = F~xS + ~f , où F est la matrie d'indexde dimension ρ(A) × ρ(S), ave ρ(A) le nombre de dimensions du tableau A, et ~f un veteuronstant qu'on ignorera. Les ordres de grandeur des ardinaux des ensembles dérivant empreinteet tra� sont alors onnus. On sait que si haque élément de ~xS est un entier appartenant à unsegment de longueur m, alors :
Card FS,A,f(~c) = O

(

ml
)

, avec l = rank

[

TS

F

]

− rank TS ,

TS,A,f = O
(

mk
)

, avec k = rank

[

TS

F

]

,où [ TS

F

] est une matrie onstituée pour ses premières lignes de la matrie TS et pour les lignessuivantes de la matrie F . La matrie F peut être obtenue par analyse du ode soure, TS quantà elle est l'inonnue qu'il s'agit de déouvrir.V Chunking, algorithmes et expérienesL'objetif est à présent de savoir omment onstruire de manière totalement automatiqueun système de hunks pour tout programme à ontr�le statique. Cette onstrution doit fournir



V. Chunking, algorithmes et expérienes 31un système optimal, e qui sera le as lorsque haque ellule apparaîtra dans le moins d'em-preintes di�érentes possibles. Cette ondition est su�sante pour garantir que nous avons trouvéle meilleur système possible et pour limiter le nombre de hunks. Les fontions de hunking sontalulées grâe à des ontraintes partiulières qui orrespondent à autant de propriétés qu'ellesdoivent respeter. Les setion suivantes dérivent haune d'entre elles. La setion V.1 dé�nit lesontraintes liées à l'optimisation de la loalité temporelle propre. En setion V.2 sont présentéesles ontraintes relatives à la légalité d'une transformation. Les setions V.3 et V.4 montrent lesontraintes permettant d'exploiter loalité de groupe et loalité spatiale respetivement. En�nnous présentons des résultats expérimentaux en setion V.5.V.1 Loalité temporelle propreOn dispose grâe aux évaluations d'un moyen de quanti�er la qualité d'un hunking. Dansle as d'une instrution omportant n référenes, les matries d'index Fi pour 1 ≤ i ≤ n sontonnues, on herhe alors à onstruire la matrie de hunking T ayant les meilleures propriétés.Cette onstrution est guidée par les évaluations. Nous e�etuons tout d'abord une énumérationdans l'ordre du tra� roissant des tuples 〈rank T, rank

[

T
Fi

] pour 1 ≤ i ≤ n

〉 tels que haqueempreinte générée puisse tenir dans le ahe. Nous tentons ensuite de onstruire T sous lesonditions de rang du meilleur tuple possible.Pour une référene isolée, onstruire une matrie T de rang v telle que rank

[

T
F

]

= w esttoujours possible pourvu que v et w soient des valeurs aeptables et ompatibles entre elles. Ononstitue pour ela une matrie génératrie ave en partiulier ρ(S) − w veteurs d'une base de
ker F , puis on en alule l'inverse. T sera alors omposée de v lignes onvenablement hoisies dela matrie résultat puis omplétée de lignes nulles si néessaire.Pour généraliser à n référenes, on doit ombiner les n exigenes rank

[

T
Fi

]

= wi pour
1 ≤ i ≤ n. La matrie génératrie doit posséder pour haque référene exatement ρ(S) − wiveteurs d'une base de ker Fi pour un total d'au plus v veteurs. Une telle matrie n'existe pastoujours. Le hoix des veteurs à inlure dans la matrie génératrie est déterminant. On peut leguider en préférant ajouter pour haque référene le plus possible de veteurs déjà présents dansla matrie. S'il n'existe pas de solution pour un tuple, alors il faut tenter d'en trouver une pourle prohain tuple le plus intéressant.Il existe toujours une matrie de hunking possible telle que les empreintes tiennent dans leahe. En e�et, la ontrainte la plus dure pour les empreintes est d'avoir une taille en O(m0),et la dernière possibilité tentée sera le tuple 〈ρ(S), wi = ρ(S) pour 1 ≤ i ≤ n

〉. Le hunkingorrespondant génère pour haque référene une empreinte en O
(

m0
i

) et le tra� maximumen O
(

m
ρ(S)
i

). Sa solution T = I existe toujours et orrespond au hunking trivial où haqueopération est dans un hunk.Considérons le ode soure en �gure 9 où on suppose que a est un tableau de n élémentsapable de tenir dans le ahe et que b est un tableau de m éléments ne pouvant pas tenir dansle ahe : Les ordres de grandeur aeptables pour la taille des empreintes sont don O
(

n1
) et

O
(

m0
). Le programme est onstitué de deux instrutions :� l'instrution S1 a une seule référene au tableau a ave pour matrie d'index FS1,1 =

[

1
].



32 Résumédo i=1, n
S1 a(i) = ido j=1, m
S2 b(j) = (b(j) + a(i))/2Fig. 9 � Exemple suiviLa matrie TS1 ayant les meilleures propriétés orrespond au tuple 〈1, 1〉, elle génèrera desempreintes de tailles en O
(

n1
) et un tra� en O

(

n1
). On onstruit TS1 =

[

1
] ;� l'instrution S2 possède deux référenes, l'une au tableau a ave pour matrie d'index

FS2,1 =
[

1 0
] et l'autre au tableau b ave pour matrie d'index FS2,2 =

[

0 1
]. Lamatrie TS2 ayant les meilleures propriétés orrespondrait au tuple 〈1, 2, 1〉, elle généreraitdes empreintes de tailles en O

(

m0 + n1
) et un tra� en O

(

m1 + n2
). La onstrution estpossible et donne TS2 =

[

0 1
0 0

].V.2 LégalitéPuisque le hunking est une tehnique de réordonnanement des opérations, on doit s'assurerqu'il ne viole auune dépendane. Rappelons que les hunks sont numérotés dans l'ordre danslequel ils doivent être exéutés. à l'intérieur de haun d'eux, les opérations respetent l'ordreséquentiel original. Considérons IP l'ensemble des instrutions du programme P , et δP la relationde dépendane sur P , un système de hunks est alors valide si et seulement si :
∀S,R ∈ IP , S[x] δP R[y] ⇒ θ(S[x]) ≤ θ(R[y]).La onstrution des matries de hunking est réalisée pour haque instrution indépendam-ment les unes des autres. à e stade, rien n'interdit un entrelaement illégal des opérations. Ilest possible de orriger les fontions de hunking a�n qu'elles respetent les dépendanes. Ondispose en e�et sur es fontions de ertains degrés de liberté que l'on peut exploiter. D'une part,on peut appliquer aux matries de hunking toutes les transformations qui ne hangent pas leurspropriétés de rang. Et d'autre part, on peut renseigner les éléments des veteurs onstants ~tSdes fontions de hunking. Pour ela, nous alulons l'espae des transformations possible, ditespae de Farkas [44℄, puis nous résolvons un problème de programmation linéaire en nombresentiers dans et espae. Ces opérations sont répétées autant de fois qu'il y a de lignes dans laplus grande matrie de hunking. La solution si elle existe donne pour haque instrution lesomposantes du veteur d et les transformations à e�etuer sur haque matrie de hunking. Siauune solution n'existe, nous devons retourner à la onstrution des matries de hunking ettenter la proposition suivante.Un hunking valide tel que les empreintes tiennent dans le ahe existe toujours. Il orrespondà la dernière proposition tentée, dans laquelle toutes les matries de hunking sont des matriesidentité. On retrouve alors le programme original, ave un hunk par opération et un tra�maximal.Reprenons l'exemple ommené en setion V.1 orrespondant au ode en �gure 9. Si on seontentait d'utiliser les matries trouvées, nous obtiendrions les fontions de hunking suivantes :



V. Chunking, algorithmes et expérienes 33� θS1

(

i
)

=
[

1
] (

i
)

+
(

0
)

=
(

i
)

,� θS2

(

i
j

)

=

[

0 1
0 0

](

i
j

)

+

(

0
0

)

=

(

j
0

)

.Ces fontions ne dérivent pas un hunking valide. En e�et, la dépendane de S1 vers S2 estviolée. Par exemple, l'opération S2

(

2
1

) est exéutée dans le hunk numéro 1 alors que l'opé-ration S1
(

2
) dont elle dépend est exéutée après, dans le hunk numéro 2. Notre méthodepermet de orriger e hunking a�n que toutes les dépendanes soient respetées et les propriétésdu hunking onservées. La orretion proposée par notre prototype est la suivante :� θS1

(

i
)

=
[

1
] (

i
)

+
(

0
)

=
(

i
)

,� θS2

(

i
j

)

=

[

0 1
0 0

](

i
j

)

+

(

n
0

)

=

(

j + n
0

)

.Pour homogénéiser les fontions de hunking, on peut ajouter des dimensions nulles ou en en-lever si elles sont nulles pour toutes les fontions, puisque ela ne hange pas les rangs. On a�nalement θS1

(

i
)

=
(

i
) et θS2

(

i
j

)

=
(

j + n
). Le ode résultant de ette transformationest présenté en �gure 10, l'ordre des opérations a été bouleversé pour une exploitation maximalede la loalité temporelle ompte tenu des hypothèses de départ. Dans le programme résultat, lavariable  donne à tout instant le numéro de hunk dans lequel on se trouve.do =1, n

S1 a() = do =n+1, n+mdo i=1, n
S2 b(-n) = (b(-n) + a(i))/2Fig. 10 � Exemple suivi après transformationV.3 Réutilisation de groupeIl y a réutilisation de groupe lorsque deux instrutions S1 et S2, aèdent le même tableau Aave des matries d'index F1 et F2 (nous utilisons dans ette setion des oordonnées homogènes,e qui signi�e que nous inluons les informations sur les paramètres et le salaire dans les matriesd'index et le veteur d'itération). Il y a e�etivement réutilisation s'il existe deux veteurs ~x1 et

~x2 tels que F2~x2 = F1~x1, et ette réutilisation est exploitée si les deux opérations appartiennentà un même hunk :
∀~x1∀~x2, F2~x2 − F1~x1 = ~0 ⇒ T2~x2 − T1~x1 = ~0. (6)Nous pouvons observer d'une part que ette ontrainte est de la même forme qu'une ontraintede dépendane et que nous n'imposons pas que les instrutions appartiennent à un même nid deboules. Nous avons montré que (6) est vraie si et seulement si [T2 , −T1

]

= N
[

F2 , −F1

] où Nest une matrie de rang plein (voir setion 5.3). Nous résolvons ette ontrainte en même tempsque nous orrigeons la transformation pour s'assurer qu'elle soit légale.Par exemple, onsidérons le ode en �gure 11(a). Toutes les méthodes entrées sur le ontr�levont estimer qu'il n'y a pas de réutilisation propre ni de réutilisation de groupe exploitable. Laraison est qu'elles ne sont pas apables de onsidérer les référenes non uniformément générées



34 Résumédo i=1, ndo j=5, n-10
S1 C(i,j) = A(i,j-5)
S2 D(i,j) = A(j+10,i) Zone accédée par S1 

Zone accédée par S2 .

n15

n

n−15

1

1(a) ode original (b) Zones aédées de AFig. 11 � Exemple de réutilisation de groupe('est à dire telles que les fontions d'index ne di�èrent que par le terme onstant [49℄). En réalitéil y a une exellente réutilisation entre les deux instrutions sur un partie du tableau A ommemontré par la �gure 11(b). Pour et exemple il n'y a auune dépendane, nous pouvons alorsutiliser la solution triviale [T2 , −T1

]

= N
[

F2 , −F1

], 'est à dire T1 = F1 et T2 = F2. Celaonduit aux fontions de hunking suivantes :
θS1

(

i
j

)

=

(

i
j − 5

)

; θS2

(

i
j

)

=

(

j + 10
i

)

.Cette transformation onduit au ode �nal i-dessous. La loalité de groupe est alors maximale :dans la partie partagée de A, les deux instrutions aèdent la même ellule mémoire durant lamême itération. do 1=1, 14do 2=0, n-15
S1 C(1,2+5) = A(1,2)do 1=15, n
S1 C(1,5) = A(1,0)do 2=1, n-15
S1 C(1,2+5) = A(1,2)
S2 D(2,1-10) = A(1,2)do 2=n-14, n
S2 D(2,1-10) = A(1,2)V.4 Loalité spatialeIl y a réutilisation spatiale lorsqu'une ou plusieurs référenes aèdent des données apparte-nant à une même ligne de ahe. Dans notre modèle, la loalité spatiale est obtenue lorsque lesopérations aédant à ette même ligne appartiennent à un même hunk. Considérons un tableau

A et sa matrie d'index F . Soit i le numéro de la dimension majeure du tableau A, 'est à dire ladimension telle que les données sont rangées suessivement en mémoire. i dépend du langage deprogrammation, par exemple il vaut 1 pour C mais ρ(A) pour FORTRAN. Alors la loalité spa-tiale est obtenue pour A si les opérations aédant les ellules mémoire de la dimension majeuresont dans le même hunk. En d'autre termes nous obtenons la loalité spatiale si Fi,• ∈ ker T .



V. Chunking, algorithmes et expérienes 35Cette ontrainte est ajoutée à l'algorithme de onstrution de T . Si elle empêhe la onstru-tion de T , il est possible de proposer une autre ligne de la matrie d'index (au lieu de i) etde proposer la transformation de disposition de données orrespondante. Ce résultat peut êtreomparé à elui de Kandemir et al. [61℄, où transformations de boules et de disposition desdonnées sont utilisés onjointement pour améliorer la loalité spatiale. Le hunking n'imposepas l'utilisation de matries de transformation non-singulières, mais ne peut obtenir la loalitéspatiale que pour un niveau de boule donné. Cependant les résultats sont souvent omparables.V.5 Implantation et résultatsDe la reherhe des fontions de hunking à la génération de ode, notre méthode a étéomplètement automatisée. Le prototype Chunky implémente l'ensemble du proessus en langageC à l'exeption du alul des dépendanes et des espaes de Farkas où il utilise enore un odeMaple. La résolution des dépendanes et la génération de ode font une utilisation intensived'opérations sur les polyèdres. Nous avons pour ela utilisé la PolyLib [105℄ et PIP [42℄.Cette automatisation nous a permis d'e�etuer des tests sur di�érents problèmes non triviauxet ainsi d'évaluer l'intérêt de notre méthode. Nous avons hoisi une évaluation aussi préise quepossible en utilisant les ompteurs matériels pour omparer les nombres de défauts de ahe. Lamahine de test utilisée possède un ahe de niveau 1 de 16Ko et un ahe de niveau 2 de 256Ko.Nous présentons en �gure 12 l'évolution du nombre de défauts de ahe du programme utiliséen exemple suivi avant (�gure 9) et après transformation (�gure 10), en fontion de m. Nousavons �xé le rapport m/n à 64 de manière à mettre les phénomènes en évidene. On observe

10

100

1000

10000

100000

1e+06

1e+07

1e+08

1e+09

1e+10

1e+11

1K 4K 16K 64K 256K 1M 4M

D
éf

au
ts

 d
e 

ca
ch

e

m : taille du tableau de flottants (mots)

Nombre de défauts de cache en fonction de m

original défauts L1
original défauts L2

transformé défauts L1
transformé défauts L2

Fig. 12 � Comparaison en défauts de ahe de l'exempleque dans le as du programme original, dès que le tableau b devient plus grand qu'un niveau deahe, le nombre de défauts sur e niveau grandit brusquement. Le programme transformé a unmeilleur omportement, puisqu'il réagit plus tard, quand 'est au tour du tableau a de ne plustenir dans un niveau de ahe. Nous avons pu observer le même type de omportement sur laplupart des programmes que nous avons testés. Quelques résultats sur des problèmes bien onnussont résumés en �gure 5.10. On y montre le nombre de défauts de ahe et les performanes pourdes tailles de tableaux m × m tels qu'ils ne tiennent plus en ahe de niveau 1 ou 2. Pour



36 Résuméles omparaisons, l'option de ompilation est O3 pour les programmes originaux, et O1 pourles programmes transformés, a�n d'éviter que le ompilateur ne perturbe le hunking. Commepréédemment, les défauts de ahe sont prévenus jusqu'au delà d'un ordre de grandeur. Onpeut observer la réperussion positive sur les performanes, bien qu'elle ne soit pas garantie. Ene�et, malgré le soin apporté à la génération de ode, il est parfois di�ile d'éviter la présenede strutures de ontr�le très lourdes ; 'est le as du programme Gauss - Jordan pour m = 70.Cependant, la pénalité pour un défaut de ahe L2 étant de l'ordre de 10 fois plus grande que ellede L1, la rédution des défauts de ahe L2 onduit presque systématiquement à une améliorationdes performanes.VI Génération de odeReprenons l'analogie ommenée en setion III entre modèle polyédrique pour la ompilationet transformation de Fourier pour le traitement du signal. Une fois que les transformations utilesont été appliquées dans l'espae intermédiaire, nous devons revenir à l'espae original en utilisantla transformée de Fourier inverse. Dans le modèle polyédrique, ette transformation inverse quipart de la représentation polyédrique d'un SCoP pour retourner à un arbre de syntaxe abstraite(ou diretement au ode soure �nal) est appelée génération de ode. Utiliser des méthodes degénération de ode basiques va tendre à produire un programme ine�ae qui masquera les e�etsdes transformations optimisantes qui auront été appliquées. Il faut en partiulier éviter qu'unemauvaise gestion des strutures de ontr�le ne détériore les performanes.Le programme original étant à ontr�le statique, le domaine d'exéution de haque instrutionpeut être dérit par un polyèdre [68℄. Dans le as d'un hunking, on ajoutera à e polyèdreautant de dimensions et de ontraintes que le numéro de hunk en possède. La génération deode est ensuite un problème bien onnu de parours de polyèdres [5℄ dont la solution la plusaboutie est elle de Quilleré et al. [91℄. Cette tehnique génère haque niveau de boule parséparation des polyèdres de manière à e qu'ils soient disjoints sur la dimension ourante, puisréursion sur haun d'eux pour générer le niveau supérieur, et en�n triage a�n de respeterl'ordre lexiographique. Nous avons amélioré ette méthode dans plusieurs diretions :� Nous l'avons omplétée de manière à tirer pro�t des ordonnanements faibles où seul unordre partiel est imposé au parours de ertains polyèdres. Nous avons proposé de trou-ver les translations (et éventuellement rotations) des polyèdres sur les axes libres de toutordonnanement de manière à maximiser le nombre de points entiers dans l'intersetiondes polyèdres. Nous alulons e nombre en utilisant les polyn�mes d'Ehrhart [32℄. Cetteméthode fore le partage du ontr�le lorsque plusieurs polyèdres doivent être parouruspar un même ode.� Nous avons montré omment il était possible d'utiliser les pas des boules pour remplaerde oûteuses onditions omprenant des aluls de modulos générées par l'algorithme deQuilleré et al. Une nouvelle étape dans et algorithme permet en e�et grâe à notre politiquede transformation de déterminer le plus grand pas ommun imposé par les ontraintesdé�nissant les polyèdres.� Nous avons proposé une méthode de rédution de la taille du ode généré sans ompromissur l'e�aité du ode généré. En e�et un des inonvénients de la méthode de Quilleré et al.est d'introduire une explosion inutile du ode due à la séparation de ertains sommets horsdes polyèdres. Nous avons montré que les propriétés de ette méthode nous permettaient



VII. Conlusion et travaux futurs 37de repérer et de rassembler de manière sûre et e�ae les parties inutilement séparées.Ainsi la taille du ode est réduite au prix de l'ajout d'itérations dans ertaines boulesexistantes, e qui est le minimum en terme de ontr�le. Cette méthode nous a permis deréduire la taille des ode générés de plus de 30% en moyenne.� La méthode de Quilleré et al. est une tehnique basée sur la séparation d'un groupe depolyèdres en polyèdres disjoints et qui a don une omplexité dans le pire des as de 3n(où n est le nombre de polyèdres) en opérations polyédriques elles-mêmes de omplexitéexponentielle (pour deux polyèdres D1 et D2 nous devons aluler D1 − D2, D2 − D1 etl'intersetion entre D1 et D2 ; s'il y a un troisième polyèdre nous devons aluler es troisopérations pour haque polyèdre résultat et ainsi de suite). Cette propriété rend rapidementla méthode inappliable à de grands problèmes impliquant plusieurs dizaines voire entainesde polyèdres (et nous avons montré que ela arrivait fréquemment dans les odes réels).Par l'étude de programmes bien onnus (SPEC2000fp et PerfetClub) nous avons mis enévidene que les domaines étaient souvent identiques ou disjoints. Nous avons dont misau point des méthodes rapides pour s'assurer de es propriétés et ainsi pouvoir donnerla réponse triviale à une opération polyédrique oûteuse immédiatement (par exemplela di�érene entre deux polyèdres identiques est le polyèdre vide). Ainsi de nombreusesopérations n'ont plus à être e�etuées et nous obtenons un gain de vitesse d'un fateursupérieur à 4 par rapport au générateur de ode le plus fréquemment utilisé.Reprenons l'exemple en setion V.1 dont le ode est en �gure 9. Les polyèdres dérivant lesdomaines d'exéution de S1 et S2 se déduisent de l'étude du ode original. On les omplète avel'unique dimension du hunking c et les ontraintes qu'elle porte. Les systèmes de ontraintesdérivant les polyèdres sont alors :Système de ontraintes pour S1 Système de ontraintes pour S2







c − i = 0
− i + n ≥ 0

i − 1 ≥ 0























c − j − n = 0
− i + n ≥ 0

i − 1 ≥ 0
− j + m ≥ 0

j − 1 ≥ 0Sur la première dimension, c, les deux polyèdres sont disjoints : le premier dérit 1 ≤ c ≤ net le seond n + 1 ≤ c ≤ n + m. Il y aura don un nid de boule pour haque instrution. Laréursion sur es nids est ensuite triviale puisqu'ils ne ontiennent qu'une instrution haun.Il s'agit en�n d'ordonner les nids de boules pour respeter l'ordre lexiographique. On peutfailement remarquer que le premier polyèdre doit prééder le seond. Le ode produit est eluidu programme transformé en setion V.2 présenté en �gure 10.VII Conlusion et travaux futursExploiter la loalité est une des lefs pour obtenir de hauts niveaux de performane surla plupart des ordinateurs et est don l'un des prinipaux hallenges pour l'optimisation à laompilation. Les transformations de programme sont une des tehniques les plus e�aes pourrésoudre e type de problème. Les approhes lassiques ouvrent seulement un ensemble trèslimité de programmes. Par exemple, seuls les nids de boules parfaits ou les nids de boulesomplètement permutables sont majoritairement onsidérés. De la même manière, l'ensemble



38 Résumédes transformations aeptées est lui aussi souvent très réduit, par exemple aux transformationsunimodulaires. Dans ette thèse, nous avons présenté un shéma de transformation pour améliorerla loalité omme les performanes et qui peut automatiquement appliquer des transformationsomplexes à un large panel de programmes. Tous les aspets d'une méthode d'amélioration de laloalité de haut niveau ont été explorés, de l'extration des données utiles à partir du programmesoure à la génération du programme ible optimisé.VII.1 ContributionsUn shéma de transformation amélioré Dans la setion II nous avons dé�ni notre modèlede programme, une légère extension des boules à ontr�les statiques bien onnues. Ce modèlea pour but d'absorber la grande majorité des noyaux de alul intensif qui s'insrivent dans lemodèle polyédrique dans les programmes généraux en séparant ontr�le statique et référenesstatiques. Nous avons pu montrer expérimentalement que les parties de programmes entrant danse modèle étaient très présentes dans les appliations réelles mais aussi qu'il existe de nombreusesmanières d'en augmenter automatiquement le nombre omme la taille.Les parties de programmes à ontr�le statique peuvent être manipulées en utilisant la repré-sentation polyédrique de haque instrution. Les préédentes méthodes n'étaient pour la plupartpas apables d'utiliser des fontions d'ordonnanement a�nes générales pour transformer le pro-gramme ar elles onsidéraient haque transformation omme un hangement de base de la repré-sentation polyédrique. En onséquene, elles néessitaient des traitements laborieux à plusieursétapes de la transformation, omme étendre les fontions non inversibles ou aluler leurs in-verses voire la Forme Normale de Hermite de es inverses si elles n'étaient pas unimodulaires. Aulieu de ela nous avons proposé en setion III une méthode simple qui permet de omposer aveles transformations non-unimodulaires, non-inversibles, non-entières et même non-uniformes enmodi�ant l'ordre lexiographique grâe à de nouvelles dimensions. Nous sommes alors apablesde traiter simplement des transformations omplexes.Amélioration de la loalité par le hunking Nous avons présenté en setion IV une nouvelleméthode permettant d'améliorer la loalité inspirée de l'existene d'outils pour gérer le ahedepuis le logiiel. Nous avons suggéré de restruturer le programme en des ensembles d'opérationsappelés hunks. Au ommenement de haque ensemble, le ahe est vide. La taille des hunksest hoisie de manière à e que les données aédées tiennent dans le ahe. Le méanisme deremplaement qui est partiulièrement di�ile à modéliser n'intervient don pas. à la �n dehaque hunk, le ahe est vidé et on ommene l'exéution du suivant. Nous avons aussi montréqu'il n'était pas utile de vider le ahe quand le méanisme de remplaement était LRU ou FIFO.Dans e modèle, il est possible de fournir des estimations asymptotiques du tra� en mémoireet d'utiliser ette information pour trouver la meilleure transformation. Nous avons montré ensetion V que les propriétés du programme �nal, inluant la légalité et tous les types de loalité,pouvaient être exprimées sous forme de ontraintes sur la fontion de transformation. Nous avonsdé�ni les algorithmes qui onstruisent les fontions de transformation de manière à respeter esontraintes. Notre méthode possède de ertains avantages puisque son domaine d'appliation estl'ensemble des programmes à ontr�le statique, sans ontraintes de struture ou de forme desdépendanes. Des fontions de transformation a�ne sont automatiquement onstruites par nosalgorithmes et notre prototype. Nous avons montré expérimentalement que notre méthode était



VII. Conlusion et travaux futurs 39apable d'améliorer la loalité omme les performanes dans des as traditionnellement di�iles,par exemple les nids de boules non-parfaits, les situations de dépendanes omplexes ou lesréférenes non-uniformément générées. Cette méthode ne néessite rien d'autre que le ode initialet les grandeurs relatives du ahe et des données, elle peut ainsi fournir des solutions s'adaptantà di�érentes tailles du jeu de données.Une méthode pour orriger les transformations Dans la setion V, nous exposons uneméthode générale pour orriger les transformations de programme de manière à e qu'elles soientlégales, et e, sans onséquene sur leurs propriété de loalité. Cette méthode a été implantée dansnotre prototype, remplaçant avantageusement ertains pré-traitements et évitant à un nombreonséquent de transformations d'être simplement ignorées. Elle peut être utilisée ombinée avede nombreuses méthodes d'amélioration de la loalité existantes, dans le as mono-proesseuromme dans elui des systèmes parallèles qui utilisent des plaements spatio-temporels [73℄.Nous pensons que ette méthode peut être étendue à la orretion de transformations dédiéesà d'autres �ns telle que la parallélisation automatique, mais la démonstration est laissée à defuturs travaux.Génération de ode pour les optimisations fragiles La pratique ourante dans l'opti-misation de programme est de déoupler la séletion de la transformation optimisante et sonappliation au ode soure original. La plupart des transformations sont des réordonnanements,suivis optionnellement par des modi�ations des instrutions elles-mêmes. L'outil ou le pro-grammeur qui va e�etivement transformer le programme doit être informé de la réorganisationsouhaitée. ela est fait lassiquement par le biais de diretives omme pave, fusionne ou tords. Ilest di�ile de savoir si un ensemble de diretives est omplet ou de omprendre de quelle manièreelle peuvent interagir. Nous pensons que donner une fontion d'ordonnanement est une autremanière de spéi�er une transformation, et qu'elle a plusieurs avantages sur elle utilisant desdiretives. Elle est plus préise, a de meilleurs propriétés de omposition et dans de nombreux ason peut aluler les fontions d'ordonnanement automatiquement. Le prinipal désavantage estque onstruire un programme à partir d'un ordonnanement prend du temps et peut introduiredes surharges de alul à l'exéution. Par exemple il n'est pas aeptable de sauver un défautde ahe oûtant 10 yles proesseur en générant un ontr�le qui en oûte 11.Nous avons montré en setion VI plusieurs méthodes pour éviter la surharge de ontr�ledepuis la séletion des transformations de programme jusqu'à la génération de ode elle-même.Nous avons profondément amélioré un des algorithmes les plus performants pour générer desodes partiulièrement e�aes. Nos ontributions inluent l'amélioration du partage de ontr�leentre instrutions, la suppression du ontr�le omplexe et la limitation de l'explosion de la tailledu ode. Par ailleurs nous avons aussi proposé des solutions a�n de réduire la omplexité de etteméthode. Nous pensons que des outils omme CLooG ont éliminé la di�ulté que représentaitla génération d'un ode e�ae en un temps aeptable. La transformation soure-à-polyèdre-à-soure a été appliquée ave suès à 12 benhmarks parmi les SPEC2000fp et PerfetClub aveun gain de vitesse d'un fateur 4, 05 par rapport au plus utilisé des générateurs de ode, pour lesparties des benhmarks que e dernier était apable de traiter.



40 RésuméVII.2 FutursNotre travail laisse de nombreux problèmes, questions palpitantes et opportunités d'applia-tion ouverts. Le shéma de transformation présenté dans ette thèse n'est pas adapté à tous lestypes de programmes. Par exemple, appliquer le hunking à un programme à ontr�le statiquesans réutilisation aboutira sans doute seulement à augmenter la harge de ontr�le. De mêmenous avons vu que lorsque les jeux de données sont extrêmement volumineux, le hunking neproduit qu'une solution triviale ou un pavage ayant des formes de pavés simples. Pourtant dansles autres as, il se révèle partiulièrement e�ae et peut optimiser des programmes là où lestehniques existantes seraient inappliables ou n'auraient auun e�et. Il serait don intéressant dedisposer d'un ritère pour savoir quand utiliser le hunking. Des travaux plus poussés d'implan-tation sont de plus néessaires pour supporter des benhmarks omplets dans notre prototype etpour disposer de plus de résultats statistiques, en partiulier sur les transformations orrigées.De plus la question du passage à l'éhelle est laissée ouverte ar ave plusieurs dizaines d'instru-tions profondément imbriquées, le nombre d'inonnues dans les systèmes de ontraintes peuventdevenir exessivement grands. Séparer le problème en fontion du graphe de dépendanes est unesolution à l'étude.Les travaux en ours onernant la génération de ode sont de trouver de nouvelles amé-liorations à la qualité du ode généré. Notre attention se porte en partiulier sur de meilleuressolutions au reouvrement de polyèdres de même qu'à la solution générale au problème des pas deboules. Malgré nos ontributions, il existe enore des as réels menant à une explosion en tailleou en temps. Utiliser le pattern mathing, 'est à dire éviter des aluls polyédriques lourds dansdes as simples (e.g. domaines retangulaires), semble être une piste prometteuse pour réduirele temps de génération de ode. Nous avons montré dans ette thèse que la prinipale ause del'explosion de la taille du ode provenait du nombre de paramètres libres, ar leurs interationsmenaient à une augmentation exponentielle de ode généré. En amont de la génération de ode,il est possible pour les ompilateurs de réduire à la fois en temps et en taille la génération deode en trouvant des ontraintes a�nes sur les paramètres des parties à ontr�le statique [38℄.Une autre voie est de repérer les noyaux de alul intensif et de diriger le générateur de ode a�nqu'il n'optimise que la partie onernée.Un de nos buts quand nous avons mis au point le hunking était la ompilation pour dessystèmes disposant de mémoires loales. Cette mémoire remplae souvent les ahes lassiques surles systèmes embarqués. Elle n'a ni méanisme de remplaement ni système d'adressage assoiatifet peut être gérée par le ompilateur. Puisque les appliations embarquées n'ont typiquementpas de paramètres (par exemple les tailles d'images pour les traitements vidéo sont �xes), nouspensons que nos méthodes peuvent être étendues et dérivées dans e but. De la même manièreelles pourraient être utilisées pour les aluls out-of-ore, 'est à dire pour améliorer l'utilisationde la mémoire virtuelle pour les programmes utilisant des jeux de données extrêmement grands.Pare que e type de mémoire est omplètement assoiatif, il est une ible partiulièrementappropriée pour notre politique de transformation.



41
Chapter 1IntrodutionThe First Draft of a Report on the EDVAC by John von Neumann (1945) presented the omputerinfrastruture known as the von Neumann Arhiteture where the memory and the arithmetiand ontrol units are separated. Today and near future systems are still using this organizationwithout any real alternative. As a onsequene the overall performane of a omputer highlydepends on the ability of the memory to provide data to the proessing unit at the required speed.Unfortunately the arithmeti e�etiveness of miroproessors inreased and is still inreasing farmuh faster than memory speed. We estimate that the performane gap between proessor andmain memories grows by 50% per year [58℄, this phenomenon is known as the memory gap.This led in the 60s to major design evolutions. First, the use of CISC (Complex Instrution SetComputers) instrution set arhitetures allowed to produe smaller program sizes and fewer allsto memory. Seond, ahe memories, some intermediate memories smaller and faster than themain one, were introdued. Purpose was to take advantage of the speed of the fastest memory(level 1 ahe) ombined to the size and to the prie of the slowest (the RAM), by putting in theahe the most useful data for the proessor at any time. In present day designs, the memory gapis so large that we need several ahes to bridge it, thus reating a omplex memory hierarhy.The e�etive use of this memory hierarhy is one of the keys to ahieve the best performane.The most widely used solution is to reorganize the input programs in suh a way that the numberof exhanges of data between the ahe and main memory is minimized. Thus one a datumis brought into the ahe, the target program should exeute as many instrutions referringto this datum as possible. The �rst attempts to ahieve this goal were programming rafts,leading to non-portable, nearly illegible, and error-prone odes. To bypass these problems, manyworks proposed to put the optimization work under the responsibility of the ompiler. Severaldiretions were investigated. First, to adapt well known program restruturing tehniques alreadyused for automati parallelization as unimodular transformations [10℄ or tiling [107℄. Seond,to apply data transformations in order to use the less possible amount of data as with arrayrestruturing [95℄ or to map the array data layout to the aess pattern [77℄. Unfortunately,most ahe optimization tehniques su�er big limitations. It is di�ult to hoose the usefulprogram transformations, as well as the order in whih to apply them. Furthermore, thesetransformations are very sensitive to data dependenes. To bypass the dependene problem,most of the existing methods apply only to very simple programs in whih dependenes are non-existent or have a speial form. Data layout transformations lak �exibility and do not �nd anoptimal layout for the whole program in real-life ases.



42 1. IntrodutionNone of the urrent tehniques takes into aount the existene of tools allowing the soft-ware to partiipate in ahe management. We propose in this thesis a new method of loalityoptimization, based on the use of these tools. The priniple is to reorganize the operations ofa program to form subsets for whih all the referened data hold in the ahe. This tehnique,alled hunking takes advantage of the ahe memory by being freed from inherent limitationsof already existing methods. Furthermore, ontrolling the ahe ontents at any time allows usto o�er guarantees of real-time type.For a lear understanding of nowadays memory designs, we will �rst reall in setion 1.1 thedi�erent ways to implement memory at the hardware level. Then in setion 1.2 we de�ne thepriniples of loality, and show how omputer designers took advantage of these opportunitiesto build heap and e�ient memory systems. Nevertheless we will also show the limits of theirsolution, and present in setion 1.3 related work on methods to bypass these limitations byexploiting the loality at ompile time. Lastly we disuss in setion 1.4 the weakness of theexisting data loality improvement methods and present in setion 1.5 an overview of our attemptto overome these restritions.1.1 What is memory ?Basially, memory is a two-dimensional array of memory ells, eah datum being de�ned byits oordinates i.e. the row and olumn numbers. The random aess memory (RAM) familyinludes two major memory devies: dynami RAM (DRAM) and stati RAM (SRAM). Theydi�er from eah other by the lifetime of the stored data, the lateny, the bandwidth and theost-per-byte.On one hand, the heapest way to make a memory ell is to use a transistor to drive aapaitor whose status determines whether the memory ell holds a logial 1 (�lled apaitor)or 0 (empty apaitor). This is the basi priniple of all DRAM memories, Figure 1.1(a) givesan illustration of suh a memory ell. Unfortunately, using apaitors leads to some limitations.First they leak their harge due to faulty insulation, hene memory ells need to be refreshedperiodially. This task is done by the DRAM ontroller and requires lok yles during whihthe memory ells an not be aessed. Nevertheless this is not a major issue sine a given DRAMell is unavailable for about 1% of the time beause of refresh. The main problem with DRAM isthat the readout is destrutive sine reading a ell disharges the apaitor. When a memory ellis aessed, the whole row is �rst opied to the sense ampli�ers before hoosing the right elementthanks to the olumn number, then eah time a row is aessed it has to be rewritten. Moreoverthe address bus is typially multiplexed between row and olumn omponents, introduing delaybetween row and olumn address strobe signals, one again limiting performane.On the other hand SRAM is only omposed of transistors, with the data being stored byswithing transistors in the right state, as in a proessing unit. Figure 1.1(b) illustrates theso-alled �ip-�op organization of suh memory ells. Therefore both modifying and reading thememory are very fast operations. Moreover, SRAM keep its ontent as long as eletrial power issupplied to the hip, hene there is no need of refresh operations. Eventually, SRAM an run athigher lok speeds than DRAM, with a muh lower lateny. But as shown by Figure 1.1(b), wean see that SRAM needs more transistors than DRAM and therefore is far more expensive toprodue. As a onsequene, most omputers use both memory devies. SRAM is typially used



1.2. Priniple of Data Loality 43along a ritial data path where aess speed is the most important (e.g. for ahe memories),while DRAM is used for everything else.
row select

column
select

bit

+Vcc

row select

column
select

column
select

bitbit(a) Dynami RAM ell (b) Stati RAM ellFigure 1.1: RAM memory families1.2 Priniple of Data LoalityMemory aesses are known to be partly preditable sine a long time. During a given period,most programs refer preferably to a small fration of their address spae. This hypothesis on thememory aess behavior is alled the data loality priniple. We may divide it in two hypothesisre�eting the dimensions of the priniple:Priniple 1.1 (temporal loality) One a given data is aessed, it will tend to be aessedagain during the next lok yles.Priniple 1.2 (spatial loality) One a given data is aessed, nearby data in the addressspae will tend to be aessed during the next lok yles.1.2.1 ExploitationComputer designers took advantage of the priniples of loality to o�er low-ost fast memorysystems by introduing hierarhial memories. The basi idea is quite natural: sine at a giventime only a small part of the memory is useful, it may be stored in a small but e�ient SRAMdevie, while the remaining data may reside inside a large, heap but slow DRAM. One a datumis onsidered to be useful for the proessing, it has to be brought inside the fastest memory byreplaing another datum onsidered to be less useful.The organization and the funtioning of hierarhial memories systems are simple: the highestlevel of the hierarhy is the proessor registers, the lower levels are slower but bigger (and lessexpensive) memories alled ahe memories. The largest but also the slowest (and the leastexpensive), is main memory. We may even onsider swap disks as the lowest level of hierarhy.If a datum is present at a level of the hierarhy, it will be present also in every lower levels.Basially, when a proessor needs a datum, it looks for it in the memory hierarhy from theupper to the lower level. If the datum is found in level n, we say that a level n hit ourred and



44 1. Introdutionthat a miss ourred for every upper levels. Typially, the hit time for level 1 ahe is 1 yle,then we have to multiply by a fator 10 for eah additional level (10 yles for level 2, 100 forlevel 3 et.). The additional time to reah a datum onto a lower level is alled the miss penalty .To hek quikly whether a data is in the ahe or not, we typially use an assoiative (or ontentaddressable) memory that may be aessed by ontent rather than by address. Suh memorydevie inludes omparison logi. A data key is basially broadast to all words of storage andompared with the orresponding keys to �nd the value assoiated to that key.
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. . .Figure 1.2: Memory hierarhyWhen the datum is found, it is opied up to the upper level (temporal loality: if theproessor wants to referene it again a short time later, it will be in the highest hierarhy level,thus referened in the fastest way). Furthermore, some nearby data in the address spae areopied at the same time (spatial loality: if the proessor wants to referene one or some of thesedata a short time later, they will be in the top of the hierarhy, thus referened in the fastestway). The data set simultaneously opied is alled a line or a blok . Supplementary data to theone that was referened are its neighbors in the address spae. A typial size for the ahe lineis a few bytes (16 to 64) for the level 1 ahe, and this size grows with the ahe level (basiallyby a fator of 2).Sine eah level is smaller than the previous one, a blok having to take plae into a givenlevel will neessarily replae another blok (at least one this level is full). Choosing a blok forevition is a ritial step sine we may want to avoid ahe interferenes, i.e. to replae a blokwhen it is still useful. Depending on the mapping strategy, the new blok may only be plaed ina restrited set of slots. Three mapping poliies may be onsidered: if a blok an be stored onlyinto a given plae in the ahe, it is said to be diret mapped . In this ase, the ahe works likea hash-table by mapping a blok thanks to a hash-funtion. For instane the blok 3 at level nin Figure 1.3 may be stored into the plae (3 modulo 4) = 3 when the level n + 1 has 4 slots. Ifthe ahe is divided into sets of size m suh that a given blok an only take plae into a givenset thanks to a hash-funtion, it is said to be m-way set assoiative. For instane, the blok 3 atlevel n in Figure 1.3 may be stored anywhere in the set (3 modulo 2) = 1 when the level n + 1is two-way set assoiative. Lastly, when a given blok an be plaed anywhere in the ahe, it issaid to be fully assoiative.Let us desribe more preisely how a ahe memory works with an illustration of a 2-wayset assoiative ahe as shown in Figure 1.4. The address of a datum we are looking for in theahe is shown in Figure 1.4(1), it is divided onto three parts: a blok o�set that identi�es adatum within a blok and the key of the assoiative memory whih is omposed of an addresstag and a ahe index. First, the index selets the set to be heked in Figure 1.4(2), sine weare onsidering a 2-way set assoiative ahe, the index is sent to 2 banks. Next, the tag ofthe datum we are looking for and the tags of the entries of both banks that orrespond to the
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Figure 1.3: Cahe assoiativity poliiesindex value are ompared in Figure 1.4(3). We have to take are of the validity bit to ensurethat the tag refers a valid blok. Lastly, in Figure 1.4(4) a multiplexer will send the blok thatorresponds to the tag if it exists. From this example we an derive the organization of otherahe types: inreasing the assoiativity will inrease the number of banks, omparators andmultiplexers, up to N and no index for N bloks in the fully assoiative ase, down to 1 and aheavy index in the diret mapped ase.
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ORFigure 1.4: A 2-way set assoiative ahe exampleThere exists several replaement mehanisms to hoose whih blok has to be replaed when ahoie is possible (i.e. when the ahe is not diret mapped). The loser to the temporal loalitypriniple is the least-reently used (LRU) poliy: the blok hosen for evition is the one that hasnot been aessed during the longest time. Unfortunately this strategy needs to remember theaess order and is ostly to handle for large sets or fully assoiative ahes. Thus there existssimpler and less e�etive strategies suh as �rst-in �rst-out (FIFO) or RANDOM poliies that



46 1. Introdutionmaintain a queue or selet a blok for evition randomly respetively. In pratie, assoiativeahes are the most widely used, and the assoiativity degree grows with the level number.The replaement poliy is very often a pseudo-LRU trying to emulate the LRU mehanism in aheaper (and not well de�ned) way.As a onlusion, there exist three reasons for a datum to be out of the ahe:
• Compulsory miss: the datum belongs to a blok that has never been referened earlier,thus that has never been brought to the ahe.
• Capaity miss: the data set of a program annot �t in the ahe, thus there must beexhanges between memory levels and a datum may be evited from the ahe many times.
• Con�it miss: if the ahe is not fully assoiative, a blok may be evited if others blokhave to be stored in the same slot.More preise information about the funtioning of ahe memories and more generally abouthierarhial memories systems may be found in [58, 100℄.1.2.2 LimitsFor most of the general purpose programs, ahe memories atually allow to bene�t from dataloality and to hide the main memory lateny from the proessor. But in situations where alarge amount of data is aessed uniformly, e.g. for signal proessing or sienti� omputing, thismehanism may be no more suitable. When proessing large regular data strutures as matriesor vetors, data may be evited from the �rst ahe levels between two aesses although theymay be reused many times. Dramati performane degradation may result from suh temporalloality loss. In the same way, aessing non-onseutive data in memory does not allow to takeadvantage of spatial loality and results in poor performane as well.Let us illustrate how it is possible to easily hallenge the hierarhial memory systems. Ex-periments were made on an i386 mahine providing a unique 32KB ahe level and using a 32bytes length line. In Figure 1.5 a program repeats n times a proessing on m onseutive data

do i=1, ndo j=1, mv(j) = v(j) + onstant
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1.3. Classial Data Loality Optimizing Approahes 47of �oating type (4 bytes) of an array v. One m beomes too large for all data to �t in theahe together, many v elements have to be aessed from the main memory in a slower way.The performane degradation is about 20%. We may notie that the value m to observe thisphenomenon is not very high, for instane even a piture of 128x128 pixels for image proessingis too big to be held in a 32KB ahe. Hene, poor performane beause of a bad exploitationof the memory hierarhy is a ommon problem in real life programs.Figure 1.6 shows a similar example exept that the proessing of the innermost loop is nomore on onseutive data in the address spae. The program makes jumps in the array v insteadof proessing ells one after the other. Thus it do not take advantage of the spatial loalityand the performane deterioration inreases with the length of the jump. This deteriorationstops when the jump length beomes equal to the blok length. At this moment, every dataan only be found in the main memory and the performane degradation is about 80%. Wemay argue that suh programming is not natural. However, it is found either expliitly e.g. inyli redution algorithms or impliitly when we use many dimensional arrays. For instane,programmers may not be onsious that when they work with arrays, the data of the lines areonseutive in memory when they use the C language (row-major data layout) while the dataof the olumns are onseutive in memory in FORTRAN (olumn-major data layout). Thusdepending on the way they aess the arrays they may bene�t from a lot of spatial loality ornot.
do i=1, ndo j=1, m, jumpv(j) = v(j) + onstant
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Figure 1.6: Temporal and spatial loality lossThese limits were known sine the ahe memories introdution. Sine then, a lot of workfoused at improving this situation.1.3 Classial Data Loality Optimizing ApproahesWe an onsider two main families of tehniques that aim at improving data loality: programtransformations and data transformations. These tehniques try to bring the proessing on somememory ells loser by reordering the statement instanes in the time spae or the memory ellsin the address spae respetively. Thus data should be still in the ahe when the program willaess them again. The �rst family aims at �nding a better exeution order for operations bymodifying ontrol statements while the seond one tries to adapt the memory data layout. In



48 1. Introdutionthe following setions, we will outline these tehniques.1.3.1 Program TransformationsProgram transformations were the �rst proposed solutions for improving data loality. The basiidea is to modify the statement instane exeution order by restruturing the input program inorder to bene�t from data reuse. They onsist at �rst on various well known methods thathave been shown to improve data loality and whose appliation was the responsibility of theprogrammer [2℄. These tehniques may have e�ets in various levels of the memory hierarhy:on top with salar replaement and unroll-and-jam [39, 27℄), on some levels with tiling [107, 106℄or on all levels with loop transformations [85, 108℄. Many loop transformations suh as looppermutation, splitting, merging, skewing, reversal et. may be onsidered for that purpose [108℄.The resulting ode was di�ult to understand and non portable. As a result, many researhesaimed at doing the optimization at ompile time.The natural solution was to drive the appliation of well known loop transformations duringthe ompilation proess [11, 64, 108, 85℄. The problem was that eah transformation tehniquehas its own properties, e.g. how it may modify the program semanti or how we an deide ifapplying the transformation is a bene�t or not. Furthermore it is di�ult to understand theirinterations. Hene it is not only hard to deide whih transformation may be used, but also inwhih order we should apply them. As a result, some works proposed to use only a restritiveset of transformations and a de�nite order known to be useful for some typial problems. Forinstane, Gannon et al.[49℄ onsider only loop permutation by evaluating data loality aordingto a given permutation. Thus they have to onsider n! possible transformations where n in thedepth of the loop nest in order to �nd the best transformation. MKinley et al. [85℄ proposeda tehnique based on a detailed ost model that drives the use of loop permutation, fusion anddistribution. First, their algorithm use loop distribution to divide the loop nests to ahieve the�nest granularity i.e. the minimum number of statements inside eah innermost level. Next, itdetermines for eah loop nest the loop that may be plaed innermost to ahieve the best loality,and applies loop permutation for that purpose. If permutation is proved to hange the programsemanti, it tries to apply fusion to enable it. One as many permutations as possible havebeen ahieved, it applies loop fusion to inrease the granularity and bene�t from reuse betweenstatements. Unfortunately suh rigid frameworks may not be adapted to every input programs.On the opposite to restruturing frameworks that selet reordering by way of diretives likefuse, permute or skew, another solution is to speify sheduling funtions [62℄. This frameworkthat allows to handle many transformations in the same model has its roots in systoli arraydesign for mapping omputation to proessors, a spae mapping. It may be used in the same wayto map omputation in the time spae, a time mapping. The power of suh uni�ed model is tohandle sequenes of diretives as a single transformation. Thus �nding the sequene boils down to�nding the best sheduling. For instane the unimodular transformation framework is one of themost widely used model [10, 106℄. It an represent any ombination of loop permutation, reversaland skewing that may be applied to a given loop nest as a single transformation with uni�edproperties (e.g. for dependene testing). Wolf and Lam [106℄ use this framework in ombinationwith tiling [107℄ in their data loality optimizing algorithm. They use estimates of both spatialand temporal reuse to drive the transformation omputation and to avoid loops that either donot arry reuse or annot be permuted without modifying the program semanti. Loehner et al.



1.3. Classial Data Loality Optimizing Approahes 49build unimodular transformations automatially aording to the properties of data referenesand data dependenes [82℄. Li [77℄ generalizes the framework of unimodular transformations [10℄by using linear, non-unimodular transformations to hange the exeution order.Alternatively to these ontrol entri tehniques, Kodukula et al. [66℄ propose a data entriapproah that plans to at on data movement diretly, rather than as a side-e�et of ontrol�ow manipulations. Their method aims at partitioning the ode in piees whih are (almost)free of ahe misses for a given data set: a given array is divided into bloks then they exeutesequentially the program slie that aess eah blok.Beause program transformations may modify the program semantis, they have to be ho-sen arefully in suh a way that they respet data dependenes. A typial solution is to fousonly on programs where dependenes are simple enough to enable any transformations (fullypermutable loop). In ompensation of the need for very simple dependenes, �rst works onompiler tehniques for improving data loality disuss enabling transformations to modify theprogram in suh a way that the proposed method an apply. MKinley et al. [85℄ use fusion anddistribution mainly to enable loop permutation. Wolf and Lam [106℄ proposed in their algorithmto use skewing and reversal to ahieve a fully permutable loop and enable tiling as in previousworks on automati parallelization. A signi�ant step on preproessing tehniques to produefully permutable loop nests has been ahieved by Ahmed et al. [1℄. They use Farkas Lemma to�nd a valid ode sinking-like transformation [108℄ if it exists. More sophistiated methods buildtransformations diretly aording to data dependenes. For instane Loehner et al. propose todediate and dedue a part of the transformation funtion for that purpose [82℄. Exat methodsdesigned for automati parallelization restrit the searh spae to the legal transformation spae[44, 79℄. The method of Griebl et al. [53℄ propose to use spae-time mappings (i.e. a sheduleand a plaement) to provide a fully permutable loop nest well adapted to further tiling transfor-mation. Their aim is to minimize the amount of ommuniation in a distributed program, whihis indeed a kind of loality optimization. They �rst take are of dependenes by �nding a legalspae-time transformation and then tile in spae-time to ahieve the optimal granularity. Adapt-ing these ideas to ahe optimization seems by no mean obvious, although it is an interestingsubjet for further researh.1.3.2 Data TransformationsAnother way to optimize loality is to at on data diretly. We an distinguish between twomain diretion: data layout transformations that aim at reordering data in the address spae inorder to bene�t from spatial loality and memory ontration to redue the memory needed toexeute a given program.Optimizing data loality by using data layout is a more reent approah than program trans-formations. Li put its foundations in his thesis [77℄, expanding Wolf's theory [106℄. The basiidea omes from a simple observation: the spatial loality depends on the data layout. Let usreall for instane that in the C language, the data rows of a matrix are ordered suessively inmemory (row-major), while this is the ase of olumns in FORTRAN (olumn-major). To im-prove loality for a given ode with program transformations would lead to a di�erent result foreah of these ases. Hene instead of adapting program to a given memory layout, this approahadapts the layout to the program. Contrary to the program transformations, that an ahievean optimized ode equivalent to input ode, the data transformation take plae more profoundly



50 1. Introdutionwithin the ompiler and may leave the ode intat. So, they are not limited by dependenes.Every data struture of the program an have a di�erent layout in memory. Leung and Zahorjanshowed how data layout transformations may improve loality while program transformationsould not by using unimodular data transformation matries for uniproessor ase [75℄. O'Boyleand Knijnenburg ahieve the same onlusion by using a more general lass of transformation,i.e. non-singular, and by applying it in the multiproessor ase [87℄. Before them, Anderson,Amarasinghe and Lam proposed an algorithm based on strip-mining and unimodular transfor-mations to allow the proessors of shared memory mahines to referene onseutive data [7℄.One of the most preise method for improving spatial loality is provided by Loehner et al. [82℄by ensuring that the order of data in the address spae orresponds exatly to the aess or-dering. The limitations of data layout transformations are on one hand that they an improveonly spatial loality, and on the other hand, that we an guarantee their e�ieny only for agiven referene in a given loop nest. Indeed, an array layout transformation may a�et all thereferene to the onsidered array in the whole program. But the best data layout may not bethe same for eah referene to a given array, thus the best tradeo� has to be found.Another data transformation aims at minimizing the need for memory of a given programby using array ontration. The basi idea is that if an array is referened in an loop, andgenerates only loop independent dependenes (between two statement instanes in the sameloop iteration) and is no more referened after the loop, we may redue the array dimensionalityand even replae it by privatized salars [108, 76, 79℄. As a onsequene, the array do notpollute the data ahe. This improvement is usually enabled by using some preproessing asapplying fusion to loops that read and write onto the same array [50℄. More aurate methodsuse loop reversal, permutation and fusion to expose array ontration opportunities [95, 76℄. Limimproved the range of appliability of the method by generalizing array ontration to onvertingan array to a lower-dimensional array instead of a salar [79℄.
1.3.3 Mixed approahA reent diretion is to propose a ombination of program and data layout transformations.Suh an approah is natural onsidering that the limits and possibilities of eah separate methodare somewhat omplementary. Program transformations are limited by dependenes but an beapplied to program parts while data layout transformations an ignore dependenes but shoulda�et the whole program. Cierniak and Li have been the �rst to use suh an approah [31℄, andwere able to ahieve in most of ases better performanes than separate approahes. They useboth non-singular transformations to restruture a given loop nest and an a�ne data mappingfuntion to modify the memory layout of a given array. They introdue stride vetors to deidewhether applying a mapping and transformation is a bene�t or not. Due to the omplexity of�nding an optimal solution, they restrit the searh spae (transformation funtion omponentsmay only be 0 or 1) and rely on heuristis. Kandemir, Ramanujam and Choudhary propose touse an uni�ed framework for both loop and data transformations and do not restrit the searhspae of possible program transformations [60℄. Kandemir et al. [61℄ extend the researh spaeby onsidering every data layout that an be expressed by hyperplanes and extend the methodto several loop nests but the method still su�ers some de�ienies (for instane it does not takeadvantage of tiling).



1.4. Some Weakness of Existing Methods 511.4 Some Weakness of Existing MethodsThe lassial data loality improvement framework often su�ers from well known limitations.It mostly addresses a quite restrited set of transformations (i.e. unimodular or in the bestase invertible transformations, see hapter 3) and a quite restrited set of input programs (e.g.perfetly nested, fully permutable loop nests, see hapter 2). We will propose solutions to widelyextend both possible transformations and input programs. Furthermore we believe that thelassial framework is not able to improve data loality even in many ases it is supposed tohandle.Classi optimization tehniques typially deals with the following question: whih loops arrythe most reuse [49, 64, 11, 85, 106, 108℄ ? A loop is said to arry reuse if a data loation isaessed in di�erent iterations of this loop while outer loop iterations are �xed. For instane letus onsider the following matrix by vetor multiply ode:do i=1, ndo j=1, mx(i) = x(i) + A(i,j) * y(j)Loops i and j arry reuse sine all their iterations aess y[j] and x[i] respetively. Basially, onethe reuse for eah loop is quanti�ed thanks to some ost model, then transformations are appliedin order to move the loops arrying the most reuse at the innermost levels. The underlying ideais to bring aesses on same memory ells loser and onsequently to redue the probability ofa referene to be evited from the ahe before being reused. After that reordering, if morethan one inner loop arry reuse, and if it is possible, a tiling is applied to these loops [107℄. Byreduing the number of iterations in the innermost loops, this transformation allows to exploitreuse in more than one dimension. We de�ne this lassial framework that rely on ontrol toarry reuse and to drive transformations as being ontrol driven.Next setions will desribe why ontrol driven frameworks fail to ahieve data loality in thegeneral ase. Through these demonstrations, we will desribe our way to onsider the problemand to bypass the preeding limitations: a data driven framework.Unexploited reuseAlthough the ontrol driven framework has shown a ertain e�ieny, and in spite of the hugeamount of work based on it (e.g. see [108℄ and the referenes therein), it is learly unadaptedto some kind of problems. Let us illustrate this fat thanks to a �rst simple example, a twopolynomials multiply ode: do i=1, ndo j=1, mz(i+j) = z(i+j) + x(i) * y(j)As for the matrix by vetor multiply ase, the two loops arry self-temporal reuse beause of thereferenes x[i] and y[j]. Formally, a loop k arry self-temporal reuse of a referene if the indexvariable for the kth loop does not appear in the subsript of this referene [108℄. In this way, it



52 1. Introdutionis neither possible to detet, quantify nor exploit the reuse generated by the referene z(i + j),while it produe the same amount of reuse as the other referenes. Eah memory ell z(l) beingatually aessed as many times as there exist pairs 〈i, j〉 suh as i + j = l, i.e. up to m + ntimes in our example.Beause there are some reuse soures that are not arried by a spei� loop, ontrol drivenmethods annot exploit them. Instead of asking whih loops arry the most reuse, we will proposea method where the main question is whih referenes generate the most reuse ?Next, let us onsider the following two matrix by vetor multiplies, where one matrix is thetransposition of the other one:do i=1, ndo j=1, nx1(i) = x1(i) + A(i,j) * y1(j)x2(i) = x2(i) + A(j,i) * y2(j)By using a ontrol driven approah, we an easily see that the loops arry self-temporal reusebeause of the referenes to all the vetors. It is lear that there is no loop arrying the reusegenerated by the two referenes to the matrix A, while they aess exatly the same data but notin the same order. Basially, the group-reuse study is always made between uniformly generatedreferenes, i.e. suh that their index funtions di�er in at most the onstant term [49℄ (forinstane referenes A(i,j) and A(i,j+1) are uniformly generated, A(i,j) and A(j,i) are not).The reason is that it is supposed that the data reuse is exploitable only in these ases. On onehand, this makes sense when all the referenes belong to the same statement, beause all thetransformations applied to the whole program have the same impat on eah of them (as long aswe do not split the statements). In this ase, if the referenes are not uniformly generated, theatually exploitable reuse is very low. On the other hand, onsidering only uniformly generatedreferenes makes no sense when they are not in the same statement, beause we an apply adi�erent transformation for eah of them (in partiular with our methods). Thus loops an betransformed in suh a way that data aessed in their bodies will orrespond at least in part.By onsidering a loop body as a blok and by applying transformations only to this blok,there are some soures of reuse that annot be exploited. Instead of trying to �nd a transfor-mation for the whole loop body, we will propose a method where eah statement has a spei�transformation funtion.Non-adaptable solutionsPrevious works on data loality improvement make one of the following assumptions: there isno parameters in loop bounds or their values are supposed to be in�nite (i.e. we have always toonsider the worst ase). The �rst hypothesis is not realisti, and the seond one do not alwaysgive the best results sine most of the time, the right transformation to apply depend on theparameter values. For instane, let us onsider the following ode and the ahe size C:do i=1, ndo j=1, minvReq(i) = invReq(i) + nbR(i) / R(j)



1.5. Thesis Overview 53If aording to the ahe size, 2n is very small while m is very large, then it should be moreinteresting to put the j-loop outermost in order to bene�t for the high self-loality of the referene
R(j). In the same way if m is very small while 2n is very large regarding C then we should leavethe i-loop outermost to bene�t for the self-loality of both referenes invReq(i) and nbR(i). Inontrast, without any knowledge on the relative sizes of the ahe and data, a lassial methodusing tiling would only suggest to tile both loops. This is not the best solution exept when both
2n and m are bigger than the ahe size, and this is likely to introdue some ontrol overhead.Trying to �nd the perfet ode versioning that will enumerate the best odes for every aseof program parameters or system features is not realisti. We will propose a neat tradeo�by onsidering the orders of magnitude of the number of aessed data for eah referene. Ifparametri values are found, we an either produe a restrited ode versioning, possibly beinghelped by interation with the programmer.1.5 Thesis OverviewThis thesis will address all aspets of loality optimization, from extrating the useful informa-tions in the soure ode to �nal ode generation. Is is divided into three parts. The �rst partwill introdue the basi onepts. In hapter 2 we present our program model and experimentalresults on real-life appliations. We will see in this hapter that ontrary to a ommon belief,a large part of the program ode in popular benhmarks �t the polyhedral model. Chapter 3desribes the transformation framework in this model. This framework will remove usual limi-tations to only unimodular or invertible transformations and will open the way to omplex oderestruturing without hallenging the ode generation proess. The seond part of the thesis fo-uses on data loality improvement. In hapter 4 we disuss a model for evaluating the memorytra�. Thanks to a singular exeution sheme, we will be able to ompute an estimate of thememory tra� as a funtion of the transformation. We show in hapter 5 how we an bene�tfrom suh an information to build transformations to optimize data loality. We will see that themethod an apply onto traditionally hallenging problems as omplex data dependenes, om-plex program strutures or non uniformly generated referenes. The last part is dediated to the�nal step of our framework: ode generation. Chapter 6 presents the problem of generating odein our model. We will show that the quality of the target ode highly depend on the transfor-mation funtions and how they an be onstruted or post-proessed to avoid ontrol overhead.Chapter 7 presents our improvements to an existing algorithm to generate a very e�ient odeand preserve performane. These improvements inlude support of loop steps, avoiding odesize explosion and reduing ode generation omplexity. Finally, we onlude in hapter 8 andsuggest future work.
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Chapter 2Program ModelThe program model allows and onstrains at the same time opportunities to expose data reuse,to propose e�etive solutions for exploiting this reuse and to apply these solutions. On one handwe ould handle very general programs, but their analysis may not be possible for state-of-the-artompilers or may be too di�ult to be ahieved in a reasonable amount of time. On the otherhand it is possible to work on a very restrited set of programs suh that the analysis is easy,but suh ases may not re�et real-life programs. Thus it is neessary to �nd a good tradeo�between representativeness and analysis power.The well known stati ontrol program lass [43℄ appears to be a onvenient andidate. Firstof all it addresses programs with highly regular aess patterns that hallenge ahe memories,thus it is an interesting target for data loality improvement purpose. Next, it embeds a largerange of programs inluding loop nests whih are known to be the most ompute intensive kernelsin general appliations. Lastly it opens the way to the polyhedral model and the subsequentmathematial tools allowing to e.g. ahieve an exat dependene analysis. The properties ofstati ontrol programs as de�ned in [43℄ an be roughly summarized in this way: (1) ontrolstatements are do loops with a�ne bounds and if onditionals with a�ne onditions; (2) arraysare the only data strutures, and their subsripts are a�ne; (3) a�ne bounds, onditions andsubsripts depend only on outer loop ounters and struture (or size) parameters; (4) subroutineand funtion alls have been inlined.In the following, we will extend the onept of stati ontrol programs and study the relevaneof suh model in real-life programs. In setion 2.1 we present the bakground of this work. Insetion 2.2 we fous on the pure ontrol side of the model while in 2.3 we disuss data struturesand referenes.2.1 BakgroundIn the following, we will distinguish between several abstration levels of program ommands.A statement is a program struture direting the omputer to perform a spei�ed ation. Thisation may be evaluating an arithmeti expression, instantiating a variable or alling a proedure.The set of statements in a program P is alled SP . A statement an be exeuted several times(for instane when it belongs to a funtion or when it is enlosed inside a loop); eah instaneof a statement is alled an operation. The set of operations in a program P is alled OP . A



58 2. Program Modelstatement instane in a high-level language an represent several mahine-language instrutions.These abstration levels are illustrated in Figure 2.1: in Figure 2.1(a) the statement S is enlosedin a loop and will be exeuted 100 times. Next, in Figure 2.1(b) is shown an operation, instaneof the statement S for i = 4, we write it S(4). Lastly, the mahine-language instrutionsorresponding to the operation S(4) are listed in Figure 2.1().do i=1, 100
S a(i) = a(i-1) + 1 a(4) = a(3) + 1 ...movl -60(%ebp), %eaxinl %eaxmovl %eax, -56(%ebp)(a) Statement level (b) Operation level () Instrution levelFigure 2.1: Program ommand abstration levelsA loop nest is a �nite set of nested iterative program strutures, as they exist some in everyimperative languages like C or FORTRAN, with the following form:do x1 = L1, U1, S1...do x2 = L2, U2, S2...do xn = Ln, Un, SnBody......where Body an be a list of program ommands or a loop nest. A loop nest is said to be perfetwhen every program ommands belong to Body. Considering the kth loop, ik is an integer variablealled the loop iterator or loop ounter . The value of the loop ounter is updated at the end ofeah iteration of the loop by adding Sk, an integer, non-zero variable alled the step of the loop.

Lk and Uk are expressions orresponding to the loop bounds: the starting value of the iterator is
Lk, and the loop ends when it beomes larger than Uk.A loop nest an be represented using a n-entry olumn vetor alled its iteration vetor :

~x =







x1

x2...
xn






,where xk is the kth loop index, n is alled the loop depth and Z

n is the iteration spae. Theset of possible iteration vetor values for a given statement is alled the iteration domain of thestatement. The statement is exeuted one for eah element of the iteration domain. Thus, eahintegral point of the iteration domain orresponds to an operation. The notation S(~x) refersto the operation instane of the statement S with the iteration vetor ~x. Figure 2.2 shows anexample of a loop nest and its iteration domain representation where eah axis orresponds to aloop, and eah dot is an iteration of the loop nest driving the exeution of the statement S.



2.2. Stati Control Parts 59
do i=1, 6do j=min(max(6-i,1),3), max(8-i,2*i-5)

S a(i,j) = a(i-1,j)
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i7Figure 2.2: Iteration domain of a loop nest2.2 Stati Control PartsIn this work we do not onsider loop nests as general as disussed in setion 2.1. Instead, we studya program lass alled stati ontrol parts (SCoPs). This program type is de�ned in setion 2.2.1,in setion 2.2.2 we present a brief survey on automati methods to improve the stati ontrolratio in general programs. In setion 2.2.3 we outline the stati ontrol parts extration algorithmthen we disuss their signi�ane in real appliations in setion 2.2.4.2.2.1 De�nitionWhen loop bounds and onditionals enlosing a statement are a�ne funtions that only dependon surrounding loop ounters, formal parameters and onstants, the iteration domain an alwaysbe spei�ed by a set of linear inequalities de�ning a polyhedron [68℄. The term polyhedron willbe used in a broad sense to denote a onvex set of points in a lattie (also alled Z-polyhedronor lattie-polyhedron), i.e. a set of points in a Z vetor spae bounded by a�ne inequalities [97℄:
D =

{

~x | ~x ∈ Z
n, A~x + ~a ≥ ~0

}

,where ~x is the iteration vetor, A is a onstant matrix and ~a is a onstant vetor, possiblyparametri. The iteration domain is a subset of the iteration spae: D ⊆ Z
n. Figure 2.3 illustratesthe orrespondene between surrounding ontrol and polyhedral domains: the iteration domainin Figure 2.3(b) an be de�ned using a�ne inequalities that are extrated diretly from theprogram in Figure 2.3(a). The set of a�ne onstraints may be represented with the matrixnotation as shown in Figure 2.3(b). We an easily derive that any statement with a surroundingontrol of the following form for eah loop level xk has stati ontrol:...do xk = MAXml

i=1 ⌈(Li(x1, ..., xk−1) + li)/ck⌉, MINmu

i=1 ⌊(Ui(x1, ..., xk−1) + ui)/ck⌋if (AND
mg

i=1 Gi(x1, ..., xk) + gi ≥ ~0 )...StatementThe program in Figure 2.2 is not a SCoP sine its iteration domain is not onvex. However, itan be split into a union of several onvex sets that may be onsidered separately. Xue showed



60 2. Program Modelhow is is possible to �nd automatially the onvex omponents of suh programs where the loopbounds are expressed using any omposition of minima and maxima of a�ne expressions [111℄.do i=1, ndo j=1, nif (i <= n+2-j)
S b(j) = b(j) + a(i)

1

2

21 n

j

n+2

n

n+2 i

i>=1 i<=n

j>=1

j<=n

i<=n+2−j

2

6

6

6

4

1 0
−1 0

0 1
0 −1

−1 −1

3

7

7

7

5

„

i
j

«

+

0

B

B

B

@

−1
n

−1
n

n + 2

1

C

C

C

A

≥ ~0(a) surrounding ontrol of S1 (b) iteration domain of S1Figure 2.3: Stati ontrol and orresponding iteration domainDe�nition 2.1 (SCoP) A maximal set of onseutive statements in a program with onvexpolyhedral iteration domains is alled a stati ontrol part, or SCoP for short.The SCoP de�nition is a slight extension of stati ontrol nests [43℄ introdued in [16℄. Withina funtion body, a stati ontrol part is a maximal set of onseutive statements without whileloops, where loop bounds and onditionals may only linearly depend on invariants within thisset of statements. These invariants inlude symboli onstants, formal funtion parametersand surrounding loop ounters: they are alled the global parameters of the SCoP, as well asany invariant appearing in some array subsript within the SCoP. As suh, a SCoP may havearbitrary memory aesses and funtion alls; a SCoP is thus larger than a stati ontrol loopnest [43℄. A stati ontrol part is alled rih when it holds at least one non-empty loop; rihSCoPs are the natural andidates for polyhedral loop transformations. An example is shown inFigure 2.4. We will only onsider rih SCoPs in the following.2.2.2 Preproessing For Stati ControlWe an onsider two main stream in the automati parallelization and optimization �eld. The�rst one try to exit from (or to extend) the polyhedral model. For instane, onsidering extensionsto sparsely-irregular odes (with a few unpreditable onditionals and while loops) is possible[36, 109℄, although a fully polyhedral representation is not possible anymore. Unifying hybridstati-dynami optimization [93℄ with the polyhedral model would also be interesting. On theother hand, the seond stream try to put more programs into the polyhedral model by usingsome preproessing.Many preproessing methods are possible. Constant propagation may be useful for instaneto put non-linear expressions to a�ne form as shown in Figure 2.5(a). Some while loops may



2.2. Stati Control Parts 61SCoP deompositiondo i=1, 3......................................................................S1 SCoP 1, one statement, non rih......................................................................do j=1, i*i......................................................................S2 SCoP 2, three statements, rihdo k=0, j parameters: i,jif (j >= 2) then iterators: kS3S4......................................................................do p = 0, 6 SCoP 3, two statements, rihS5 iterators: pS6Figure 2.4: Example of deomposition into stati ontrol partsbe onverted to do loops as long as it is possible to determine the number of loop iterationsas illustrated in Figure 2.5(b). We may also refer in the same way to goto elimination toonvert a goto-based ontrol to do loops. Loop normalization is often used to simplify a loopand to avoid non-unit loop steps, it usually replaes a loop do i=L, U, S with a new loopdo ii=1, (U-L+S)/S and hanges eah referene to the original loop ounter i with ii*S-S+L.A �nal assignment i=ii*S-S+L should also be inserted after the end of the normalized loop. Anexample of suh transformation is shown in Figure 2.5(). Sine it is not possible to hek diretlywhether a all to a funtion leaves a stati loop, we may rely on inlining as shown in Figure 2.5(d).Parameters in a�ne expressions are supposed to be onstant, if they refer to indution variablesthat are not outer loop ounters, we have to eliminate these indution variables as illustrated inFigure 2.5(e). More details on these transformations and other methods may be found in [86℄.2.2.3 Automati Disovery of SCoPsSCoP extration is greatly simpli�ed when implemented within a modern ompiler infrastruturesuh as Open64/ORC. This ompiler aept multiple front ends: C, C++, FORTRAN 77 and90. Previous phases inlude funtion inlining, onstant propagation, loop normalization, integeromparison normalization, dead-ode and goto elimination, and indution variable substitution,along with language-spei� preproessing: pointer arithmeti is replaed with indexed arrays,pointer analysis information is available (but not yet used in our tool), et.The algorithm for SCoP extration proeeds through the following steps:Gather useful information: traverse the syntax tree of a given funtion (after inlining) andstore do loop ounters, bounds and strides, onditional prediates, array referenes, andparameters involved in these expressions.Reognize a�ne information:
• among do loops, selet the stati ontrol ones by heking the bound expressions andthe invariane of the loop ounter and parameters within the loop body;
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n = 10do i=1, mdo j=n*i, n*mS1 do i=1, mdo j=10*i, 10*mS1original non-stati loop target stati loop(a) Constant propagation examplei = 1while (i<=m)S1i = i + 1 do i=1, mS1original non-stati loop target stati loop(b) While-loop to do-loop onversiondo i=1, mdo j=i, n, 2S1 do i=1, mdo jj=1, (n-i+2)/2S1(j = 2*jj - 2 + i)original stati loop target stati loop() Loop normalization exampledo i=1, mfuntion(i,m) do i=1, mdo j=1, nS1original non-stati loop target stati loop(d) Inlining exampleind = 0do i=1, 100do j=1, 100ind = ind + 2a(ind) = a(ind) + b(j)(i) = a(ind)

do i=1, 100do j=1, 100a(200*i+2*j-200) =a(200*i+2*j-200) + b(j)(i) = a(200*i)original non-stati loop target stati loop(e) Indution variable substitution exampleFigure 2.5: Preproessing for stati ontrol examples
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• selet the stati ontrol onditionals whose prediate is an a�ne expression of param-eters and loop ounters;
• restrit previous stati ontrol loops to those enlosing only stati ontrol loops andstati ontrol onditionals;
• selet the array referenes whose subsript is an a�ne expression of parameters andloop ounters.Build stati ontrol parts: traverse the syntax tree, starting with the reation of a new SCoP.Let N be the �rst operational or ontrol node in the loop body:
• if N is a stati ontrol loop (this has to be heked reursively for eah loop), add thisloop and its enlosed statements to the SCoP;
• if N is a stati ontrol onditional, add this onditional with its branhes to the SCoP;
• if N is not a onditional or loop node, add it to the SCoP;
• otherwise, lose the urrent SCoP and reate a new one;
• drop the SCoP if it does not ontain at least one loop.Then, set N to the next node and ontinue the traversal.Identify the global parameters: for eah SCoP, iterate over the loop bounds, onditionalexpressions and array subsripts to gather the global parameters.This algorithm outputs a list of SCoPs assoiated with any funtion in the syntax tree.2.2.4 Signi�ane Within Real AppliationsThanks to an implementation of the previous algorithm into Open64, we studied the appliabilityof our polyhedral framework to several benhmarks1.Figure 7.7 summarizes the results for the SpeFP 2000 and PerfetClub benhmarks handledby our tool (single-�le programs only, at the time being). All odes are written in Fortran77,exept for art and equake in C, and luas in Fortran90. The �rst olumn shows the number offuntions, outlining that ode modularity does not seem to impat the appliability of polyhedraltransformations (inlining was not applied in these experiments). The SCoP setion gives somegeneral informations about SCoPs. The �rst olumn ount the total number of SCoPs. Thenext olumn is very enouraging sine a majority of SCoPs happen to be rih: they enlose atleast one loop; this means that a majority of loops will be aptured by our representation. Thenext two olumns ount the number of rih SCoPs with at least one global parameter and themaximum number of parameters inside a given SCoP. These olumns advoate for parametrianalysis and transformation tehniques. The last olumn of the setion shows how many rihSCoPs enlose at least one onditional; it shows that only a few onditional expressions area�ne, leaving room for tehniques that do not handle stati-ontrol onditionals. The next twoolumns in the Statements setion shows that rih SCoPs hold a large majority of statementswhih reinfores the overage of stati ontrol parts, and also illustrates the omputationallyintensive nature of the benhmarks (many statements are enlosed in loops).1The only riterion for seleting a given benhmark is the ability of ORC/Open64 2.0 to ompile it with the-keep option, i.e. to allow us to extrat the WHIRL, the intermediate representation of ORC/Open64.



64 2. Program ModelIn aordane with earlier results using Polaris [41℄, the overage of regular loop nests isstrongly in�uened by the quality of the onstant propagation, loop normalization and indutionvariable detetion. SCoPs StatementsFuntions All Rih Parametri Max parameters A�ne ifs All Rihapplu 16 25 19 15 6 1 757 633apsi 97 109 80 80 14 25 2192 1839art 26 62 28 27 8 4 499 343luas 4 11 4 4 13 2 2070 2050mgrid 12 12 12 12 4 2 369 369equake 27 40 20 14 7 4 639 489swim 6 6 6 6 3 1 123 123adm 97 109 80 80 14 25 2260 1899dyfesm 78 112 75 70 4 3 1497 1280mdg 16 33 17 17 6 5 530 464mg3d 28 63 39 39 11 6 1442 1242qd 35 74 30 23 8 6 819 641Figure 2.6: Coverage of stati ontrol parts in high-performane appliationsOur tool also gathers detailed statistis about the number of parameters and statements perSCoP, and about statement depth (within a SCoP, not ounting non-stati enlosing loops).Figure 2.7 shows that almost all SCoPs are smaller than 100 statements, with a few exeptions,and that loop depth is rarely greater than 3. Moreover, Figure 2.8 shows that deep loopsalso tend to be very small, exept for applu, adm and mg3d whih ontain depth-3 loop nestswith tenths of statements. This means that most polyhedral analysis and transformations willsueed and require only a reasonable amount of time and resoures. It also gives an estimateof the salability required for worst-ase exponential algorithms, like the ode generation phaseto onvert the polyhedral representation bak to soure ode.2.2.5 Going FurtherAs shown by our experimental results, a typial problem that an be extrated by state of the artompilers is a SCoP inluding about ten statements with a loop depth of 3. Suh SCoPS mayinlude many optimization opportunities and they are small enough to be supported by highomplexity methods. Nevertheless it may be advantageous to onsider bigger problems e.g. toexpose more group loality. This an be done by improving or ativating the useful preproessingas shown in setion 2.2.2, but another solution is to merge some SCoPs. Two SCoPs may betrivially merged if (1) they belong to the same loop and are at the same loop level, (2) there areno data dependenes between the SCoPs and the non-stati program part between them and (3)no parameter of a SCoP is updated in the other SCoP. Then the non-stati part an be movedafter the two SCoPs and we an onsider the new bigger stati part.On the other hand, when some problems are proved to be hallenging for a given optimizingmethod (for instane beause of a worst ase exponential omplexity), it may be interesting tosplit a SCoP into several parts. There exists many ways to split a SCoP, from onsidering thedi�erent loop nests separately up to applying any kind of a�ne partitioning [80℄.



2.2. Stati Control Parts 65

Figure 2.7: Distribution of SCoP size

Figure 2.8: Distribution of statement depths



66 2. Program Model2.3 Stati ReferenesEah language provides several ways to refer to values or data in program statements, e.g. salars,arrays, pointers or funtions. In this work we will onsider only a subset of the possible referenesalled stati referenes.2.3.1 De�nitionEah statement may inlude one or several referenes to arrays (or salars whih are partiularases of arrays). The set of arrays of the program P is AP . A referene to an array B ∈ APin a statement S ∈ SP is written 〈B, f
〉, where f is the subscriptfunction. The memory ellof B aessed at iteration ~x is written B[f(~x)]. When the subsript funtion of a referene isa�ne, we an write it f(~x) = F~x + ~f where F is the subsript matrix of dimension ρ(A) ∗ ρ(S)with ρ(A) the number of subsripts of the array B and ρ(S) the number of surrounding loops of

S. ~f is a onstant vetor. Figure 2.9 illustrates the orrespondene between referene in soureprogram and a�ne subsript funtion: in Figure 2.9(a), the array B is two-dimensional, thus theorresponding subsript funtion is a two-dimensional vetor as shown in Figure 2.9(b).do i=1, ndo j=1, n
S ... B(i+j,2*i+1) ... f
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«(a) Referene to an array B (b) Subsript funtion of the refereneFigure 2.9: Matrix notation of a�ne subsript funtion exampleDe�nition 2.2 (Stati Referene) A referene is said to be stati when it refers to an arrayell by using an a�ne subsript funtion that depends only on outer loop ounters and formalparameters.2.3.2 Preproessing For Stati ReferenesIn the same way as stati ontrol, we an distinguish between two ways for handling non-statireferenes. On one hand by reasoning diretly in a non-stati model. Interproedural and pointeranalysis are neessary for preise dependene analysis of program parts involving funtion alls orpointer referenes. Several models are dediated to these problems. The most relevant referenetype is array referene sine it often inur a large data volume. Dediated solutions were proposedto handle non-linear subsript funtions [34℄ or subsripts of subsripts (e.g. A(B(i))) [81℄. Onthe other hand several analysis are possible to onvert non-stati referenes into stati ones.Delinearization as well as array reshaping [57℄ may avoid omplex and often non-linear subsriptsgenerated by linearizing multi-dimensional arrays, i.e. onverting them into one-dimensionalarrays to e.g. provide long vetors for a vetor arhiteture. Array reovery may translatepointer-based arrays that are ommon when using C to expliit array aesses [48℄. Lastly,using onservative stati approximations of array aesses (for instane onsidering an array asa variable) is always possible for array analysis (e.g. for dependene analysis, see setion 3.3).



2.4. Conlusion 672.3.3 Signi�ane Within Real AppliationsWe heked the same set of benhmarks from SpeFP2000 and PerfetClub suites as in se-tion 2.2.4 for stati referenes. The results are shown in Figure 7.7. They are very promising fordependene and loality analysis: most subsripts are a�ne exept for luas and mg3d; more-over, the ratio is over 99% in 7 benhmarks, and the overall is 76%, thus approximate arraydependene analyses will be required for a good overage of the 5 other benhmarks. Additionalexperimental study on referene subsripts may be found in [98℄.Array ReferenesAll A�neapplu 1245 100%apsi 977 78%art 52 100%luas 411 40%mgrid 176 99%equake 218 100%swim 192 100%
Array ReferenesAll A�neadm 147 95%dyfesm 507 99%mdg 355 84%mg3d 1274 19%qd 943 100%(a) SpeFP2000 (b) PerfetClubFigure 2.10: Coverage of a�ne array subsripts in high-performane appliations2.4 ConlusionThis hapter presented our program model, a slight extension of the well known stati ontrolprograms. We divided ontrol and data struture analysis in order to handle as many statementsas possible in SCoPs, sine a onservative approximation of general referenes is always possiblefor further analysis as data dependene alulation. The goal of this model is to handle most ofthe loop nests in a program. The advantages of suh a hoie are lear: in sienti� or signalproessing programs, most of the overall exeution time is spent in few loops and the volumeof aessed data is potentially very high. Moreover this program lass is of a partiular interestfor data loality improvement sine addressing the memory regularly hallenges the memoryhierarhy mehanisms that have been designed for random aesses. We showed experimentallythat most programs are not stati as a whole but are made of several SCoPs whih over a largeproportion of the program, whih an be optimized separately, and whih (hopefully) representa large proportion of the running time. The limitation to a�ne expressions in loop bounds,onditionals or subsript funtions may be relaxed by preproessing. Hene the interest of loaltransformations.
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Chapter 3Program TransformationsApplying the Fourier Transformation to a signal varying in time makes it possible to ahieveproessing that may be too di�ult to express in the time domain. One the proessing isdone, we an apply the inverse transformation from the frequeny to the original time domain.The situation is similar with restruturing ompilation. One the parsing step is ahieved, aninput program is typially desribed using an abstrat syntax tree. Simple optimizations, likeonstant folding, an be diretly applied on suh a rigid data struture. But the most interestingones (e.g. loop interhange) inur modifying the exeution order of the program, and this hasnothing to do with syntax. On the opposite, as it will be shown in this hapter, reasoning inthe polyhedral model instead of the abstrat syntax tree gives us the opportunity to easily applyomplex transformations and omposition of transformations.Many transformation tehniques have been studied independently, as loop interhange, skew-ing, reversal, fusion, tiling et. (see [108℄ for an exhaustive survey on known transformations).Most of the time they have their own properties (eg. legality test or ost model to deide whetherapplying the transformation is a bene�t). Hene it is very hard to deide whih transformationshould be used and in whih order we have to apply them to ahieve the best results. Usingsheduling funtions in the polyhedral model allow us to handle many transformations in a singleframework [90℄. Well known unimodular transformations for instane may desribe a omposi-tion of loop interhange, skewing, reversal on a single loop nest [10℄. The framework evolvednaturally by assoiating to eah statement in the program a sheduling funtion [44, 45℄ and toinlude new transformations in the framework as loop splitting or fusion.Although the polyhedral model o�ers many program restruturing failities, urrent frame-works only over a restritive set of possible transformations, known as unimodular or in the bestase invertible transformations. In this hapter we disuss a general transformation frameworkable to deal with non-unimodular, non-invertible, non-integral or even non-uniform transforma-tions. The hapter is organized as follows. In setion 3.1 we show that the program exeutionan be expressed using sheduling funtions. Setion 3.2 shows how to onsider very generalsheduling funtions as transformation on the initial polyhedral representation of the program.Lastly setion 3.3 deals with the legality of suh transformations. It will show how to build thelegal transformation spae where eah point is a legal solution and then how to use it for hekingwhether a transformation is legal or if it an be orreted under some onstraints in order to belegal.



70 3. Program Transformations3.1 Desribing the Exeution OrderA onvenient way to express the exeution order is to give for eah operation of a program aunique exeution date. In the polyhedral model, every statement instane is haraterized by itsoordinates in the iteration domain of the orresponding statement (see setion 2.1). Most of thetime the iteration domains have several dimensions; the omponents of the operation oordinatesan be seen as days, hours, minutes et. When eah loop step of the input program is a positivevariable, we all the subsequent order the lexiographi order . Formally, this means that in a
n-dimensional spae, the operation orresponding to the integral point de�ned by the oordinates
(a1...an) is exeuted before those orresponding to the oordinates (b1...bn) i� there is an integer
i suh that the ith entry of (a1...an) is lower of the ith entry of (b1...bn), and all previous entriesare equal. We denote this order (a1...an) ≪ (b1...bn):

(a1...an) ≪ (b1...bn) ⇔ ∃i, 1 ≤ i < n, (a1...ai) = (b1...bi) ∧ ai+1 < bi+1. (1)Figure 3.1 illustrates the exeution of a given loop nest operations in lexiographi order of theiriteration vetors. It shows the iteration domain bounded by a�ne inequalities in a 2-dimensionalspae. The ars show the exeution order of the 13 iterations within the loop nest.do i=1, 5do j=max(4-i,i-2), min(8-i,i+2)
S a(i,j) = a(i-1,j)
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(a1...as) ≪ (b1...bs) or if iteration vetors are equal on the �rst ommon dimensions and S1preedes S2 in the program text. We denote the exeution order S1(a1...an) ≺ S2(b1...bm):
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∨((a1...as) = (b1...bs) ∧ S1 textually before S2).

(2)



3.1. Desribing the Exeution Order 71do i=1, n
S1 x = a(i,i)do j=1, i-1
S2 x = x - a(i,j)**2
S3 p(i) = 1.0/sqrt(x)do j=i+1, n
S4 x = a(i,j)do k=1, i-1
S5 x = x - a(j,k)*a(i,k)
S6 a(j,i) = x*p(i)Figure 3.2: A Cholesky fatorization kernelDe�ning all the exeution dates of every operation in the program separately would usuallyrequire very large sheduling systems. Moreover in the ase of parametri iteration domains (e.g.when a bound of a loop is an unknown onstant) it is not possible to state the exat number ofinstanes of a given statement. Then a onvenient solution is to build shedules at the statementlevel by �nding a funtion that spei�es the exeution time for eah instane of the orrespondingstatement. These are typially hosen a�ne for multiple reasons: this is the only ase where weare able to deide exatly the transformation legality and where we know how to generate thetarget ode. Thus, sheduling funtions have the following shape:

θS(~xS) = TS~xS + ~tS , (3)where ~xS is the iteration vetor, TS is a onstant transformation matrix and ~tS is a onstant vetor(possibly inluding a�ne parametri expressions using the global parameters of the programi.e. the symboli onstants, mostly array sizes or iteration bounds).For instane we an easily apture the sequential exeution order of any stati ontrol programwith sheduling funtions by using the abstrat syntax tree of this program [45℄. The basi ideais to interleave the textual order informations between every omponent of the iteration vetor.E.g. we an read diretly the sheduling funtions for the program in Figure 3.2 on the ASTshown in Figure 3.3, i.e. θS1(~xS1) = (0, i, 0), θS2(~xS2) = (0, i, 1, j, 0), θS3(~xS3) = (0, i, 2) et.The lexiographi order is enough to state the exeution order of the statement instanes withsuh funtions.
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72 3. Program Transformations3.2 Transformation FuntionsProgram transformations in the polyhedral model an be spei�ed by well hosen shedulingfuntions. They modify the soure polyhedra into target polyhedra ontaining the same pointsbut in a new oordinate system, thus with a new lexiographi order. Implementing thesetransformations is the entral part of the polyhedral framework. The urrent polyhedral odegeneration algorithms lak �exibility by addressing only a subset of the possible funtions. Howto use general a�ne sheduling funtions to apply a new lexiographi order to the originalpolyhedra is explained in setion 3.2.1. Setion 3.2.2 and setion 3.2.3 respetively deal withthe speial ase of non-integral and non-uniform transformations and shows how it is possible tohandle them in this framework.3.2.1 A�ne TransformationsIt has been extensively shown that linear transformations an express most of the useful transfor-mations. In partiular, loop transformations (suh as loop reversal, permutation or skewing) anbe modeled as a simple partiular ase alled unimodular transformations (the TS matrix has tobe square and has determinant ±1) [10, 106℄. Complex transformations suh as tiling [107℄ anbe ahieved using linear shedules as well [112℄. The powerful underlying mathematial theory(e.g. for preise data dependene alulation [44℄) and its intuitive geometri interpretation on-tributed to make this model quite popular. A lot of works are devoted to �nding good shedulingfuntions for a partiular purpose (e.g. parallelism or data loality) [17, 25, 33, 40, 44, 45, 110℄.But previous polyhedral transformation frameworks required severe limitations on the shedulingfuntions, e.g. to be unimodular [5, 69℄ or at least to be invertible [78, 110, 92, 25℄. The under-lying reason was, onsidering an original polyhedron de�ned by the system of a�ne onstraints
A~x+~a ≥ ~0 and the transformation funtion θ leading to the target index ~y = T~x, we dedue thatthe transformed polyhedron in the new oordinate system an be de�ned by (AT−1)~y + ~a ≥ ~0,a hange of basis. Figure 3.4 illustrates this transformation sheme for well known unimodulartransformations. Another point that led to the popularity of unimodular transformations is theirompositional properties. Applying a transformation ~y2 = T2 ~y1 after ~y1 = T1~x is equivalent touse ~y2 = T2T1~x. And beause a produt of unimodular matries is a unimodular matrix, theomposition is still a unimodular transformation.In this doument we do not impose any onstraint on the transformation funtions beausewe do not try to perform a hange of basis of the original polyhedron to the target index.Instead, we apply a new lexiographi order to the polyhedra by adding new dimensions inleading positions. Thus, from eah polyhedron D and sheduling funtion θ, it is possible tobuild another polyhedron T with the appropriate lexiographi order:
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,where I is the identity matrix and by de�nition, (~y, ~x) ∈ T if and only if ~y = θ(~x). The pointsinside the new polyhedron are ordered lexiographially until the last dimension of ~y. Then thereis no partiular order for the remaining dimensions.By using suh a transformation poliy, the data of both original iteration domains and trans-formations are inluded in the new polyhedra. As an illustration, let us onsider the polyhedron



3.2. Transformation Funtions 73Interhange TransformationThe transformation matrix is the identity with a permutation of two rows.
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A~x + ~a ≥ ~0 ~y = T~x (AT−1)~y + ~a ≥ ~0Reversal TransformationThe transformation matrix is the identity with one diagonal element replaed by −1.
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A~x + ~a ≥ ~0 ~y = T~x (AT−1)~y + ~a ≥ ~0Skewing TransformationThe transformation matrix is the identity with one 0 element replaed with a non null element.
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DS2

in Figure 3.5(a) and the shedule θS2
(i, j) = 2i + j. The orresponding sheduling matrix

T = [ 2 1 ] is not invertible, but it an be extended to T =
h

2 1
0 1

i as suggested by Griebl et al. [55℄.The usual resulting polyhedron is shown in Figure 3.5(b). Our poliy leads diretly to the poly-hedron in Figure 3.5(d), provided we hoose the lexiographi order for the free dimensions. Aprojetion onto i′ and i would lead to the result in Figure 3.5(b). The additional dimensionsarry the transformation data, i.e. in this ase j = i′ − 2i. This is helpful sine during odegeneration we have to update the referenes to the iterators in the loop body, and neessarywhen the transformation is not invertible.Another property of this transformation poliy is never to build rational target onstraintsystems. Most previous works were hallenged by this problem, whih ours when the trans-formation funtion is non-unimodular. We an observe the phenomenon in Figure 3.5(b). Theinteger points without heavy dots have no images in the original polyhedron. The originaloordinates an be determined from the target ones by −−−−−→
original = T−1−−−−→target. Beause T isnon-unimodular, T−1 has rational elements. Thus some integer target points have a rationalimage in the original spae; they are alled holes. To avoid visiting the holes, the strides (thesteps between the integral points to onsider) have to be found. Many works proposed to usethe Hermite Normal Form [97℄ in di�erent ways to solve the problem [78, 110, 40, 92℄. The basiidea is to �nd a unimodular matrix U and a non-singular, non-negative, lower-triangular matrix

H in whih eah row has a unique maximum being the diagonal entry suh as T = HU . Thenwe an onsider the intermediate unimodular transformation matrix U and �nd the strides andthe lower bounds thanks to the diagonal elements of H. The orresponding deomposition forour example is T =
h

1 0
1 2

i h

2 1
−1 0

i , the intermediate transformation with U =
h

2 1
−1 0

i is shown inFigure 3.5(). In the opposite, we do not hange the basis of the original polyhedra, but weonly apply an appropriate lexiographi order. As a onsequene, our target systems are alwaysintegral and there are no holes in the orresponding polyhedron. The stride informations areexpliitly ontained in the onstraint systems in the form of equations.The ost of this method is to add new dimensions to the onstraint systems. This an be arelevant issue sine �rst, it inreases the omplexity of the sanning step and seond, it inreasesthe onstraint system size while high-level ode generation typially requires a lot of memory.In pratie proessing of additional dimensions is often trivial with the method presented inpart III. In fat, our prototype is more e�ient and needs less memory than those based onother methods (see setion 7.5).3.2.2 Rational TransformationsSome automati alloators or shedulers ask for rational transformations [45℄. Thus satteringfuntions an have a more general shape:
θ(~x) = (T~x + ~t)/~d,where / means integer division and ~d is a onstant vetor suh that eah element divides theorresponding dimension of θ(~x). In pratie, divisors often orrespond to resoure onstraints(e.g. the number of proessors, of funtional units et.). Wetzel proposed the �rst solution tosolve this problem, but only for one divisor value for the whole sattering funtion, and leadingto a omplex ontrol [104℄.Again, we propose to add dimensions to solve the problem. For eah rational element in
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(T~x)/~d, we introdue an auxiliary variable standing for the quotient of the division. For instanelet us onsider the original polyhedron in Figure 3.6(a) and the sheduling funtion θ(i) = i/3+1.We introdue q and r suh as i = 3q + r, with by de�nition 0 ≤ r = i − 3q ≤ 2. Then we andeal with an equivalent integral transformation θ′(q) = q + 1 with 0 ≤ i− 3q ≤ 2. This amountsto strip-mine the dimension i, as shown in Figure 3.6(b). With several non-integer oe�ients,we just need more auxiliary variables standing for the result of the divisions.3.2.3 Non-Uniform TransformationsAs the power of program analysis inreased with time, program transformations beame moreand more omplex in order to deal with new optimization opportunities. Starting from simpletransformation for a single loop nest, they evolved to statement-wise funtions and more reentlyto several transformations per statement, eah of them applying to a subset of the iteration
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θ(~x) =















if ~x ∈ D1 then T1~x + ~t1if ~x ∈ D2 then T2~x + ~t2
...if ~x ∈ Dn then Tn~x + ~tnwhere the Di, 1 ≤ i ≤ n are a partition of D. It is quite simple to handle suh transformations,at least when the ode generator deals e�iently with more than one polyhedron, by expliitlysplitting the onsidered polyhedra into partitions. When the iteration domain is split usinga�ne onditions, as in index set splitting [54℄, building the partition is trivial, but more gen-eral partitions with non-a�ne riteria are possible as long as we an express eah subset as apolyhedron. For instane, Slama et al. found programs where the best parallelization requiresnon-uniform transformations, e.g. θ(i) = if (mod(i, d) = n) then ... else ... where d is a salarvalue and n a onstant possibly parametri. They propose a ode generation sheme dediatedto this problem [99℄. It is possible to handle this in our framework by adding new dimensions.For instane the iteration domain orresponding to the then part of θ(i) would be the originalone with the additional onstraint i = jd + n, while the additional onstraints for the else partould be i ≤ jd + n − 1 and i ≥ jd + n + 1 − d. Then we an apply the transformations tothe resulting polyhedra as shown in setion 3.2.1. Let us illustrate the separation into disjointpolyhedra with the example from the Slama et al. paper [99℄ shown in Figure 3.7. They exhibita problem where the best plaement (of statement instanes on proessors) is a non-uniformfuntion θ(i) = if (mod(i, 5) = 3) then 1 else 0. We propose to onsider the two polyhedrain Figure 3.7(b), then to apply the orresponding sheduling to these polyhedra as shown inprevious setions.
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≥ ~0Else polyhedron(b) Separated polyhedra for the non-uniform sheduling θ(i) = if (mod(i, 5) = 3) then 1 else 0Figure 3.7: Example of index set splitting for non-uniform transformation3.3 LegalityIt is not possible to apply any transformation to a program without hanging its semantis. Twostatement instanes a and b aessing a given memory loation should be exeuted in any orderif no aess is a writing:






Wa ∩ Wb = ∅
Wa ∩ Rb = ∅
Ra ∩ Wb = ∅Bernstein onditionswhere Rx and Wx are respetively the sets of memory ells read and written by the operation x.Two operations are said to be dependent on eah other if they do not respet these onditions.This de�nition suggested by Bernstein [21℄ is the most widely used while it is not always truesine two operations writing a memory loation may ommute as the well known ase of redutionshows. In this thesis we will onsider this de�nition satisfatory. If the operation a is exeutedbefore b in the original program, we an distinguish between three dependene types:1. output-dependene when the two operations writes one after the other onto the same mem-ory ell Wa ∩Wb 6= ∅,2. �ow-dependene when b reads the memory ell after a wrote it Wa ∩Rb 6= ∅,3. anti-dependene when a reads the memory ell before b writes it Ra ∩Wb 6= ∅.



78 3. Program TransformationsA program transformation is said to be legal if it do not modify the order of dependent pair ofoperations. The dependene relations inside a program must diret the transformation onstru-tion. It is possible to avoid some dependenes alled false-dependenes: output-dependenes,anti-dependenes and some �ow-dependenes known as �ow-indiret. The only real dependenesare known as �ow-diret dependenes: two operations a and b being in �ow-diret dependenerelation if they are in �ow-dependene and there doesn't exist an operation c suh that c writeson the same memory ell than a between the exeutions of a and b. To delete false dependenes,it is possible to apply a total memory expansion or a single assignment form to the program [72℄.Then there will be only one write for eah memory ell during the program exeution. Unfortu-nately suh methods are not welome when the question is memory tra�.Many tests have been designed for dependene heking between operations. Most of themtry to �nd e�iently a quite reliable, approximative but onservative (they overestimate datadependenes) solutions, e.g. the GCD-test [8℄, Banerjee test [9℄ and its multi-dimensional version
λ-test [67℄. Other solutions are a ombination of GCD and Banerjee test alled I-test [67℄ or
∆-test [51℄ that gives an exat solution when there is at most one variable in the subsript fun-tions. On the opposite, a few methods allow to �nd an exat solution (assuming the Bernsteinde�nition) like the Omega-test [89℄ and the Simplex-Gomory test [43℄. In the same way manydependene representations are possible, from the simplest ones as dependene levels [3℄ to themost preise as dependene polyhedra [59℄. We hose for our purpose to use the most preiseextration tehnique and representation of dependenes as possible: the dependene polyhedra.However, many authors have notied that approximate dependenes are speial ases of depen-dene polyhedra. Hene, our method applies whatever representation is hosen, provided theapproximation is onservative.In setion 3.3.1, we reall how dependenes in a SCoP an be expressed exatly using lin-ear (in)equalities. Then we show in setion 3.3.2 how to build the legal transformation spaewhere eah program transformation has to be found. We explain in setion 3.3.3 how to usethis information to hek whether a transformation is legal and how to orret it if possible insetion 3.3.4.3.3.1 Dependene GraphA onvenient way to represent the sheduling onstraints between the program operations is thedependene graph. In this direted graph, eah program statement is represented using a uniquevertex, and the existing dependene relations between statement instanes are represented usingedges. Eah vertex is labelled with the iteration domain of the orresponding statement and theedges are labelled with the dependene polyhedra desribing the dependene relation betweenthe soure and destination statements. The dependene relation an be de�ned in the followingway:De�nition 3.1 A statement R depends on a statement S (written SδR) if there exit an oper-ation S(~x1), an operation R(~x2) and a memory loation m suh that:1. S(~x1) and R(~x2) refer the same memory loation m, and at least one of them writes tothat loation;2. ~x1 and ~x2 respetively belong to the iteration domain of S and R;



3.3. Legality 793. in the original sequential order, S(~x1) is exeuted before R(~x2).From this de�nition, we an easily desribe the dependene polyhedra of eah dependene relationbetween two statements with a�ne (in)equalities. A dependene polyhedron is a subset of theartesian produt of the iteration spaes of S and T . In these polyhedra, every integral pointrepresents a dependene between two instanes of the orresponding statements. The systemshave the following omponents:1. Same memory loation: assuming that m is an array loation, this onstraint is the equalityof the subsript funtions of a pair of referenes to the same array: FS~xS + ~fS = FR~xR+ ~fR.2. Iteration domains: both S and R iteration domains an be desribed using a�ne inequal-ities, respetively AS~xS + ~aS ≥ ~0 and AR~xR + ~aR ≥ ~0.3. Preedene order : this onstraint an be separated into a disjuntion of as many parts asthere are ommon loops to both S and R. Eah ase orresponds to a ommon loop depthand is alled a dependene level. For eah dependene level l, the preedene onstraintsare the equality of the loop index variables at depth lesser to l: xR,i = xS,i for i < l and
xR,l > xS,l if l is less than the ommon nesting level. Otherwise, there are no additionalonstraints and the dependene only exists if S is textually before R. Suh onstraints anbe written using linear inequalities: PS~xS − PR~xR + ~p ≥ ~0.Thus, the dependene polyhedron for SδR at a given level l and for a given pair of referenes pan be desribed using the following system of (in)equalities:

DSδR,l,p : D
(

~xS

~xR

)

+ ~d =





FS −FR

AS 0
0 AR

PS −PR





(

~xS

~xR

)

+





~fS − ~fR

~aS

~aR

~p





=

≥
~0 (4)There is a dependene SδR if there exists an integral point inside DSδR,l,p. This an be easilyheked with linear integer programming tools like PipLib1 [42℄. If this polyhedron is not empty,there is an edge in the dependene graph from the vertex orresponding to S up to the oneorresponding to R and labelled with DSδR,l,p. Figure 3.8 shows an example of dependenegraph on a small program where the empty dependene polyhedra have been deleted. Twodependenes remains, one from S1 to S2 and another from S2 to itself, the dependene polyhedrain Figure 3.8(b) have been alulated with (4). We will use this example for illustrating furtheronepts. For the sake of simpliity in the following we will ignore subsripts l and p and referin the following to DSδR as the only dependene polyhedron desribing SδR.3.3.2 Legal Transformation SpaeConsidering the transformations as sheduling funtions, the time interval in the target programbetween the exeutions of two operations R(~xR) and S(~xS) is

∆R,S

(

~xS

~xR

)

= θR(~xR) − θS(~xS). (5)1PipLib is freely available at http://www.prism.uvsq.fr/∼edb
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do i=1, n

S1 a(i) = ido j=1, m
S2 b(j) = (b(j) + a(i))/2

DS1

DS2

DS1δS2,1,<a(i),a(i′)>

DS1δS2,1,<a(i),a(i′)>(a) Original program and orresponding dependene graph
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(b) Iteration domains and dependene polyhedraFigure 3.8: Dependene graph exampleIf there exists a dependene SδR, i.e. if DSδR is not empty, then ∆R,S

(

~xS

~xR

) must be lexiopos-itive in DSδR (intuitively, the time interval between two operations R(~xR) and S(~xS) suh that
R(~xR) depends on S(~xS) must be at least (0, . . . , 0, 1)T , the smallest time interval: this guar-antees that the operation R(~xR) is exeuted after S(~xS) in the target program). This onditionrepresents as many onstraints as there are points in ∆R,S. Fortunately, all these onstraints anbe ompated in a small set of a�ne onstraints with the help of Farkas Lemma (see [44℄ andAppendix B).Lemma 3.1 (A�ne form of Farkas Lemma [97℄) Let D be a nonempty polyhedron de�ned bythe inequalities A~x +~a ≥ ~0. Then any a�ne funtion f(~x) is nonnegative everywhere in D i� itis a positive a�ne ombination:

f(~x) = λ0 + ~λT (A~x + ~a), with λ0 ≥ 0 and ~λT ≥ ~0.

λ0 and ~λT are alled Farkas multipliers.
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∆R,S is a vetor. For it to be lexiopositive, some of its omponents must be onstrained tobe either non negative or stritly positive. Let us apply Farkas Lemma to one of the onstrainedomponents. We an �nd a non-negative salar λ0 and a non-negative vetor ~λT suh that:

TR,•~xR + tR − (TS,•~xS + tS) − δ = λ0 + ~λT
(

D
(

~xS

~xR

)

+ ~d
) (6)In this formula, TR,• and TS,• are orresponding rows in the TR and TS matries, and δ is zeroor one aording to the position of the rows.This formula an be split in as many equalities as there are independent variables (~xS and

~xR omponents and parameters) by equating their oe�ients in both sides of the formula. TheFarkas multipliers an be eliminated by using the Fourier-Motzkin projetion algorithm (see [97℄and Appendix A). The result is a system of a�ne onstraints on the oe�ients of the trans-formation (the elements of TR,• and TS,•). The important point is that this system is the samefor all rows of the sheduling matries and depends only on the dependene to be satis�ed.Furthermore, it depends linearly on the value of δ. These systems ompletely haraterize thelegal transformations of a program, and an be omputed one and for all as soon as the depen-denes are known. For instane let us ontinue the example began in Setion 3.3.1. We show inFigure 3.10 the expressions of both transformation funtions and dependene onstraints usingFarkas Lemma. In these expressions, the oe�ients of eah independent variable has been de-�ned, then there remains to ahieve the equalities as in equation (6) for the two dependenes to�nd the set of onstraints desribing the legal transformation spae shown in Figure 3.9. The


























































S1δS2
i : λS2,1 − λS2,2 − λS1,1 + λS1,2 = λS1δS2,1 − λS1δS2,2

j : λS2,3 − λS2,4 = λS1δS2,3 − λS1δS2,4

m : λS2,4 = λS1δS2,4

n : λS2,2 − λS1,2 = λS1δS2,2

1 : λS2,0 − λS2,1 − λS2,3 − λS1,0 + λS1,1 − 1 = λS1δS2,0 − λS1δS2,1 − λS1δS2,3

S2δS2
i′ : −λS2,1 + λS2,2 = λS2δS2,1 − λS2δS2,2 − λS2δS2,7

i : λS2,1 − λS2,2 = λS2δS2,3 − λS2δS2,4 + λS2δS2,7

j : 0 = λS2δS2,5 − λS2δS2,6

m : 0 = λS1δS2,6

n : 0 = λS1δS2,2 + λS1δS2,4

1 : −1 = λS2δS2,0 − λS2δS2,1 − λS2δS2,3 − λS2δS2,5 − λS2δS2,7Figure 3.9: Legal transformation spae onstraintsFarkas multipliers an be eliminated by using the Fourier-Motzkin projetion algorithm [97℄ inorder to �nd the onstraints on the transformation funtions. The onstraint system desribethe legal transformation spae, where eah integral point orresponds to a legal solution.3.3.3 Cheking for LegalityOne we know the legal transformation spae, heking whether a transformation is legal or notis a simple operation. The only information we need is to know if the suggested transformationbelongs to the legal spae or not. Then we have to equate the transformation funtions withtheir expressions as given by Farkas Lemma. The transformation is legal, if and only if thelinear system builded with the transformation expressions and the legal transformation spae
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θS1 ( i ) = TS1 ( i ) + ~tS1 = λS1,0 +
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(a) Transformation funtion expressions
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(b) Legality ondition expressionsFigure 3.10: Transformation expressions using Farkas Lemma



3.3. Legality 83onstraints has a solution. Then we an use any linear algebra tool (like PipLib) to hekwhether the system has a solution and then whether the transformation is legal.Let us suppose we want to use the sheduling funtions θS1(i) = i and θS2

(

i
j

)

= j to trans-form the ode in Figure 3.8(a), then we have to write the equalities between eah independentvariable oe�ients and their expressions in Figure 3.10(a). The new onstraints are shown inFigure 3.11. There remains to hek if the system built from both onstraints of Figure 3.11 andof Figure 3.9 has a solution. We proposed this problem to PipLib and the answer was there isno solution, thus the transformation is not legal.






































θS1(i)
i : λS1,1 − λS1,2 = 1
n : λS1,2 = 0
1 : λS1,0 − λS1,1 = 0

θS2(i, j)
i : λS2,1 − λS2,2 = 0
j : λS2,3 − λS2,4 = 1

m : λS2,4 = 0
n : λS2,2 = 0
1 : λS2,0 − λS2,1 − λS2,3 = 0Figure 3.11: Constraints for heking θS1(i) = i and θS2(i, j) = j3.3.4 Correting for LegalityExperts or optimizing ompilers have a wide hoie of optimizing transformations for a givenprogram. Eah transformation has a more or less preise ost model whih helps in deidingwhether to apply the transformation or not. In the polyhedral framework, many transforma-tions are related to well hosen sheduling funtions [10, 44, 35℄. For instane, generalized loopinterhange is assoiated to shedules whose matrix is a permutation matrix [10℄. Trying to usethese transformations diretly may result in a negative dependene test. Let us onsider theode in Figure 3.12. An expert or an optimizing ompiler may deide that moving the i-loopinnermost would result in better loality. But beause of omplex dependenes, using diretlythe loop interhange transformation θS
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« is not legal as it an be shown bythe method presented in setion 3.3.3. This will lead usually to rejeting the transformation.The polyhedral model allow more �exibility when de�ning suh transformations. Moreover,we an work with an inompletely spei�ed transformation and use the legality onstraints as away to �nd the missing oe�ients. The method onsists in stating the onstraints the trans-formation has to satisfy, then solving these onstraints and the legality onstraints (6), using alinear algebra tool suh as PipLib. If the system does not have a solution, we onlude that thereis no legal instane of the proposed transformation. For example, �innermosting� the i-loop inthe ode in Figure 3.12 means that we are looking for a transformation funtion of the followingform: θS
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« with as only onstraints T2,1 = 1 and T2,2 = 0 toensure that the seond dimension of the target ode will orrespond to the i loop. By solving thesystem we �nd the solution θS

„

i
j

«

=
»

1 1
1 0

–„

i
j

«

. Expressed using lassial transformationtehniques, it is a ombination of loop skewing and loop interhange. It leads to the targetprogram in Figure 3.13 and as expeted to a better ahe behavior (on a i386 1GHz system with128KB L1 ahe memory and n=33000 the number of ahe misses of the original program is
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do i = 1, ndo j = 1, n

S a(j+1) = 1/3 * (a(j)+a(j+1)+a(j+2))
DS

DSδS,1,<a(j),a(j′+1)>

DSδS,1,<a(j+1),a(j′)>

DSδS,1,<a(j+1),a(j′+1)>

DSδS,1,<a(j+1),a(j′+2)>

DSδS,1,<a(j+2),a(j′+1)>

DSδS,2,<a(j+1),a(j′)>

DSδS,2,<a(j+2),a(j′+1)>Figure 3.12: Original Hyperboli-PDE program and dependene graph68M but 43M for the target one). Correting a transformation for legality is also possible whenwe have to onsider non-linear onstraints as in the data loality transformation ase [19℄, thiswill be addressed in hapter 5.do i' = 2, 2*ndo j' = max(i'-n,1), min(i'-1,n)j = i'-j' ;i = i' ;
S a(j+1) = 1/3 * (a(j)+a(j+1)+a(j+2))Figure 3.13: Final Hyperboli-PDE program3.4 ConlusionApplying transformations is the heart of any program restruturing sheme. A�ne shedulesare known to be a onvenient way to express most of the usual transformations. Howeverurrent polyhedral frameworks handle only a restritive set of possible transformation funtions(unimodular or at least invertible funtions). The main reason is that they are not able to modifythe input polyhedra in a onvenient way for the ode generation proess. In this hapter wedisussed a general transformation framework able to deal with non-unimodular, non-invertible,non-integral or even non-uniform funtions. Our only limit is the legality of the transformation.We showed for that purpose how to build the legal transformation spae in the same way as in[44, 45℄. Then we showed how it is possible to use this spae to hek whether a transformationis legal or not, or to orret a transformation for legality when it an be desribed using expliitonstraints. To be able to apply the most general transformation as long as it is legal is a diretonsequene of the results of this hapter.
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Part IIImproving Data Loality
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Chapter 4A Model For Evaluating The MemoryTra�Tehnologial advanes in the realization of integrated hips result in faster loks for proessors,and in larger apaity for memories. As a onsequene, if nothing is done, proessors will starvebeause their memory systems annot supply data at the required speed. Memory hierarhiesare a good solution to this problem: they are heap and e�ient, at least for ordinary programsand situations. Nevertheless, their e�ieny dereases dramatially for sienti� omputing andsignal proessing odes, where large data sets are aessed aording to highly regular patterns.Next, their temporal behavior is di�ult to predit; this forbids their use in systems with hardreal time onstraints. Lastly, moving data from level to level uses a lot of power, whih rendersthem unsuitable for embedded systems. A lot of work has been devoted to improving the behaviorof memory hierarhies. There are two kinds of approahes for this problem. The �rst approahonsists in designing highly optimized libraries (LAPACK is a good example [6℄) for the mostommon linear algebra and signal proessing algorithms. This method often gives the best results,provided the soure problem and the target arhiteture are within the sope of the availablelibrary. The seond approah tries to optimize the soure program at ompile time. This methodis not restrited to a given set of algorithms and an be adapted, with minor modi�ations, toany memory hierarhy arhiteture. The present work belongs to the later approah.Most optimizing ompilers try to transform the soure program in order to improve thebehavior of the memory hierarhy. The basi priniple is to regroup all aesses to a givenmemory ell, in order to take a maximum advantage of possible reuses. This is obtained �rstby applying loop transformations [106, 77℄ aording to some ost model [85℄, then by tiling theresulting loop nest [107℄ with tiles having a arefully hosen size [37℄. All methods mentionedearlier are based on a heuristi ost model. Let us onsider for instane two aesses to thesame memory ell. It seems probable that the longer the time interval between these aessesis, the higher the probability of the �rst referene to be evited from the ahe is. Hene,loop transformations aim at moving these referenes to neighboring iterations of some innermostloop. On the opposite, we propose a tehnique based on an estimate of the memory tra�, andtrying to �nd the loop transformation that minimizes this estimate, under the onstraint thatall dependenes are satis�ed. This program transformation sheme, whih we all hunking isbased on the duality of the target arhiteture properties and a singular exeution model.



88 4. A Model For Evaluating The Memory TraffiThis hapter is organized as follows. Setion 4.1 details the hypothesis on the target arhi-teture and explains the hunking mehanism. In setion 4.2 we show how it is possible to takeadvantage of this framework to provide an asymptoti evaluation of the tra�. Setion 4.3 showshow this evaluation may be a�eted by eah kind of data loality improvement.4.1 ChunkingThere are many reasons for the limitation of previous tehniques to heuristis. The main one isthat ahe management is left to hardware. Thus it is di�ult to �nd an aurate solution tothe tra� evaluation problem for a partiular ahe type. But there exists already some ways,although often limited, for ontrolling ahe ontent (suh as the primitive Write Bak InvalidateWBINVD of the old i386 instrution set that �ushes the ahe memory and write the modi�eddata bak to memory). More ahe ontrol features appear in new arhitetures (as IA64) andstill better, most embedded arhitetures o�er a software-managed ahe in order to allow real-time guarantees. This setion presents hunking, a program transformation poliy for loalityoptimization based on the availability of these tools. The basi idea is to ombine a targetarhiteture as de�ned in setion 4.1.1 to avoid on�it misses and a partiular exeution modeldesribed in setion 4.1.2 to avoid apaity misses and to bypass the replaement mehanism.Then a tra� evaluation beomes possible.4.1.1 Target ArhitetureTo allow the funtioning of the hunking or to simplify the analysis of the problem, some assump-tions were made about the target arhiteture. It should have a main memory and one ahelevel between it and the proessor, the main memory being big enough to ontain the programdata set. The goal is to know at any moment whih data are stored in the ahe, i.e. to beable to manage it preisely and to avoid on�it misses. For this purpose we will onsider twopossibilities : the ideal one orresponding to srath pad memory systems, and its approximationahieved by onventional systems.Srath Pad MemoriesA srath pad memory (SPM) is a software-managed fast SRAM, i.e. driven by the appliation orthe ompiler [20, 103℄. Unlike onventional ahe memories, SPMs redue hardware managementoverhead (omplex tag heking and omparison logi) by relying on the software to move data (orinstrutions) into the ahe. Eventually, SPMs are more e�ient in area, power and performanepredition. Thus they are widely used in modern embedded systems. Typially the SPM oupiesa range of the physial address spae as shown in Figure 4.1: the address spae is divided betweeno�-hip memory and the on-hip SPM. Thus, opying data to the SPM an be done by a standardMemory to Memory Move (MMM) instrution. More elaborate devies, like Diret MemoryAess (DMA) hannels an be provided in order to improve performane.Using suh memory devie allows to know preisely whih data are stored in the ahe at agiven exeution date. Moreover, the SPM design obviously avoid the problem of on�it missesof onventional ahe memories.
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RAM

SPM

CPU
On chip

Cache

Adress spaceFigure 4.1: Srath pad memories basi prinipleClassial Cahe MemoriesConventional ahe memories an be a good approximation of SPMs if we assume that someinstrutions to manage the ahe are provided and that on�it misses are negligible. A simplediretive like Write Bak Invalidate WBINVD o�ered by the i386 instrution set that �ushesthe ahe and updates the modi�ed data is su�ient to have the knowledge of whih data is inthe ahe at a given date. The two onditions are, �rst, to use it before the ahe is full (thiswill be guaranteed by the exeution model presented in setion 4.1.2). And seond, there are noon�it misses. This last ondition is satis�ed by fully assoiative ahe memories, in whih aline an oupy any plae [58℄, and is approximated by modern ahes with high assoiativity.It is possible to ompensate any disrepany by assuming a ahe size smaller than the realone. Moreover several tehniques allow to redue the number of on�it misses using e.g. wellknown array padding [108, 94℄, array opying, or spaing out the variables as far as possiblein the ahe [84℄. Eventually lassial ahe memories are a good approximation of SPMs oneombined with the exeution model presented in the next setion. For opportunity reasons, wetransposed our work on these arhitetures and the provided experimental results throughoutthis thesis have been measured on onventional ahe memory systems.With SPMs, there is no need for speial instrutions to manage the ahe. All data movementsan be done with standard instrutions. To be able to manage preisely a traditional ahememory and to emulate a SPM, a few instrutions dediated to ahe ontrol would be neessary:Instrution DesriptionLOAD CACHED a memory line is fethed to the ahe and to theproessorLOAD NOT CACHED a memory line is fethed to the proessor but notto the aheSTORE CACHED a ahe line is modi�ed from the proessorSTORE NOT CACHED a memory line is modi�ed diretly from the pro-essorINVALIDATE a line is evited from the ahe and, if modi�ed,written bak to memoryFLUSH INVALIDATE all the ontents of the aheIn the following we will refer to these instrutions to exhibit ahe management, even in theSPM ase.



90 4. A Model For Evaluating The Memory Traffi4.1.2 Exeution ModelThe priniple of our method is to partition the set of operations of a program in subsets smallenough that their aessed data �t together in the ahe: the hunks. The target program is thusexeuted hunk by hunk, with a ahe �ush between eah of them. These subsets must be suhthat their sequential exeution is equivalent to the exeution of the original program, i.e. thehunking transformation must respet dependenes. In pratie, hunks will be numbered thenexeuted in order of inreasing numbers. A hunk number will be assigned to eah operation,i.e. to eah instane of eah statement. In other words, for eah statement S we seek a hunkingfuntion θS assoiating a hunk number θS(~xS) to eah iteration vetor ~xS . The original opera-tions will be resheduled aording to these hunking funtions. Operations with the same hunknumber will be exeuted in the original sequential order. At the end of eah hunk, we have toexeute the ahe management ode. This onsists in writing INVALIDATE instrutions for allmemory ells aessed by the hunk. If this solution is found to be too ompliated, a brutefore solution is to FLUSH all the ahe. The set of memory ells aessed by the operations ofa hunk ~c is alled the footprint of the hunk, F(~c):
F(~c) = ∪S∈SP

∪<A,f>∈S

{

A[f(~xS)] | ~xS ∈ DS , θS(~xS) = ~c
}

. (1)Thus, the progress of a program submitted to hunking an be summarized by the followingpseudo-ode: FLUSHdo =1, Nexeution of hunk  aording to <PINVALIDATE F(c)where N is the total number of hunks and <P is the original sequential order of the program
P . Eah hunk must satisfy the apaity ondition: eah hunk footprint �ts in the ahe,

∀~c, Card F(~c) ≤ C (2)where C is the ahe size. A set of hunks answering the apaity ondition and dependenesrequirements is alled a hunk system for P .The quality of a hunking an be assessed by using two valuations. First, the footprint sizewhih is the number of memory ells aessed by the operations of a hunk. Next, the tra�whih is the number of data movements between main and ahe memory. We want to build anoptimal hunk system i.e. where eah hunk footprint �ts in the ahe and the tra� is minimal.Then during the exeution of the target program, the only misses are ompulsory misses at thebeginning of eah hunk. To be able to ahieve a preise dependene analysis (see hapter 3) andto generate the target ode (see part III), we are looking for a�ne hunking funtions. Hene,for an operation S(~xS), instane of the statement S with the iteration vetor ~xS in the iterationdomain DS , the hunk number an be written:
θS(~xS) = TS~xS + ~tS .

TS is a matrix alled the hunking matrix ; its dimensions are g × ρ(S) with ρ(S) the number ofloops surrounding S. The hoie of the value of g is postponed till hapter 5. ~tS is a onstant



4.1. Chunking 91vetor. We present in �gure 4.2 an example of hunking on a simple program: two matrix-vetor multiplies where the �rst statement uses a matrix A and the seond one uses its transpose
AT . Thus there is inter-statement group-reuse for eah memory ell of A and only the diagonalelements bene�t from this reuse in the same iteration. In Figure 4.2(b) are shown possiblehunking funtions to solve this problem (how to �nd these funtion is the subjet of the nexthapter). Figure 4.2() shows how a new exeution order is assigned to eah operation thanks todo i=1, ndo j=1, n

S1 B(i) = B(i) + A(i)(j) * C(j)
S2 D(i) = D(i) + A(j)(i) * E(j)(a) soure program
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)(b) hunking funtions
Chunk (2,2)

Chunk (2,1)

Chunk (1,2)

Chunk (1,1)

Original program Transformed program

S1(1,1):B(1)=B(1)+A(1)(1)*C(1)

S2(1,1):D(1)=D(1)+A(1)(1)*C(1)

S1(1,2):B(1)=B(1)+A(1)(2)*C(2)

S2(1,2):D(1)=D(1)+A(2)(1)*C(2)

S1(2,1):B(2)=B(2)+A(2)(1)*C(1)

S2(2,1):D(2)=D(2)+A(1)(2)*C(1)

S1(2,2):B(2)=B(2)+A(2)(2)*C(2)

S2(2,2):D(2)=D(2)+A(2)(2)*C(2)

S1(1,1):B(1)=B(1)+A(1)(1)*C(1)

S2(1,1):D(1)=D(1)+A(1)(1)*C(1)

S1(1,2):B(1)=B(1)+A(1)(2)*C(2)

S2(2,1):D(2)=D(2)+A(1)(2)*C(1)

S2(1,2):D(1)=D(1)+A(2)(1)*C(2)

S1(2,1):B(2)=B(2)+A(2)(1)*C(1)

S1(2,2):B(2)=B(2)+A(2)(2)*C(2)

S2(2,2):D(2)=D(2)+A(2)(2)*C(2)() transformation at the operation level (with n=3)do i'=1, ndo j'=1, n
S1 B(i') = B(i') + A(i')(j') * C(j')
S2 D(j') = D(j') + A(i')(j') * E(i')FLUSH(d) target programFigure 4.2: Chunking examplethe hunking funtions: the statement instanes are divided into hunks, and inside a hunk, theoriginal exeution order is enfored. We an observe that in the target exeution order, a givenmemory ell of A is aessed only in a given hunk. The resulting target ode implementingthe new order is shown in Figure 4.2(d) (how to build the target ode from the original oneand the hunking funtions is the subjet of part III of this thesis). Reasoning with diretive-based program transformation shemes, we an see that building this target ode is not a trivialproblem. It ould be found by (1) splitting the original loop nest into two loop nests, (2)interhanging the loops of the resulting loop nest that surrounds S2 and (3) merging the two loopnests. But most existing tehniques are not able to �nd either the useful transformations or the



92 4. A Model For Evaluating The Memory Traffiorder in whih they have to be applied. By the way, the hosen example exhibits non-uniformlygenerated referenes [49℄ (the subsript funtions di�er by more than a onstant term) wheregroup-loality was supposed to be non-exploitable [49, 106℄. Using transformation funtionsshows here its power and ompositional properties.Eventually, hunking bypasses the replaement mehanism of hardware-managed ahes sinethe basi priniple is never to use it. Coupling this property with a hardware model as desribedin setion 4.1.1 makes it possible to ahieve a tra� evaluation as demonstrated in the nextsetion. Moreover, the hoie of a tehnique using ahe ontrols is going to allow guaranteesof real-time type. Indeed, the predition of the ontents of the ahe and its stability at thesame point in various exeutions beome possible in partiular when using srath pad memorieswhere on�it misses are non-existent. When using this method on onventional ahe systemsfor improving performane or/and reduing power dissipation and if real-time is not a matter,there is no need to insert a FLUSH instrution between hunks provided that the replaementmehanism always selets data from previous hunks for evition. This is true for LRU, likely forFIFO, false for RANDOM replaement poliy. Then we avoid the FLUSH instrution overheadand we an bene�t from inter-hunk loality even if it is not onsidered by our model.4.2 Computing the Memory Tra�Memory tra� T is the number of omings and goings between main memory and ahe memory.Evaluating it preisely is a hallenge even with our proposed sheme. Modeling the replaementmehanism is quite di�ult, but it is bypassed by hunking. Our hardware model assumes thaton�it misses are non-existent or at least they do not hange the order of magnitude of thetra�. Hene, we will be satis�ed with asymptoti evaluation of the tra�. Sine in many ases,program transformations an hange the order of magnitude of the tra�, it would be useless to�ddle with onstant fators or worse, units in the last deimal plae. In some ases, i.e. whenself-reuse has already been exploited, only the onstant fators an be improved. The questionof deiding if a more preise evaluation an in�uene the target ode is left for future work. Inthe hunking ase, we an estimate the tra� to the double of the total size of hunk footprints.Indeed, every data will be at �rst read from the main memory then rewritten there after use. Thisvalue is an overestimate beause only data whih were modi�ed are being updated in memory:
T = 2

∑

~c

Card F(~c).Sine we are only onsidering the order of magnitude of T , we an ignore the fator of 2, and wean then de�ne the tra� as:
T =

∑

a∈MP

Card
{

~c | a ∈ F(~c)
}

. (3)Proof. Let iS(a) be the indiator funtion of a set S, i.e. the funtion whih is equal to 1 if
a ∈ S and zero otherwise. We have:

T =
∑

~c

Card F(~c) =
∑

~c

∑

a∈MP

iF(~c)(a).



4.2. Computing the Memory Traffi 93Inverting the order of summation gives:
T =

∑

a∈MP

∑

~c

iF(~c)(a)whih is learly equivalent to (3).We dedue diretly that the minimum value of T is obtained when Card
{

~c | a ∈ F(~c)
}

= 1,or, equivalently, when footprints are disjoint. The value of this minimal tra�, that we will allthe ompulsory tra� is:
T = Card MP ,where MP is the data set of the program P . A hunk system with this property is said to beperfet. All programs have at least one perfet hunk system whih orresponds to ∀u ∈ OP :

θ(u) = 0. This is useful only if the hunk system satis�es the apaity ondition Card MP ≤ C,whih rarely happens in pratie. Most programs do not have any other perfet hunk system.The reason is that a program whih has a non trivial perfet hunk system orresponds toseveral independent programs. Suh programs, of the embarrassingly parallel variety, are neitherfrequent nor interesting. In the general ase, we should form imperfet hunk systems, where agiven memory ell may be aessed by operations belonging to di�erent hunks. The objetivein suh a ase is to minimize the tra�, that is to minimize the number of aesses to identialmemory ells in di�erent hunks.4.2.1 DeompositionsLet us rewrite the formula of the tra� (3) by introduing the usage relation: the set of all pairs
〈ell,hunk〉 where ell is aessed during the exeution of hunk :

U =
{〈

a,~c
〉

| ∃u ∈ OP : θ(u) = ~c, a ∈ Du

}

. (4)Given the equality
Card

{

~c | a ∈ F(~c)
}

= Card
{〈

a,~c
〉

|
〈

a,~c
〉

∈ U
}and beause the sets {〈a,~c

〉

|
〈

a,~c
〉

∈ U
} are disjoint for di�erent values of a, we have:

T =
∑

a∈MP

Card
{〈

a,~c
〉

|
〈

a,~c
〉

∈ U
}

= Card ∪a∈MP

{〈

a,~c
〉

|
〈

a,~c
〉

∈ U
}

= Card U.Hene to �nd a orret and optimal hunk system, our job is to minimize Card U under theonstraints ∀~c : Card F(~c) ≤ C.We an give a more detailed de�nition of U , knowing that:
• a memory ell a ∈ MP is in fat an array ell A[~ı], A ∈ AP , ~ı ∈ DA;
• an operation u ∈ OP is an instane of a statement S(~xS), S ∈ SP , ~xS ∈ DS ;
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• a ∈ Du i� ∃

〈

A, f
〉

∈ S :~ı = f(~xS);this gives �nally:
U = ∪A∈AP

∪S∈SP
∪<A,f>∈S

{〈

A[~ı],~c
〉

| ∃~xS ∈ DS : f(~xS) =~ı, θS(~xS) = ~c
}

.The �rst observation is that the sets:
UA = ∪S∈AP

∪<A,f>∈S

{〈

A[~ı],~c
〉

| ∃~xS ∈ DS : f(~xS) =~ı, θS(~xS) = ~c
}are disjoint. Hene, when omputing the tra�, we an ompute their size independently andsum the results. Next, we observe that we an now dispense with A and introdue sets:

uA = ∪S∈AP
∪<A,f>∈S

{〈

~ı,~c
〉

| ∃~xS ∈ DS : f(~xS) =~ı, θS(~xS) = ~c
}

.We �nally arrive at the tra� deomposition:
uS,A,f =

{〈

~ı,~c
〉

| ∃~xS ∈ DS : f(~xS) =~ı, θS(~xS) = ~c
}

=
{〈

f(~xS), θS(~xS)
〉

| ~xS ∈ DS

}

. (5)The sets uS,A,f are not disjoint. Indeed, an array A an be aessed in various instrutions, whihmeans that we should have the union ∪S∈AP
so that these sets are separate. Furthermore, thesame array an be aessed with several subsript funtions in the same instrution, we shouldalso keep the union ∪<A,f>∈S so that they are disjoint. However, for heuristis reasons, we willsuppose that they are atually disjoint.The same deomposition applies also to footprints. We are lead to the study of the followingsets:

vS,A,f (~c) =
{

~ı | ∃~x ∈ DS : f(~x) =~ı, θS(~x) = ~c
}

=
{

f(~x) | ~x ∈ DS , θS(~x) = ~c
}

. (6)4.2.2 Asymptoti EvaluationLet us �rst study a set:
H =

{

U~x | V ~x = ~0, ~x ∈ D
}where U and V are arbitrary integral matries of the right dimension, and where D is a boundedfull dimensional domain. Let us �rst study the dimension of the supporting subspae:

K =
{

U~x | V ~x = ~0
}

.Let {~v1, . . . ~vk} be a basis for ker U ∩ ker V . This basis an learly be extended to a basis
{~v1, . . . ~vq} for ker V .Lemma 4.1 The vetors {U~vk+1, . . . U~vq} are a basis for K.



4.2. Computing the Memory Traffi 95Proof. Vetors suh that V ~x = ~0 are linear ombinations of ~v1, . . . ~vq, and, when multiplied by
U , vetors ~v1, . . . ~vk disappear. Hene, U~vk+1, . . . U~vq generate H. Suppose they are not linearlyindependent. There exists λk+1, . . . λq not all zero suh that:

q
∑

i=k+1

λiU~vi = ~0.This implies that the vetor ~x =
∑q

i=k+1 λi~vi is in ker U . Sine it already is in ker V , it belongs to
ker U ∩ ker V , hene is a linear ombination of ~v1, . . . ~vk. From this we dedue that the ~v1, . . . , ~vqare linearly dependent, a ontradition.The dimension of K is thus l = dim ker V −dim (ker U∩ker V ). This means in fat that, given
l of the omponents of ~y = F~x, we an ompute the remaining ones by a linear transformation:

(yl+1, . . . , yd)
T = L(y1, . . . yl)

T .From this follows:
Card

{

U~x | V ~x = ~0, ~x ∈ D
}

= Card
{

(U~x)[1..q] | V ~x = ~0, ~x ∈ D
}

.Suppose now that D is suh that the value of eah omponent of ~x is an integer in a segmentof length m. It follows that eah omponent of U~x also is integral and belongs to a segment oflength proportional to m. Hene, the size of H if of the order of ml.Sine dim ker V + rank V = number of column V , we have �nally
Card H is of the order of ml, with l = rank

[

V
U

]

− rank V. (7)4.2.3 Appliation to the Estimation of the Tra� and Footprint SizesLet us onsider �rst formula (6); beause we suppose that the program has stati ontrol, theindex funtion is a�ne:
f(~xS) = F~xS + ~fwhere F is a matrix of dimension ρ(A) × ρ(S) and ~f is a onstant vetor whih an be ignoredfor size omputation. Similarly, let us reall that the hunking funtion is supposed to be of theform:

θS(~xS) = TS~xS + ~tSwhere TS is a matrix of dimension g × ρ(S) and ~tS is a onstant vetor. We hoose as �rstdimension of TS : g = max ρ(S) in order to have hunking funtions of the same dimension, giventhat to add null lines to a matrix does not modify its rank. F an be extrated by analysis ofthe soure ode, while TS is the unknown of the problem.In the ase of footprints, there are two situations, depending on the value of ~c:1. The system of onstraints ~xS ∈ DS , θS(~xS) = ~c is infeasible, and uS,A,f(~c) is empty. Thismeans that S does not belong to hunk ~c, and the size of the orresponding footprint is 0.Deiding whih statement belongs to whih hunk is a problem in program partitioning,and is left for future researh.



96 4. A Model For Evaluating The Memory Traffi2. The above system of onstraints is feasible. The asymptoti size of the orrespondingfootprint is diretly given by the result in formula (7), with TS as V and F as U . The sizeis of the order of O(ml), with l = rank [ TS

F

]

− rank TS .
Card FS,A,f (~c) = O(ml), with l = rank

[

TS

F

]

− rank TS . (8)Consider now the estimation of the tra� as given by (5). In this ase there is no onstrainton ~xS , whih an be represented by saying that V is the null matrix 0. The rank of the nullmatrix is 0. U is learly the blok matrix [ TS

F

]. Hene, we an �nally estimate tra�:
TS,A,f = O(mk), with k = rank

[

TS

F

]

. (9)4.2.4 Evaluation of the Segment LengthOne of the main omponents of the evaluation formula of the tra� and the footprint sizesgenerated by a referene to an array A with the subsript funtion f(~x) = F~x + ~f is thesegment length m. Although we are looking for asymptoti evaluations, the more preise is ourknowledge about the segment value, the better our omparisons between evaluations are. Thesegment length is the number of values that eah omponent of F~x an take. Let ~Fi,• be therow vetor orresponding to the ith row of F , and mi the number of values that ~Fi,•~x an take.The problem of �nding how many values an a�ne expression ~Fi,•~x an take knowing ~x ∈ D isa well known problem. The solution has relevant appliations suh as array size redution. Themost simple way to �nd an estimate is to use the Fourier-Motzkin elimination algorithm (seeappendix A). Using this method we will �nd an overestimate of the range of the possible values.Then if there are holes in the range or a big overestimate, this method may not be su�ientlypreise. In pratie this method gives most of the time very good results. Another way is toompute the exat number of possible values thank to Ehrhart polynomials [32℄ at the prie ofa heavier proessing than by using the Fourier-Motzkin method.Thus we an preise the evaluation formula:
Card FS,A,f (~c) = O





ρ(A)
∏

i=0

mli
i



with li = rank

[

T
Fi,•

]

− rank T

TS,A,f = O





ρ(A)
∏

i=0

mki

i



with ki = rank

[

T
Fi,•

]

.For onveniene reasons in the following we will use formula 8 and 9 instead of the preise onesby using m = MAX
ρ(A)
i=1 mi, exept if stated otherwise.4.3 Correspondene Between Loality and Generated Tra�We may distinguish several types of reuse as de�ned by Wolf and Lam [106℄. When a given refer-ene in a statement generates several aesses to the same memory ell over di�erent instanes of



4.4. Conlusion 97this statement, the referene is said to provide self-temporal reuse. In the same way, if a refereneaesses several memory ells from the same ahe line over di�erent instanes of its enlosingstatement, the referene is said to provide self-spatial reuse. When onsidering several referenesthat generate aesses onto the same memory ell, we say that they exhibit group-temporal reuse.Lastly if several referenes refer to a given ahe line we all this group-spatial reuse. If the reuseatually results in aesses to the onsidered memory ells or bloks diretly from the ahe, wesay that there is loality .Ahieving loality from reuse has diret onsequenes on the memory tra�. We may seeeasily how the di�erent types of loality may interat with our tra� model. Aording to ourevaluation sheme, the overall tra� generated by a program is T =
∑

i niO(mki

i ). Notie thatwe do not stritly respet the asymptoti alulation rules sine we neither eliminate the fators
ni nor onsider only the greatest mki

i . The reasons are, �rst some interesting optimizations mayonly improve the onstant fator and seond, even the optimal transformation may not be ableto improve the referene that generates the heaviest tra�. Our estimation is sensitive to everykind of data loality improvement. By order of interest, improving self-temporal loality mayredue the power ki. Intuitively when the number of dimensions of an array is less than thedepth of its enlosing loop we may at best aess the same memory ell during eah iterationof the innermost loops while at worst we may have to san the whole array before reusing agiven datum. For eah loal array dimension, we redue the memory tra� by a fator mi, thuswe redue the power ki. Improving self-spatial loality may redue the value mi at best by afator equal to the ahe line length sine aessing data of a given ahe line may result in asingle transfer from main memory to the ahe. Lastly, group-loality may hange the value of
ni sine only one transfer would be atually neessary. Hene if group-loality is ahieved for preferenes, ni is redued by a fator of p.4.4 ConlusionEvaluating the memory tra� is a tough hallenge beause of the di�ulty to antiipate the ahebehavior. We presented in this hapter a transformation model alled hunking that allows anevaluation of the tra�, at least in an asymptoti sense. The originality of this model is thatit is inspired by the availability of tools to manage the ahe from the software, even if theyare quite basi (as the i386 instrution WBINVD to �ush the ahe). We showed that ourasymptoti model is preise enough to be sensitive to every kind of data loality improvement.Our evaluations depend on transformation funtions to restruture the input program. Henethey may drive the transformation onstrution in order to ahieve the best possible loality.
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99
Chapter 5Chunking, Algorithms and ExperimentsA wide range of solutions has been proposed to �nd suitable program transformations for im-proving data loality. The standard framework that emerged is to use some unimodular trans-formations [106, 77, 10, 85, 96, 108℄, then to apply tiling [107, 112, 1℄. Another data-entri [66℄approah starts from a memory ell and tries to build the slie that aesses this ell. Depen-denes greatly ompliate the transformation proess. As a result, most of these methods applyonly to loop nests in whih dependenes are non-existent or uniform (dependenes are uniformif they an be expressed using onstant distane vetors) or have a speial form, i.e. fully per-mutable loop nests (a loop nest being fully permutable when every possible loop interhangetransformations are legal). Moreover, previous methods require most of the time severe stru-tural limitations on the input program, i.e. to be a perfet loop nest. To improve this situation,Sass and Mutka proposed a method to transform a program into a perfet loop nest [96℄, wellknown loop skewing or ode sinking are widely used with the same intention [108, 1, 53℄. Butthis transformation is not always possible: omplex data dependenes, multiple loops may forbidit. Lim and Lam showed how to extrat the largest fully permutable innermost loop nest ina arbitrary nested program [80℄. Another limitation of previously mentioned tehniques omesfrom the set of onsidered program transformations sine it is most of the time restrited tounimodular transformations.In this hapter we present a data loality improvement method that an be applied to a widedomain sine it an be used in arbitrary stati ontrol programs. This program lass inludes alarge range of problems whih are disussed in depth in hapter 2. Next, we do not lay downany requirement on dependenes. Lastly, we will be able to �nd arbitrary a�ne transformationfuntions. Our method is not guaranteed to always transform the soure program. In fat, if thesoure program is already optimized, our method should leave it as is. We will show that this isindeed the ase, with the exeption of a few purely syntatial modi�ations.In the previous hapter we de�ned hunking, a program transformation sheme that makespossible an asymptoti evaluation of the tra�. Chunking aims at generating operation setsfrom a stati ontrol program. These sets should be built in suh a way that they bene�t froma lot of data loality and all their aessed data �t in the ahe. Eah set, alled a hunk, has aunique number orresponding to its exeution order. The data set aessed by a given hunk isalled the hunk footprint. The problem is addressed in this way: for eah statement S we haveto �nd a hunking funtion θS assoiating to eah instane of a statement a hunk number. This



100 5. Chunking, Algorithms and Experimentsfuntion is supposed to be a�ne, hene, a hunking funtion an be written:
θS(~xS) = TS~xS + ~tSwhere ~xS is the iteration vetor, TS is the hunking matrix and ~tS a onstant vetor. All the

TS and ~tS are the unknown of the problem. In this model, it is possible to make estimates offootprint sizes and tra� with respet to the hunking funtions. These evaluations depend onthe subsript matries whih an be extrated by analysis of the soure ode and TS whih is theunknown of the problem. Thus we an �nd the onstraints that TS has to satisfy in order thatthe footprints �t in the ahe and the tra� is minimal.Our present purpose is to know how to build, in a totally automati way, a hunk systemfor every stati ontrol program. The onstrution should supply an optimal hunk system. Itwill be the ase when eah memory ell aessed during the program exeution appears in asfew footprints as possible. This ondition is enough to guarantee that we have found the bestpossible hunk system, and to limit the number of hunks. Chunking funtions are alulatedthanks to several sets of onstraints whih are disussed in next setions. In setion 5.1 weexhibit the onstraints that the hunking funtions have to satisfy in order to minimize thetra� by improving self-temporal loality. Setion 5.2 shows how to hoose the funtions in suha way that the transformation is legal for dependenes. Setions 5.3 and 5.4 gives respetivelythe onstraints whih have to be satis�ed by the hunking funtions in order to ahieve group-loality and spatial-loality. Setion 5.5 shows some diretions to extend our framework. Lastly,setion 5.6 presents experimental results, then setion 5.7 onludes.5.1 Self-Temporal Loality ConstraintsThanks to the evaluations, we know whih rank onstraints must be satis�ed by the hunkingmatries to minimize the tra� and to respet the apaity ondition (see hapter 4). In thissetion, we show how to build suh matries, in partiular, we will show that there always existsa solution suh that eah assoiated footprint �ts in the ahe. In setion 5.1.1 we study thesimpli�ed ase of statements with only one referene, in setion 5.1.2 we generalize for arbitrarynumber of referenes.5.1.1 Unique ReferenesIn this setion, we address the problem of �nding hunking matries for programs where eahstatement has a unique referene. A statement has a unique referene if it aesses only one array.This implies there is only one subsript funtion FS per statement S. The goal is to �nd for eahstatement the funtion TS generating least tra� while satisfying the apaity ondition. TSand FS are the only parameters for tra� and footprint size evaluations. Hene, we will searhthe best possible rank onstraint pair 〈rank TS , rank
[

TS

FS

]〉 for eah statement, and build thematrix TS aording to these onstraints. Thus, the basi method is for eah statement :1. �nd the best rank onstraint pair 〈rank TS , rank
[

TS

FS

]〉,2. build a TS matrix with respet to these onstraints.



5.1. Self-Temporal Loality Constraints 101In the following we will desribe both steps. We will show that we an always �nd a onstraintpair satisfying the apaity ondition and that the seond step always sueeds, provided that
rank TS and rank

[

TS

FS

] respet obvious inequalities.To �nd the best rank onstraint pair for a given statement S, we have to evaluate bothtra� and footprint size of eah hunk that would be generated by a transformation ful�llingthese onstraints. We have to ahieve the evaluations for every possible pair. The evaluationoe�ients l and k of expressions (8) and (9) from hapter 4 are not arbitrary; it is easy to hekthat:
{

max
(

rank FS − rank TS , 0
)

≤ l ≤ min
(

ρ(S) − rank TS , rank FS

)

max
(

rank FS , rank TS

)

≤ k ≤ min
(

ρ(S), rank TS + rank FS

)Thus, possibilities are very limited sine both the loop depth and the number of array subsriptsare usually small. Hene the algorithm to �nd the best onstraints is very simple: the prinipleis to san the possible values of rank TS and rank
[

TS

FS

] then to ompute the generated tra�when the apaity ondition is satis�ed then lastly to return the best solution. The algorithm isshown in Figure 5.1. It needs the FS matrix in order to alulate the rank and use the number ofolumns ρ(S). It is also neessary to know the order of magnitude of the ahe size C = O(mα)in order to hek whether the apaity ondition is respeted. For instane, if the refereneaesses a vetor of length m whih does not �t in the ahe, we would look for a solution suhthat C = O(m0). Theorem 5.1 proves this algorithm always �nd a solution, it orresponds tothe trivial hunking where eah hunk has only one operation.Theorem 5.1 Algorithm 5.1 always �nd a solution that ful�lls the apaity ondition.Proof. The hardest onstraint for the apaity ondition is α = 0, and the last hoie tried bythe algorithm will always be the onstraint rank TS = rank
[

TS

FS

]

= ρ(S) that gives l = 0, andwhere the tra� is maximum: T = O(mρ(S)).Let us begin with an example to illustrate the onstrution proess. We will try to improvethe loality of the program presented in hapter 1 to illustrate the limits of the hierarhialmemory systems. This program has only one statement S with one array referene, a(j):do i=1, timesdo j=1, m
S a(j) = a(j) + salarThe subsript matrix of the referene a(i) is F =

[

0 1
], we an ompute rank F = 1 to�nd the optimal onstraint pair 〈rank TS , rank

[

TS

FS

]〉

= 〈1, 1〉 among all possible solutionsheked by the algorithm 5.1 (there is a ross in the tra� evaluation when the footprint size isnot aeptable):
rank T rank

[

TS

FS

] Footprint Tra�0 1 O(m1) ×1 1 O(m0) O(m1)2 O(m1) ×2 2 O(m0) O(m2)



102 5. Chunking, Algorithms and ExperimentsBest onstraint algorithm: �nd the rank onstraints with the best propertiesInput: the subsript matrix FS , the loop depth ρ(S), and the ahe size C = O(mα)Output: the best onstraint pair 〈rank TS , rank
[

TS

FS

]〉1. tra�_power = ∞2. for rank TS from 0 to ρ(S)(a) for rank
[

TS

FS

] from max(rank FS , rank TS) to min(ρ(S), rank TS + rank FS)i. if rank
[

FS

TS

]

− rank TS < α and rank
[

TS

FS

] < tra�_powerA. tra�_power = rank
[

TS

FS

]B. onstraints = 〈rank TS , rank
[

TS

FS

]〉3. return onstraintsFigure 5.1: Algorithm to �nd the best onstraintsOne the optimal onstraint pair is found, it remains to build the matrix T aordingly. Fora statement S with one referene, it is always possible to �nd a matrix TS suh that rank TS = vand rank
[

TS

FS

]

= w. The basi mehanism is to ompose a generating matrix G having thebasis vetors of ker F as olumn vetors, whih we extend to a non singular matrix. Then weompute the inverse of the generating matrix. T is made of v rows of the inverse and ompletedwith null rows if neessary. The proess is formally desribed in the algorithm in �gure 5.2, theorretness is assessed by theorem 5.2.Theorem 5.2 The algorithm 5.2 builds a matrix TS aording to the rank onstraints.Proof. Sine the matrix TS is omposed of v linearly independent rows, the �rst onstraint
rank TS = v is satis�ed. These rows are those of G−1 from ρ(S) − w + 1 to ρ(S) − w + v.Hene, the kernel of TS is generated by the olumn vetors of G from 1 to ρ(S) − w and from
ρ(S) − w + v + 1 to ρ(S). The kernel of [ TS

FS

] is the intersetion of the kernel of TS with thekernel of FS , hene it is generated by the ρ(S) − w �rst olumn vetors of G and the onstraint
rank

[

TS

FS

]

= w is satis�ed. As for the hoie of g (the number of rows of TS), it is lear thatbordering a matrix by null rows does not hange its rank. Sine when reordering the program itis useful to have all hunking funtion of the same dimension, we may take g = max ρ(S)This algorithm an always provide a solution if v and w have ompatible values, i.e. when
ρ(S) ≥ w ≥ v. The algorithm to �nd the best onstraint pairs guarantees that it is always thease, beause it looks for the solutions only in the orret domains.Let us resume the example above. The best onstraint pair is 〈v,w〉 = 〈1, 1〉 The varioussteps of the hunking matrix onstrution are:

• we ompute a basis of ker F : {( 1
0

)};



5.1. Self-Temporal Loality Constraints 103Constrution algorithm: Build a matrix under rank onstraintsInput: the subsript matrix FS and the rank onstraints rank TS = v, rank
[

TS

FS

]

= wOutput: a matrix TS respeting the rank onstraints1. ompute a basis B of ker FS and omplete it to a basis of N
ρ(S)2. let G be the matrix of these vetors (vetors added at step 1 to omplete to a basisof N

ρ(S) are the last olumns)3. ompute G−1, inverse of G possibly multiplying eah line by the respetive ommondenominator to stay with integral oe�ients4. build matrix TS :(a) for i from 1 to v:
ith row of TS = (ρ(S) − w + i)th row of G−1(b) Complete TS with null rowsFigure 5.2: Constrution algorithm

• we omplete the basis of ker F to provide a basis of N
2: {( 1

0

)

,
(

0
1

)};
• G =

[

1 0
0 1

];
• we ompute G′, inverse of G; sine G is the identity matrix, G = G′;
• we build TS from ρ(S) − n = 1 lines of G′ from w + 1 = 2 to ρ(S) + w − v = 2 then untilthe last line (g = 2) by null lines: TS =

[

0 1
0 0

].The matrix TS orresponds to the following hunking funtion θS

(

i
j

)

= j. There is only onestatement and the only operation is ommutative, thus every operation reordering is legal. Thenwe an apply the transformation i.e. a loop interhange to build the target program. Assumingthat the overhead of both FLUSH and INVALIDATE instrutions is null, we an simulate thetransformation and see the performane evolution, a 20% improvement on an i386 mahine withone ahe level of 32KB with n = 50000:FLUSHdo =1, ndo i=1, times
S a() = a() + salarINVALIDATE &a() 0246810

12141618 12.27
Original

14.75
Chunking

. . . . . . . .. . . . . . . . .. . . . . . . . . . . . . . . . . .. . . . . . . . .M�ops.........
(a) target program (b) performane evolution



104 5. Chunking, Algorithms and Experiments5.1.2 Multiple ReferenesIn this setion we study the general ase of statements with multiple referenes. A statement Shas multiple referenes if it aesses various arrays, or several times the same array with di�erentsubsript funtions. Thus the hunking matrix has to be omputed with regard to several on-straints from several referenes. Let rS be the number of referenes in statement S. Our purposeis to �nd for eah statement S the best onstraints 〈rank TS ,
{

rank
[

TS

FS,i

] for 1 ≤ i ≤ rS

}〉,i.e. one rank onstraint for the transformation matrix, and one rank onstraint for eah referene,suh that eah 〈rank TS , rank
[

TS

FS,i

]〉 satis�es the apaity ondition assoiated to the arrayindexed by FSi
, and suh that the global tra� generated for S: TS =

∑rS

i=1 TS,i is minimal.Unlike the unique referene ase, we will see that it is not always possible to build a hunkingmatrix orresponding to a given set of rank onstraints, even if we will see one more time that atleast one solution is always possible. Thus we have to build a list of possible onstraints orderedby dereasing quality. The algorithm to build suh a list needs the subsript matries and theexpressions of the ahe size relatively to the segment length for eah referene. As in the uniquereferene ase, the basi priniple is to san all the possible rank values (sine the value spae isvery small) and to hek if they respet the apaity ondition. Then the possible onstraint setsare sorted by order of inreasing tra�. Figure 5.3 detailed this algorithm. Theorem 5.3 showsthat this algorithm always �nd at least one solution. In the same way as for unique referenes,it orresponds to the trivial hunking where eah hunk has only one operation.Theorem 5.3 The onstraint list produed by algorithm 5.3 has at least one element.Proof. This is the multiple referene version of theorem 5.1: the hardest apaity onditiononstraint is ∀i, αi = 0. For eah FS,i, we have to onsider the onstraint rank
[

TS

FS,i

]

= ρ(S)that always respets the hardest ondition: li = 0. Then the element inluding these onstraints
〈

ρ(S),
{rank [ TS

FSi

]

= ρ(S) for 1 ≤ i ≤ rS

}〉 is always a solution where the tra� is maximum:
T = O(

∑rS

i=1 m
ρ(S)
i ).Let us illustrate the hunking matrix onstrution for multiple referenes with the programused as example for the legal transformation spae omputation in Figure 3.8:do i=1, n

S1 a(i) = ido j=1, m
S2 b(j) = (b(j) + a(i))/2We assume as input hypothesis that n array elements an �t in the ahe, but m annot. Then,the aeptable orders of magnitude for the footprint size are O

(

n1
) and O

(

m0
). Suh a simpleode yet exhibits several di�ulties: non-perfet loop nest, dependenes between di�erent state-ments, parameters and multiple referenes. The �rst statement has a unique referene and thebest hunking funtion an be found by using algorithms desribed in the previous setion (thebest properties orresponds to the onstraint pair 〈1, 1〉 and the hunking matrix is TS1 =

[

1
]).The seond statement has multiple referenes, the �rst to the array b with the subsript matrix

FS2,1 =
[

0 1
], and the seond one to the array a with subsript matrix FS2,2 =

[

1 0
].



5.1. Self-Temporal Loality Constraints 105Best onstraint list algorithm: Build a sorted list of possible onstraintsInput: the subsript matries FS,i, the loop depth ρ(S), and the ahe size expressionswith respet to eah referene C = O(mαi

i ) for 1 ≤ i ≤ rSOutput: the list of possible onstraint pairs1. for eah S statement(a) list of onstraints = ∅(b) for rank TS from 0 to ρ(S)i. Find all sets {rank
[

TS

FS,i

] for 1 ≤ i ≤ rS

} suh that for the array indexedby FS,i, rank
[

TS

FS,i

]

− rank TS < αi then add the new onstraint pair
〈

rank TS ,
{

rank
[

TS

FS,i

] for 1 ≤ i ≤ rS

}〉 in the list() Sort the onstraint pairs in order of inreasing TSFigure 5.3: Best onstraint list algorithmThen we have to sort the possible onstraint pairs (respeting the apaity ondition) by in-reasing tra� order. The following table shows all the tested solutions, the possible sortedonstraints pairs 〈rank TS ,
{

rank
[

TS

FS,1

]

, rank
[

TS

FS,2

]}〉 are 〈1 {1, 1}〉, 〈1 {1, 2}〉, 〈2 {2, 2}〉:
rank TS rank

[

TS

FS,1

]

rank
[

TS

FS,2

] Footprint Tra�0 1 1 O(m1 + n1) ×1 1 1 O(m0 + n0) O(m1 + n1)2 O(m0 + n1) O(m1 + n2)2 1 O(m1 + n0) ×2 O(m1 + n1) ×2 2 2 O(m0 + n0) O(m2 + n2)Next, we have to build a matrix TS that ful�lls the best possible onstraints. It is notpossible to state the existene of a solution diretly from the onstraints. We showed in theunique referene ase that the matrix TS is losely linked to the properties of matries FS,i i.e. tothe basis vetors of their kernels. Hene the onstrution of a matrix TS will be tried onsideringeah possible onstraint pair.The major di�erene between the generalized onstrution algorithm and the unique refereneversion is the onstrution of the set B. Considering rank TS = v and rank
[

TS

FS,i

]

= wi, torespet a given wi, B should inlude a limited number of linearly independent vetors of the basisof ker FS,i. Indeed, to ahieve a solution TS suh that rank TS = v , TS has to be omposed of vlinearly independent vetors. Hene the kernel of TS is generated by ρ(S)−v linearly independentvetors, then B has to enompass at most ρ(S) − v vetors. The priniple of the onstrutionof B is to begin with B = {∅} and to suessively inlude for eah FS,i, ρ(S) − wi vetors ofa basis of ker Fi. The hoie of vetors to be inluded in B is essential. The order in whih



106 5. Chunking, Algorithms and Experimentswe add vetors of ker FS,i is not relevant. But we may have for the same FS,i several hoies ofvetors. Some hoies will lead to exeed the ρ(S) − v vetors limit in B or to make impossiblethe ompliane with a wj , j 6= i. Thus we should bene�t from those in span B∩ker FS,i that havebeen already inluded in B beause this limits the number of vetors in B, without interfereneon a onstraint wj, ∀j 6= i. Then we have to hoose the remaining ones. Sine we an not foreseethe best hoie of (ρ(S) − rank FS,i) − dim (span B ∩ ker FS,i) vetors of ker Fi that remains tobe inluded before having studied every FS,i, the proposed algorithm uses a tree to rememberevery possible set B. The TS onstrution algorithm is formally desribed in Figure 5.4 and itsorretness is addressed in theorem 5.4.Theorem 5.4 Algorithm 5.4 builds matries TS aording to the rank onstraints.Proof. This algorithm guarantees that the set B is omposed of exatly ρ(S) − wi vetors of abasis of ker FS,i for 1 ≤ i ≤ rS . The vetors of B are linearly independent sine for eah FS,i weadd vetors from span B ∩ ker Fi. Finally, B has at most ρ(S) − v vetors. In these onditions,we an refer to the demonstration of the theorem 5.2 for the onstrution of TS in the uniquereferene ase to prove that when suh a set B is found, a orret matrix TS is built.The generalized onstrution algorithm an not always �nd a solution sine it may not exist.However, it will �nd the solution if it exists beause the algorithm study all the possibilities for B(up to a multipliation by a onstant for eah row vetor). Eventually there is always a solutionthat respets the apaity ondition sine the pair 〈0, {mi = 0 for 1 ≤ i ≤ rS}〉 is inevitably inthe list, and the solution: TS = I always exists.Let us resume our example. The �rst onstraint pair to study is 〈1, {1, 1}〉. We have:
• for the matrix FS2,1 =

[

0 1
], span ker FS2,1 =

{(

1
0

)};
• for the matrix FS2,2 =

[

1 0
], span ker FS2,2 =

{(

0
1

)}.Thus dim span ker FS2,1 ∩ span ker FS2,2 = 2 and it is not possible to ahieve both onstraints
w1 = 1 and w2 = 1 sine we annot add a seond vetor in B without violating a onstraint.Hene we have to try with the next pair 〈1, {1, 2}〉, here the omplete tree is easily alulated:

∅ →
{(

1
0

)}

→
{(

1
0

)

,
(

0
1

)}.Then we an refer to the example in setion 5.1.1 to build the TS2 matrix. Eventually, thehunking matries are:
TS1 =

[

1
]

, TS2 =

[

0 1
0 0

]In this example the dependenes are omplex, as shown in setion 3.3. Thus we have to hekthe legality of the hunking:
θS1

(

i
)

=
[

1
] (

i
)

, θS2

(

i
j

)

=

[

0 1
0 0

](

i
j

)We an use the method shown in setion 3.3.3 to test the transformation and see that thehunking is not legal. How to solve this problem is the subjet of the next setion.
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Generalized onstrution algorithm: Build matries under rank onstraintsInput: the subsript matries FS,i, the loop depth ρ(S), and the rank onstraints

rank TS = v, rank
[

TS

FS,i

]

= wi for 1 ≤ i ≤ rSOutput: a set of matries TS respeting the rank onstraints1. tree initialization: root at level 0 and a leaf at level 1 arrying B = {∅}2. for i from 1 to rSfor all the leaves of the tree at level iif dim B + (ρ(S) − wi) − dim (span B ∩ ker Fi) ≤ (ρ(S) − v)(a) �nd the q ombinations of (ρ(S)−wi)−dim (span B∩ker Fi) vetors of a basisof ker Fi suh that for every ombinations C we have:
• dim (span B ∩ span C) = 0

• ∀j, j 6= i,dim B +dim C +dim ker Fj −dim ((span B∪ span C)∩ker Fj) ≤
(ρ(S) − wj)(b) transform the urrent leaf in a node with q leaves at level i + 1, eah leaf beinglabelled with a new set B builded with one ombination:

B = {B, ombination}3. set of matries = ∅4. for eah leaves at level rS(a) omplete B to a basis of N
ρ(S)(b) let G be the matrix of these vetors (vetors added at step 1 to omplete to abasis of N

ρ(S) are the last olumns)() ompute G−1, inverse of G possibly multiplying eah line by the respetiveommon denominator to stay with integral oe�ients(d) build matrix TS :i. for i from 1 to v:
ith row of TS = (dim B + i)th row of G−1ii. Complete TS with null rows(e) add TS to the set of matriesFigure 5.4: Generalized onstrution algorithm



108 5. Chunking, Algorithms and Experiments5.2 Building Legal TransformationsAs a program restruturing sheme, hunking transformation modi�es the operation exeutionorder. Thus the existene of a good solution highly depends on data dependenes. To bypassthe dependene problem, most of the existing methods apply only to perfet loop nests in whihdependenes are non-existent or have a speial form (fully permutable loop nests) [108℄. Toenlarge their appliation domain some preproessing, e.g. loop skewing or ode sinking, mayenable them [108, 1, 53℄. More ambitious tehniques do not lay down any requirement ondependenes, but are limited to propose solution andidates having some loality properties thento hek them for legality [66, 17℄. If the andidate is proven to violate dependenes, thenanother andidate having less interesting properties is studied. In this setion, we present amethod that goes beyond heking by adjusting an optimizing transformation for dependenesatisfation, without modifying its loality properties. This tehnique an be used to orret atransformation andidate as well as to replae preproessing. While designed at �rst for hunkingpurpose, this method an be adapted to most of the existing program transformation frameworksfor data loality optimization.This setion is organized as follows. In setion 5.2.1 we reall the properties of transformationsfor loality. Setion 5.2.2 shows how it is possible to orret a transformation for legality.5.2.1 Properties of Data Loality TransformationsProgram transformations for loality aim at bringing the proessing of some memory ells loser.The general framework using a�ne shedules is to �nd partial transformation funtions (onlythe �rst few dimensions of the funtions are de�ned) suh that the partial exeution dates of theoperations referring to a given datum are the same. In this way, the operations have neighboringshedules and the datum may stay in the ahe during the time intervals between the aesses.The framework ends by applying a ompletion proedure to ahieve an invertible transformationfuntion [108, 78, 55℄.Let us onsider self-temporal loality and a transformation andidate before ompletion
θSc(~xS) = TSc~xS + ~tSc. This funtion has the property that, modi�ed in the following way:

θS(~xS) = CSTSc~xS + ~tS , (1)where CS is an invertible matrix and ~tS is a onstant vetor, the loality properties are leftunmodi�ed for eah time step. Intuitively, if θSc gives the same exeution date for ~x1 and ~x2,then the transformed funtion θS does it as well. In the same way if the dates are di�erent with
θSc, then the transformed funtion θS returns di�erent dates. But while the values of CS and ~tSdo not hange the self-temporal loality properties (basially, this transformation do not hangethe rank properties of TSc), they an hange the legality of the transformation.Transformation expressions similar to (1) and having the same type of degrees of freedoman be used to ahieve every type of loality (self or group - temporal or spatial) [106, 17℄.The hallenge is, onsidering the andidate transformation matries TSc, to �nd the orretedmatries CSTSc and the onstant vetors ~tS in order for the transformation system to be legalfor dependenes.



5.2. Building Legal Transformations 1095.2.2 Finding Legal TransformationsOptimizing ompilers typially deouple the properties that the transformation funtions haveto satisfy to ahieve optimization and legality. The basi framework is �rst to �nd the besttransformations (e.g. for data loality improvement, whih referenes arry the most reuse andneessitate new aess patterns, whih rank onstraints should be respeted by the orrespondingtransformation funtions, et.), then to hek whether a transformation andidate is legal or not.If not, build and try another andidate, and so on. The major advantage of suh a frameworkis to fous �rstly on the most interesting properties, and the main drawbak is to forsake theseproperties if a legal transformation is not diretly found after a simple hek of a andidatesolution. We saw in setion 5.2.1 that there exists an in�nity of transformation funtions havingthe same properties as a andidate transformation (see formula 1). Thus, it is not possible tohek all these transformations to �nd a legal one. In this setion we study another way: weshow how to �nd, when possible, the unknown omponents CSTSc and ~tS of formula 1 in orderto orret the transformations for legality.This problem an be solved in an iterative way, eah dimension being onsidered as a stand-alone transformation. Eah row of CSTSc is a linear ombination of the rows of TSc. Thus, theunknown in the ith algorithm iteration are, for eah statement, the linear ombination oe�ientsbuilding the ith row of CSTSc from TSc and the onstant fator of the orresponding ~tS entry. Theonstraints on both onstant fators and linear ombination oe�ient are a�ne. Hene we an�nd a legal solution by solving these onstraints and the legal transformation spae onstraints(see setion 3.3.2) using any linear algebra tool. After eah iteration, we have to update thedependene graph and to ompute the new legal transformation spae beause there is no needto onsider the dependenes already satis�ed. Thus, to �nd a solution is easier as the algorithmiterates. The algorithm is shown in �gure 5.5. The orretness of the algorithm omes fromtwo properties: (1) the target transformations are legal, (2) the CS matries are invertible. Thelegality is ahieved beause eah transformation part is hosen in the legal transformation spae(see setion 3.3.2) (step 1a). The seond property follows from the updating poliy (step 1()iv):at start the CS matries are identities. During eah iteration, we exhange their rows, multiplysome rows by non null onstants (as guaranteed by step 1b) and add to these rows a linearombination of the other rows. Eah of these transformations does not modify the invertibilityproperty.Let us illustrate how the algorithm works using the example in �gure 5.6. Suppose thatan optimizing ompiler would like to exploit the data reuse generated by the referenes to thearray A of the program in �gure 5.6(a) and that it suggests the transformation andidates in�gure 5.6(b). As shown by the graph desribing the resulting operation exeution order, whereeah arrow represents a dependene relation and eah bakward arrow is a dependene violation,the transformation system is not legal. The orretion algorithm modi�es suessively eahtransformation dimension. Eah stand-alone transformation splits up the operations into setssuh that there are no bakward arrows between sets. The algorithm stops when there are nomore bakward arrows or when every dimension has been orreted. Then any polyhedral odegenerator (see part III), an generate the target ode. Choosing transformation oe�ients assmall as possible (step 1()i) is a heuristi helping ode generators to avoid ontrol overhead.Let us resume the example began in setion 5.1.2. We heked hunking funtion andidateand stated that they were not legal. However, applying our orretion algorithm leads to the



110 5. Chunking, Algorithms and ExperimentsCorretion Algorithm: Adjust a transformation system to respet dependenesInput: a dependene graph DG, the transformation andidates θSc(~xS) = TSc~xSOutput: the legal transformations θS(~xS) = CSTSc~xS + ~tS1. for dimension i = 1 to maximum dimension of TSc(a) build the legal transformation spae with:
• for eah edge in DG, the onstraints of formula (6) in hapter 3 for the ithrow of TRc and TSc

• the onstraints equating the ith row entries of eah CSTSc with a linearombination of TSc entries whose oe�ients are unknown(b) for eah statement, remove from the solution spae the trivial solution where
∀j ≥ i the linear ombination oe�ient of the jth row of TSc is null() if the solution spae is empty, return ∅, elsei. pik the solution giving for eah statement the minimum values for theentries of the ith row of CSTSc and the ith element of ~tSii. update DG: for eah edge in DG, add to the dependene polyhedron theonstraint equating the ith dimension of CSTSc~xS +~tS of the statements la-belling the soure and destination verties (this may empty the polyhedronfor integral solutions)iii. if every dependene polyhedra in DG are empty, goto 2iv. for eah statement, update the andidate transformation TSc:

• replae a row suh that the orresponding linear ombination oe�ientis not null with the ith row
• replae the ith row with the ith row of CSTSc2. return the transformation funtions θS(~xS) = CSTSc~xS + ~tSFigure 5.5: Algorithm to orret the transformation funtionsfollowing orreted transformation funtions:

θS1 ( i ) = [ 1 ] ( i ) + ( 0 ) = ( i ) ; θS2

(

i
j

)

=
[

0 1
0 0

] (

i
j

)

+
(

n
0

)

=
(

j + n
0

)These funtions lead to the following target ode (the method for generation the target ode willbe desribed in part III): do =1, n
S1 a() = do =n+1, n+mdo i=1, n
S2 b(-n) = (b(-n) + a(i))/2



5.2. Building Legal Transformations 111do i=1, ndo j = 1, ndo k = 1, n
S1 A(j,k) = A(j,k) + B(i,j,k) / A(j,k-1)
S2  = A(n,n) + 1(a) Original program
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S2  = A(n,n) + 1(e) Target programFigure 5.6: Iterative transformation orretion priniple (n = 2 for graphs)



112 5. Chunking, Algorithms and Experiments5.3 Group-Reuse ConstraintsThere is group-reuse when two statements, S1 and S2, aess the same array A through subsriptmatries F1 and F2 (for the sake of readability, we will use homogeneous oordinates1 in thissetion). There is reuse if there exist two iteration vetors ~x1 and ~x2 suh that F2~x2 = F1~x1,and this reuse is exploited if these two operations are in the same hunk:
∀~x1∀~x2, F2~x2 − F1~x1 = ~0 ⇒ T2~x2 − T1~x1 = ~0. (2)Observe that this onstraint has the same shape as a dependene onstraint, and that we do notrequire that S1 and S2 belong to the same loop nest. If F2~x2 = F1~x1, then S1(~x1) and S2(~x2)are in dependene. This dependene may be a read-read dependene, whih may not be takeninto aount in other irumstanes, but whih exists nevertheless. As to the right-hand side of(2), it is similar but more restritive than the right-hand side of the dependene relation:

∀S1, S2 ∈ OP , S1(~x1)δP S2(~x2) ⇒ θS1(~x) ≤ θS2(~x2).As a onsequene, we an give a more preise result:Theorem 5.5 (2) is true i� [T2 , −T1

]

= N
[

F2 , −F1

] where N is a matrix of full row rank.Proof. Let ~x be the onatenation of vetors ~x1 and ~x2. Formula (2) an be written
∀~x,
[

F2 , −F1

]

~x = ~0 ⇒
[

T2 , −T1

]

~x = ~0.

[

F2 , −F1

]

~x = ~0 and [T2 , −T1

]

~x = ~0 desribe two sets where one point belonging to the �rstone neessarily belongs to the seond one too. Therefore the �rst one is a subset of the seondone. So it an be written as the seond one with b additional onstraints:
[

F2 , −F1

]

~x = ~0 ⇔

{ [

T2 , −T1

]

~x = ~0

Q~x = ~0then [ T2 , −T1

Q

]

= M
[

F2 , −F1

] with M a matrix suh that det M 6= 0 (the system isnot modi�ed by linear transformations). Let us write M as [ N
N ′

] where N ′ is the matrixmade with the b last lines of M . Now we have [ T2 , −T1

Q

]

=

[

N
N ′

]

[

F2 , −F1

] and �nally
[

T2 , −T1

]

= N
[

F2 , −F1

].The unknowns are the entries of N , whih de�ne the linear transformations to apply to
[

F2 , −F1

] in suh a way that the hunking funtions respet the dependenes. This is learlythe same problem as the orretion for dependenes in setion 5.2. We solve them at the sametime, by adding the neessary onstraints (a set of onstraints by pairs of referenes in whihgroup-reuse is deteted) to the initial problem. This theory, whih does not assume that group-reuse is assoiated to onstant dependenes, an even be used for �self-group-reuse�, when the1This means that the expression onstant parts are inluded in subsript and hunking matries thanks to anew row per oe�ient (one row for eah global parameter and another one for the salar), and that the iterationvetors are extended aordingly (an entry for eah global parameter and a 1 for the salar).



5.4. Spatial-Reuse Constraints 113do i=1, ndo j=5, n-10
S1 C(i,j) = A(i,j-5)
S2 D(i,j) = A(j+10,i) Zone accessed by S1 

Zone accessed by S2 .

n15

n

n-15

1

1(a) sample ode (b) Aessed zones of AFigure 5.7: Example of group reusetwo aesses to A are in the same statement. Here, we dedue from (2) that the linear subspae
G = {~x2−~x1|F1~x1−F2~x2 = ~0} is inluded in the kernel of T = T1 = T2. It is easy to �nd a basisfor G by gaussian elimination tehniques. The resulting vetors an be taken into aount whenbuilding the hunking matries. Improving group-loality do not hange the order of magnitudeof the tra�. It an divide the tra� generated by n referenes by a fator of n.For instane, let us onsider the soure ode in �gure 5.7(a). All ontrol entri methods willestimate that there is no self reuse and no exploitable group-reuse. The reason is that they failto onsider non uniformly generated referenes (uniformly generated referenes are suh as theirsubsript funtions di�er in at most the onstant term [49℄). In fat there is good reuse betweenthe two statements for a part of the array A as shown by the �gure 5.7(b). In this example, thereis no dependene, then we an use the trivial solution of [T2 , −T1

]

= N
[

F2 , −F1

], that is
T1 = F1 and T2 = F2. The omputed hunking funtions are:

θS1

(

i
j

)

=

(

i
j − 5

)

; θS2

(

i
j

)

=

(

j + 10
i

)

.This transformation leads to the target ode below. The group-loality is now maximal: in theshared zone of A, the two statements aess the same memory ell during the same iteration.do 1=1, 14do 2=0, n-15
S1 C(1,2+5) = A(1,2)do 1=15, n
S1 C(1,5) = A(1,0)do 2=1, n-15
S1 C(1,2+5) = A(1,2)
S2 D(2,1-10) = A(1,2)do 2=n-14, n
S2 D(2,1-10) = A(1,2)5.4 Spatial-Reuse ConstraintsThere is spatial reuse for a referene if it aesses data in the same ahe line during di�erentiterations. As for group loality, improving spatial loality does not hange the order of magni-



114 5. Chunking, Algorithms and Experimentstude of the tra�. It an divide the tra� generated by a referene by a fator of d, where d isthe ahe line length in words. Spatial loality is ahieved if the operations aessing the sameahe line are in the same hunk. Let us onsider a referene to an array A with the subsriptfuntion F . Let i be the number of the major dimension of A, i.e. the dimension with data linesordered suessively in memory. i is programming language dependent. For instane, i is 1 forC and ρ(A) for FORTRAN. Then spatial loality is ahieved for A if the operations aessingthe memory ells of the major dimension are in the same hunk. In other words, spatial loalityis ahieved if Fi,• ∈ ker T .This onstraint is added in the T onstrution algorithm seen in setion 5.1 by asking for amore aurate hoie of vetors to be inluded in the matrix G. If the new onstraint preventsthe onstrution of T , we an try with another line of the subsript funtion and suggest theorresponding data layout transformation. This result an be ompared with the Kandemiret al. method [61℄, where both loop and data transformations are used to improve spatialloality. Chunking does not require a non-singular transformation matrix, but it an ahievespatial loality only for a given loop level. However, in pratie results are often alike.5.5 Dealing With Large ArraysIn previous setions, the number of dimensions for eah hunking funtion was bounded by ρ(S)for eah statement S. This onstraint is the same for every statement-wise sheduling-basedtransformation frameworks that do not modify the original iteration domains exept by usingsheduling funtions. In pratie this may lead to the trivial result where eah hunk has onlyone instane of a given statement, and where the tra� is maximum. To avoid this situation,we will propose some extensions to our framework that result in adding new dimensions to bothtransformation funtions and input iteration domains.A trivial solution to the hunking problem may be obtained even if data dependenes allowevery kind of transformations, in partiular when some apaity onditions are ontraditory.To remove some apaity onstraints is possible. For instane we may not onsider those fromreferenes that generate no self-temporal data reuse (this may be heked easily by verifying thatthe kernel of the orresponding subsript funtion is the null vetor ~0). This makes sense in thesrath pad memory ase sine no memory ells from these arrays should be onsidered to beplaed in the SPM. In the lassial ahe memory ase this property is not that lear sine in anysituation these referenes will pollute the data ahe. However if the replaement poliy is LRUthen pollution e�ets are limited sine in the hunking strategy there should not be apaitymisses when onsidering a given ahe size. Thus beause of the data reuse of some referenes,the ahe bloks that will be hosen for evition will be most of the time those from refereneswithout data reuse. Hene we should onsider them neither as a part of the hunk footprints norto build the onstraint system.For instane let us onsider the ode in Figure 5.8 that omputes traes of a matrix Aaording to a given weight for eah olumn. If n is greater than the ahe size then the refereneto the array A will lead to the trivial solution aording to the method presented in previoussetions. Nevertheless we may remove it from the footprint alulation sine it does not generatereuse. Even with suh simpli�ation, the apaity onditions of the two remaining referenes arenot ompatible i.e. they lead together to the trivial solution but not separately. The aording



5.5. Dealing With Large Arrays 115do i=1, ndo j=1, n
S trae(i+j) = trae(i+j) + w(j)*A(i,j)Figure 5.8: Trae alulation kernel, an example of non-ompatible onstraintsfootprint sizes and generated tra� are:
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.If n is too big, we should have Card F = O(3n0) and the only solution is T =
»

1 0
0 1

–, i.e. thetrivial one that generates the worst tra� T = O(3n2).We propose in this setion two solutions to improve the tra� in the hallenging ase of non-ompatible apaity onstraints. Setion 5.5.1 presents the �rst one that suggests to eliminatesome embarrassing apaity onditions by dereasing the segment length. Setion 5.5.2 showshow it is possible, starting from a trivial or a bad solution for a partiular statement, to improvethe tra� afterward.5.5.1 Capaity Constraint EliminationIn spite of the expressivity power of sheduling funtions, they do not o�er su�ient �exibility inmany ases. Our transformation framework asks for onstruting hunks aording to the size ofthe aessed data set. It may not be possible to provide solutions generating satisfying footprintsizes by using the transformation method presented in setion 5.2. Let us illustrate this need for�exibility by onsidering the following ode2 and iteration domain:do i=0, n
S a(i) = 0 DS :
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• T is the null matrix: there is only one operation set ontaining all the operations of theoriginal program. This is not a solution when all data annot �t in the ahe together.
• T is not the null matrix: there are n operation sets ontaining only one operation from theoriginal program. This is always a possible solution.2Obviously suh program should not be onsidered for hunking sine it exhibits no self-temporal reuse andspatial loality is yet exploited, it is onsidered here for example reasons.



116 5. Chunking, Algorithms and ExperimentsThis hoie an be too limited to �nd an interesting solution. Even in this simple ase, if n istoo large, applying stritly the hunking transformation inluding the ahe �ush between eahhunk would generate a high �ushing overhead and would not allow to bene�t for spatial loality.Hene, a basi idea is to split the data spae aessed by a given loop. For the preeding examplethis boils down to strip-mine the loop and to add the resulting new dimension to the iterationvetor. The orresponding ode and iteration domain would be:do ii=0, floor(n/b)do i=b*ii+1, min(b*ii+b,n)
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+~t, then there is some new intermediate possibilities:
• The olumn of T orresponding to the new dimension ii is not null while the other one isnull: there are n/b operation sets ontaining b operations. This solution is always possibleif b is arefully hosen.
• The olumn of T orresponding to the new dimension ii is null while the other one is notnull: there are b operation sets ontaining n/b operations. This solution depends on thevalue of the parameter n.
• Both olumns of T are non null, and rank T = 1: the number of hunks and operationsinside eah hunks depends on the entries of T . We an trivially estimate the upper boundof operations inside eah hunk to min(n/b,b) (i.e. the maximum number of pairs < ii, i >that give the same result for the a�ne expression ii + i). This solution is always possibleif b is arefully hosen.
• Both olumns of T are non null, and rank T = 2: this orresponds to the trivial solution,with n hunks and eah of them inludes one operation.Both the �rst and the third ases provide solutions whose apaity onstraints only depend onthe value b. By hoosing it smaller than the ahe size, we an ensure that these solutions arepossible.We an derive from this example a general method to ahieve �exibility in three steps. The�rst one is to hoose the apaity onstraints to remove. Using a preise evaluation of the segmentlength (see setion 4.2.4) may give useful informations about whih referenes provide the mostreuse. This allows to sort them aording to their reuse volume in order to onsider only the mainopportunities to improve data loality and to remove the onstraints from other referenes leadingto a trivial or a bad solution. Another riterion is to regroup as many equivalent onstraints aspossible to onsider for improving or to onsider for removing. Hene the proessing is easiersine to treat one onstraint may a�et many referenes at a same time. For instane let usonsider the input ode in Figure 5.8, we will not take into aount the referene to the array A.The two others referenes generate non-ompatible onstraints. They provide appreiably the3There are at present no solutions to handle the fully-parametri ase (where b is any integral parameter) inthe whole framework and in partiular in the ode generation step. Ongoing works are addressing this issue [56℄.



5.5. Dealing With Large Arrays 117same amount of reuse, we hoose to remove the onstraints generated by w sine the proessingfor the seond step is easier.The seond step is to split the hallenging data spaes in order to be able to remove theirrespetive apaity onstraints. The basi idea for eah ase is to build a loop that sans thewhole data spae of the onsidered referene dimension and to strip-mine it. When the arraydimension has not a oupled subsript (the subsript funtion for this dimension depends at moston one outer loop ounter e.g. the referene to b in Figure 5.8), we only have to strip-mine theloop orresponding to the iterator in the subsript funtion. This transformation is always legal.When the subsript is oupled (as the referene to trace in Figure 5.8) we have to build the loopthat sans eah values of the subsript funtion (basially by applying a skewing for the oupledase that may be easily omputed: the hunking funtion is equal to the subsript funtion upto a onstant fator, and heked for legality by using our methods presented in hapter 5) andstrip-mine this loop. Then we an add to the hunking matrix a olumn and a row orrespondingto the new dimension. For instane let us onsider the input ode in Figure 5.8 where we wantto remove the apaity onstraint generated by w. We need to strip-mine the loop j aordingto the subsript funtion of w. In our model this only imply modifying its iteration domain byadding a new olumn orresponding to the new loop and the assoiated onstraints:do i=1, ndo jj=1, floor(n/b)do j=max(b*jj,1), min(b*jj+b-1,n)
S trae(i+j) = trae(i+j) + w(j) D
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≥ ~0To ensure that eah hunk will inlude only one part of the split data spae, we add the on-straint to the transformation funtion onstrution proess that the new olumn of the hunkingfuntion an not be null (this is inluded in the orretion algorithm 5.5 by adding the onstraintthat the oe�ient of the new dimension iterator is not null at eah step of the algorithm: ifthere is no solution we try without the onstraint and we delay it to the next dimension until ithas been satis�ed, if there is no solution we return ∅). Beause of this onstraint on the transfor-mation funtion we know that the number of aessed data for the onsidered array dimension isat most the size of eah resulting blok, b. Thus we an write the new evaluation of the footprintsizes for our example:
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If b is arefully hosen, the seond part of the evaluation does not matter. Then we an optimizeusing the lassial hunking mehanism with the additional onstraint on T .The third part is then to apply the hunking transformation method as presented in previoussetions. In our example only a referene is still hallenging and ask for rank onstraints on T .The omputed solution is θ
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118 5. Chunking, Algorithms and Experimentsdo 1=0, floor(n/d)do 2=max(b*1+1,2), min(b*1+n+b-1,2*n)do i=max(-b*1+2-b+1,2-n,1), min(-b*1+2,n,2-1)j = 2 - i
S trae(i+j) = trae(i+j) + w(j)To onlude the example, we measured the ahe misses generated by the two ode versions andwe shows the results in Figure 5.9. The target omputer had a 64KB L1 data ahe and a 256KBL2 uni�ed ahe, the hosen value for b was 100. We an see that one the two arrays no more �tin the ahe together (at n = 8K for L1 and n = 32K for L2), the hunked ode ahieves betterresults. Unfortunately beause of the high ontrol overhead, we ahieved a limited speedup of9% when n = 16K but of 75% when n = 64K sine L2 ahe misses are more ostly.
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Figure 5.9: Cahe misses of original and hunked odes of Figure 5.8 example (without A)5.5.2 Chunk FusionOne the hunking funtions have been onstruted, it is still possible to post-proess the trans-formation in order to ahieve more �exibility and to redue the tra�. If too many onstraintshave to be taken into aount, the hunking proess may produe extremely small operation setswith very small footprints. In this ase it may be interesting to take advantage of inter-hunkloality i.e. when di�erent hunks aess similar memory loations by merging some of them.Merging hunks is possible as long as both dependenes and apaity onstraints are satis�ed. Atrivial partiular ase is that it is always legal to merge onseutive hunks with a diret bene�ton the tra� if the aessed data overlap (but the apaity ondition has still to be satis�ed).Let us onsider a referene that generates some reuse. Merging b hunks that aess the samememory ells of the orresponding array will divide the tra� generated by the referene by afator of b. The footprint size generated by this referene is not modi�ed sine no additionalmemory ells are aessed inside eah hunk. On the opposite, the footprint size of the referenesthat do not bene�t from the same inter-hunk reuse are multiplied by a fator of b.The basi priniple of hunk fusion is to reorder the hunks in suh a way that onseutive



5.6. Experimental Results 119hunks aess the same data for a given referene. Then we may merge them by applying arational transformation as desribed in setion 3.2.2 where the division oe�ient is b. Findingthe transformation that reorders the hunks aording to a referene may be ahieved easily byusing our methods presented in the previous setions. For instane let us onsider the ode inFigure 5.8 without the referene to A. If n is too large and we do not use the method presentedin setion 5.5.1, the hunking proess will ahieve the trivial result:do 1=1, ndo 2=1, n
S trae(1+2) = trae(1+2) + w(2)The orresponding generated footprint size is Card F = O(3n0) and the tra� evaluation is

T = O(3n2). We may redue the generated tra� by merging b hunks that aess the samememory ells of w, i.e. merging hunks perpendiularly to a reuse vetor of the onsideredreferene w. In this example, the dimension c2 is perpendiular to the reuse vetor of w, thenwe merge several loops c2 in the same hunk by applying the transformation c1/b. The result is:do 1=1, floor(n/b)do 2=1, ndo i=max(b*1,1), min(b*1+b-1,n)
S trae(i+2) = trae(i+2) + w(2)The generated footprint size is now Card F = O(2n0 ∗ b+n0) and the generated tra� has beendereased to T = O(2n2 + (n2)/b).Both methods presented in this setion add dimensions to the input problem and allow toahieve tiling-like transformations [107℄, with the strength that we bene�t from our orretion al-gorithm in Figure 5.5 to �nd automatially some useful preproessing to make the tiling possible.The weakness is that we do not onsider the order between the tiles for loality while it is usuallytaken into aount for tiling. Nevertheless this is a onsideration for lassial ahe memories,sine in the srath pad ase, taking advantage of data previously stored then evited has nosense. These methods allow to handle strong apaity onditions in our framework. To ensureto propose the best transformation, we may ompute the hunking transformation and generatethe target ode for every possible onditions and swith on the best solution at exeution timewhen the parameters are known.5.6 Experimental ResultsWe are implementing the hunking approah in WRAP-IT 4 [16℄, our polyhedral framework inOpen64/ORC. This implementation is still not omplete and we used our separate soure-to-soure optimizing tool hunky5 [13, 18, 17℄. This prototype implements at present the hunkingfuntion alulation to the ode generation in C; the dependene alulation and appliation ofFarkas lemma still use a Maple implementation. The dependene orretion and ode generation4WRAP-IT is freely available under GNU publi liense at http://www.lri.fr/∼girbal/site_wrapit5Parts of Chunky are freely available under GNU publi liense at http://www.prism.uvsq.fr/∼edb



120 5. Chunking, Algorithms and Experimentsmake an intensive use of polyhedral operations implemented by PolyLib6 [105℄ and PipLib7 [42,47℄. This prototype already allows us to test various non-trivial problems.Experiments were onduted on a PC workstation with a Pentium III proessor running at1GHz. This proessor omes with two ahe levels: a split �rst level (L1) for instrutions anddata of 16KB eah and an uni�ed seond level (L2) of 256KB. L1 is a 4-way set assoiative ahewith a miss penalty of 3 yles. L2 is an 8-way set assoiative ahe with a miss penalty of 44yles. Both ahe levels are non-bloking and have a line size of 32 bytes. To make the bestevaluations, we hoose to use the hardware ounters of the Pentium III to ompare the numberof ahe misses and the overall number of CPU yles for eah alulation. The ompiler optionwas O3 for the original programs, but O1 for the transformed programs in order to prevent anyompiler optimization that an disturb hunking. Furthermore we have seleted by hand thedata layout that gives the best results for the input problems.Figure 5.10 summarizes some results on several omputational kernels from various soures.The �rst olumn of the array gives the problem name, the seond one shows whih type of on-straints have been useful for improving loality in the orresponding program (ST: self-temporalloality onstraints, see setion 5.1, SS: self-spatial, see setion 5.4, G: group, see setion 5.3).The three remaining olumns give the problem size desription and the observed results on thetarget arhiteture. Eah problem have been tested for two array sizes, one where the aesseddata set of the problem annot �t in the �rst ahe level but �ts in the seond ahe level andanother where the data set annot �t either in the L1 ahe or in the L2 ahe. For eah asewe measured both the ahe misse redution and the overall performane improvement of thetransformed program with respet to the original one. The apaity onstraints were set in suha way that for eah array aessed in the input program at least one dimension an �t in theahe, in order to avoid to ahieve systematially a trivial transformation. Methods disussed insetion 5.5 an then be used to handle stronger onstraints.The �rst four rows of Figure 5.10 present the results ahieved with our running exampleand several well known kernels. For eah of these problems, the orretion algorithm had tomodify the suggested transformations for dependenes in order to propose the best possible dataloality properties. Input odes, hunking funtions, target ode and ahe miss measurementsare detailed in Figures 5.11 and 5.12. For the running example, the ratio m/n was set to 64in order to better show the impat of our method. For this example, Figure 5.11(a)(4) showsthe evolutions of the number of ahe misses observed with hardware ounters for the originaland target versions, aording to the value of the parameter m. The number of ahe missessharply grows when the array b beomes larger than a ahe level in the original program. Thehunked program has a better behavior: the miss growth omes later, when the input hypothesisare no longer satis�ed, i.e. when the array a annot �t in the ahe. We have observed thesame phenomenon on most of the programs with good data reuse we have tested. This isshown in Figures 5.11(b), 5.12() and 5.12(d) for the three others kernels, LU deomposition,Cholesky fatorization and Gauss-Jordan elimination. When apaity onditions used to buildthe hunking funtions are no longer respeted, we have to build new funtions aordingly.As for the running example, hunking an redue the number of ahe misses of other ker-nels by more than one order of magnitude. This ahe miss redution an imply a signi�antperformane improvement. The speedup is better with big problems. Sine the miss penalty for6PolyLib is freely available under GNU publi liense at http://ips.u-strasbg.fr/PolyLib7PIP/PipLib is freely available under GNU publi liense at http://www.prism.uvsq.fr/∼edb



5.6. Experimental Results 121problem optimization array size (words) missdown (%) speedup (%)running example ST 16K 99.1 (L1) 71M 99.9 (L2) 427LU deomposition ST+SS 80 ∗ 80 79.3 (L1) 2
256 ∗ 256 84.1 (L2) 43Cholesky fatorization ST+SS 80 ∗ 80 70.3 (L1) 2
256 ∗ 256 85.5 (L2) 46Gauss-Jordan ST 80 ∗ 80 70.2 (L1) -13
256 ∗ 256 93.1 (L2) 26Matvet transpose G 80 ∗ 80 59.6 (L1) 6
256 ∗ 256 96.3 (L2) 28Matrix multiply SS 80 ∗ 80 62.4 (L1) 5
256 ∗ 256 76.0 (L2) 9Redution fatorization ST+G 8K 50.1 (L1) 21512K 51.0 (L2) 31Swim SS 80 ∗ 80 0.4 (L1) 24
256 ∗ 256 49.8 (L2) 44Oean ST+G 80 ∗ 80 52.0 (L1) 33
256 ∗ 256 93.2 (L2) 42Hydro fragment ST 6K 99.9 (L1) 73300K 99.9 (L2) 99Equation of state fragment ST 4K 92.6 (L1) 86256K 99.0 (L2) 94First di�erene ST 8K 99.9 (L1) 14512K 98.9 (L2) 88Plankian distribution ST 4K 99.9 (L1) 164K 99.9 (L2) 3Figure 5.10: Experimental Resultsan L2 miss is of the order of 10 times an L1 miss, these results are not surprising. The situationof Gauss-Jordan for 80 ∗ 80 arrays shows how it is neessary to avoid ontrol overhead. In this(rare) ase, despite the attention given to ode generation (see part III) and a signi�ant ahemiss redution, our method fails to improve performane on small problems (beause of a theneed to ompute a minimum deeply inside a loop: see Figure 5.12(d)(3)). The point of view isquite di�erent when the ritial resoure is energy, like in embedded systems. Cathoor et al. [29℄show that data movements in the hierarhy is one of the main ause of energy onsumption. Inthis ase, a ahe miss redution is always a bene�t.The next four rows depit the results on others kernels, Matvet transpose is a double matrix-vetor multiply where the matrix in the seond alulation is the transposition of the matrix inthe �rst one. It shows how our method an improve group loality even in the ase of non-uniformly generated referenes. Matrix multiply shows that our evaluation method it able to�nd the best loop order and to improve this omputational kernel only with loop transformation(i.e. without tiling), as also demonstrated by M Kinley et al. [85℄. Redution fatorization is akernel from [83℄, Swim and Oean have been extrated from the SPEC2000fp and PerfetClubbenhmark suites respetively. Our Swim kernel has been extrated after onverting the originalFORTRAN program to C, our transformation solved the spatial loality loss due to the datalayout modi�ation. The remaining four kernels are from Livermore Loops and are very simple



122 5. Chunking, Algorithms and Experimentsodes we used to hek our tool. Overall, the prototype showed how it is possible to improve lo-ality and to ahieve better performane in many di�erent situations thanks to hunking oupledwith a ode generation sheme that avoids ontrol overhead as far as possible.While some parts of our method have high theoretial omplexity in the worst ase (odegenerator and parametrized linear programming solver have exponential worst ase omplexities),the prototype o�ers good performane for our kernels. The reason is that the main parameters areloop nest depths and array dimension whih are usually small. To give an idea, the hunking ofa Cholesky fatorization with 7 statements, a maximal loop nest depth of 3 and a maximal arraydimension number of 2 requires about 20 seonds on the test mahine. Most of the time is spentin Maple ode and we have many reasons to think that a better implementation will signi�antlyimprove the prototype performane. Nevertheless, the question of salability remains, and willbe tested on a larger benhmark suite.5.7 ConlusionWe showed in this hapter how, starting from a method based on memory tra� evaluations, it ispossible to build transformation funtions to derease this tra�. We desribed eah property ofthe resulting ode as onstraints on the hunking funtions. These properties inlude ahievingself-temporal loality, self-spatial loality, group loality as well as legality. We de�ned thealgorithms that hoose and build the transformation funtions aording to these onstraints.The method requires nothing besides the original ode but the relative sizes of the ahe anddata. It exhibits many interesting properties. First of all, the omputed solution always ful�lls theimposed memory requirements. Next, it an be applied to any stati ontrol part of a program;in partiular there is no requirement on dependenes and we ompute the spae of all legaltransformations diretly. Lastly, we deal with general programs whih have stati ontrol regionsbut do not have stati ontrol in toto. Loality optimization has the nie property that there isno need of applying it to far away statements, sine the hope of having reuse in this situation isvery small. Hene hunking an be applied loally, i.e. to loop nests or small subroutines, andthere is only a limited danger of an exessive ompilation time. Experimental evidene showsthe ability of our framework to improve both loality and performane in various situations, evenwhen data dependenes are omplex thanks to our transformation orretion algorithm. Overallour framework allows to handle more general programs (e.g. not only perfetly nested loops, orprograms with simple data dependenes), to apply more general transformations (e.g. not onlynon-unimodular or non-invertible transformations) and to �nd them in a wider spae (we mayorret them for legality automatially) than many other methods.One the transformation funtions have been onstruted and applied in the polyhedral do-main, we have to generate the target ode in suh a way that ontrol overhead do not o�set ouroptimizations. This problem is addressed in the next part of this thesis.



5.7. Conlusion 123do i=1, n
S1 a(i) = ido j=1, m
S2 b(j) = (b(j)+a(i))/2 do i=1, ndo j=i+1, n

S1 a(j,i) = a(j,i)/a(i,i)do k=i+1, n
S2 a(j,k) = a(j,k)-a(j,i)*a(i,k)(1) Input ode (1) Input ode (a is row major)

θS1(i) = (i), θS2(i, j) = (j + n) θS1(i, j) = (i, n), θS2(i, j, k) = (k, j)(2) Chunking funtions (2) Chunking funtions
do 1=1, n

S1 a(1) = 1do 1=n+1, n+mdo i=1, n
S2 b(1-n) = (b(1-n)+a(i))/2

do j=2, n
S1 a(j,1) = a(j,1)/a(1,1)do 1=2, n-1do 2=2, n-1do i=1, min(2-1,1-1)
S2 a(2,1) = a(2,1)-a(2,i)*a(i,1)do i=1, 1-1
S2 a(n,1) = a(n,1)-a(n,i)*a(i,1)do j=1+1, n
S1 a(j,1) = a(j,1)/a(1,1)do 2=2, ndo i=1, 2-1
S2 a(2,n) = a(2,n)-a(2,i)*a(i,n)(3) Target ode (3) Target ode (a is olumn major)
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(4) Cahe misses of original and hunked odes (4) Cahe misses of original and hunked odes(a) Chunking of the running example (b) Chunking of a LU deompositionFigure 5.11: Chunking of the running example and LU deomposition



124 5. Chunking, Algorithms and Experimentsdo i=1, n
S1 a(i,i) = sqrt(a(i,i))do j=i+1, n
S2 a(j,i) = a(j,i)/a(i,i)do k=i+1, j
S3 a(j,k) = a(j,k)-a(j,i)*a(k,i)

do i=1, ndo j=1, i-1do k=i+1, n
S1 a(j,k) = a(j,k)-a(i,k)*a(j,i)/a(i,i)do j=i+1, ndo k=i+1, n
S2 a(j,k) = a(j,k)-a(i,k)*a(j,i)/a(i,i)(1) Input ode (a is olumn major) (1) Input ode (a is row major)

θS1(i) = (i, 0), θS2(i, j) = (i, n),
θS3(i, j, k) = (k, j)

θS1(i, j, k) = (j, k, 0), θS2(i, j, k) = (j, 0, k)(2) Chunking funtions (2) Chunking funtions
S1 a(1,1) = sqrt(a(1,1))do j=2, n
S2 a(j,1) = a(j,1)/a(1,1)do 1=2, n-1
S1 a(1,1) = sqrt(a(1,1))do 2=1, n-1do i=1, 1-1
S3 a(2,1) = a(2,1)-a(2,i)*a(1,i)do i=1, 1-1
S3 a(n,1) = a(n,1)-a(n,i)*a(1,i)do j=i+1, n
S2 a(j,1) = a(j,1)/a(1,1)
S1 a(n,n) = sqrt(a(n,n))do i=1, n-1
S3 a(n,n) = a(n,n)-a(n,i)*a(n,i)

do 1=2, ndo 3=2, ndo i=1, min(3-1,1-1)
S1 a(1,3) = a(1,3)-a(i,3)*a(1,i)/a(i,i)do 1=n+1, 2*n-2do 2=1-n+2, ndo i=1-n+1, 2-1
S2 a(1-n,2) = a(1-n,2)-a(i,2)*a(1-n,i)/a(i,i)

(3) Target ode (a is row major) (3) Target ode (a is row major)
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Part IIICode Generation
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Chapter 6Sanning PolyhedraLet us ontinue the analogy of the polyhedral framework for ompiling with the Fourier Trans-form for signal proessing as begun in hapter 3. One the useful transformations are done inthe intermediate spae, we have to return bak to the original spae by using the Inverse FourierTransform. In the polyhedral model, this inverse transformation starting from the polyhedralrepresentation of a SCoP to return bak to an abstrat syntax tree (or diretly to a target soureode) is alled ode generation. The fous of reent ompiler researh is optimized ode gener-ation. The reason is that, with a higher level of integration, modern proessors have aquiredhigh-level features (vetor proessing, hidden and apparent parallelism, memory hierarhies),whih are not available in so-alled high-level languages, whih were patterned after the muhsimpler proessors of the 1960's. Hene, there is a semanti gap whih grows larger and largerwith time. A striking example is the Multimedia Instrution Set of many popular proessors,whih so far annot be used diretly in any high-level language.Usual ompiler intermediate representations like abstrat syntax trees are not appropriate foromplex program restruturing. Simple optimizations e.g. onstant folding or salar replaementmay be ahieved without hard modi�ations of suh sti� data strutures. But more omplextransformations suh as loop inversion, skewing, tiling et. modify the exeution order and thisis far away from the syntax. In many ases, optimization is done in three steps: (1) selet anew exeution order, most of the time the result is not a program, but a reordering funtion (ashedule, or a plaement, or a hunking funtion); (2) build a loop nest (or a set of loop nests)whih implement the exeution order implied by the reordering funtion; (3) apply the loaloptimizations whih have been enabled by the new exeution order: for instane, mark someloops for parallel exeution.The main theme of this part is the seond step of the above sheme. Finding suitableexeution orders has been the subjet of the previous part and of most of the researh onthe polyhedral model [17, 24, 25, 40, 45, 54, 78, 92, 99, 110℄ and the post-proessing is easy ingeneral. On the other hand, simple-minded shemes for loop building have a tendeny to generateine�ient ode, whih may o�set the optimization they are enabling.In this hapter we de�ne the polyhedron sanning problem. We present related work andstrategies in setion 6.1. We show in setion 6.2 that a good ode generation highly dependon the hosen transformations. We speify some onstraints to ahieve an e�ient ode andwe apply them to hunking. We show also that an intermediate step between transformation



128 6. Sanning Polyhedrafuntion onstrution and ode generation may improve the e�etiveness of the generated ode.6.1 Polyhedron Sanning ProblemWe showed in setion 2 that any stati ontrol program an be spei�ed using a set of iterationdomains and sheduling funtions that an be merged to reate new polyhedra with the appro-priate lexiographi order. Generating ode in the polyhedral model amounts to �nding a set ofnested loops visiting eah integral point of eah polyhedra, one and only one, following thisorder. This is a ritial step in the framework sine the �nal program e�etiveness highly dependson the target ode quality. In partiular, we must ensure that a bad ontrol management doesnot spoil performane, for instane by produing redundant onditions, omplex loop bounds orunder-used iterations. On the other hand, we have to avoid ode explosion for instane beausea large ode may pollute the instrution ahe.Anourt and Irigoin [5℄ proposed the �rst solution to the polyhedron sanning problem.Their seminal work was based on the Fourier-Motzkin pair-wise elimination [97℄ (see also Ap-pendix A). The sope of their method was very restritive, sine it ould be applied to onlyone polyhedron, with unimodular transformation matries. The basi idea was to apply thetransformation funtion as a hange of basis of the loop index (see hapter 3), then for eah newdimension, to projet the polyhedron onto the axis and dedue the orresponding loop bounds.For a given axis ik, the Fourier-Motzkin algorithm an establish that L(i1, ..., ik−1) + ~l ≤ ckikand ckik ≤ U(i1, ..., ik−1)+ ~u, where ~l and ~u are onstant vetors of size ml and mu respetively.Thus we an derive the orresponding sanning ode for the subsript ik:do i1 = . . ....do ik = MAXml

j=1 ⌈(Lj(i1, ..., ik−1) + lj)/ck⌉, MINmu

j=1 ⌊(Uj(i1, ..., ik−1) + uj)/ck⌋...BodyThe main drawbak of this method is the large amount of redundant ontrol sine eliminatinga variable with the Fourier-Motzkin algorithm may generate up to n2/4 onstraints for theloop bounds where n is the initial onstraint number. Many of these onstraints are obviouslyredundant. For instane let us onsider the polyhedron in Figure 6.1. We an observe thatthe Fourier-Motzkin projetion overestimates the real projetion and that this will generate aontrol overhead. Anourt and Irigoin presented a redundant onstraint elimination method butnot adapted to high-dimensionality, geometrially-omplex polyhedra [4, 69℄.Most further works tried to extend this �rst tehnique in order to redue the redundant ontroland to deal with more general transformations. Le Fur presented a new redundant onstraintelimination poliy by using the simplex method [69℄. Li and Pingali [78℄, Xue [110℄, Darte [40℄and Ramanujam [92℄ relaxed the unimodularity onstraint to an invertibility onstraint and thenproposed to deal with non-unit strides (loop inrements an be something di�erent than one).They all use the Hermite Normal Form [97℄ to �nd the strides, and the lassial Fourier-Motzkinelimination to ompute the loop bounds. We saw in hapter 3 that these methods are obsoletethanks to the use of our transformation poliy. In addition, Li and Pingali proposed a ompletionalgorithm to build a non-unimodular transformation funtion from a partial matrix, suh as the



6.1. Polyhedron Sanning Problem 129Context:
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Figure 6.1: Projetion onto axis using Fourier-Motzkin elimination methodtransformation stay legal for dependenes [78℄. In the same spirit, Griebl et al. relaxed theinvertibility onstraint and proposed to deal with arbitrary matries by using a square invertibleextension [55℄. We shown here how to deal with general a�ne transformation funtions withoutonstraints on unimodularity, invertibility or even regularity (see hapter 3).Alternatively to the Fourier-Motzkin elimination method, Collard et al. [37℄ presented a loopbound alulation tehnique based on a parameterized version of the dual simplex algorithm [42℄.Another method makes suessive projetions of the polyhedron on the axis as in [5℄ but use theChernikova algorithm [70℄ to work with a polyhedron represented as a set of rays and verties[71℄. These two tehniques have the good property of produing a ode without any redundantontrol (for only one polyhedron), but while the seond one an generate a very ompat ode,the �rst one an quikly explode in length.The problem of sanning more than one polyhedron in the same ode was �rstly solved bygenerating a naive perfetly nested ode and then (partially) eliminating redundant guards [63℄.Another way was to generate the ode for eah polyhedron separately, and then to merge them[55, 25℄. This solution generates a lot of redundant ontrol, even if there were no redundanies inthe separated ode. Figure 6.2 shows three well knows implemented ode generation poliies andtheir onsequenes on ontrol overhead for a simple problem of sanning two one-dimensionalpolyhedra in a 2-dimensional spae. The simplest poliy is to alulate the bounding box ofthe polyhedra then to san eah point in the bounding box and verify if a statement has tobe exeuted with guards. The result in Figure 6.2(b) shows both the large amount of ontroloverhead and the problem of eliminating redundant onstraints in the ode generated by LooPo1[55℄. Here, for O(n) operations, we have to hek O(n2) points. If the transformation allowsto avoid few ahe misses, it is learly not a bene�t beause of ode generation. An interestingimprovement is to use the onvex hull of the polyhedra instead of the bounding box. We ansee in Figure 6.2() that it an redue signi�antly the generated ontrol overhead, but in ourexample this is still not satisfatory. The ode has been generated by the Omega Code Generator,CodeGen2 [63℄. Quilleré et al. proposed to reursively generate a set of loop nests sanning severalunions of polyhedra by separating them into subsets of disjoint polyhedra and generating the1LooPo is available at http://www.infosun.fmi.uni-passau.de/l/loopo/2CodeGen is available at http://www.s.umd.edu/projets/omega/
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6.2. Code Generation Aware Transformations 131orresponding loop nests from the outermost to the innermost levels [91℄. This later approahprovides at present the best solutions sine it guarantees that there is no redundant ontrol.This separation strategy is illustrated through Figure 6.2(d), the ode generated by CLooG3[14, 15℄, an implementation of this algorithm. However, it su�ers from some limitations, e.g.high omplexity or needless ode explosion. The next hapter presents some solutions to thesedrawbaks.6.2 Code Generation Aware TransformationsAnother way of avoiding ontrol overhead onsists in taking are of it when seleting the trans-formation funtion. We an onsider two kinds of ontrol overhead. First, omplex loop boundswith maxima or minima alulation may impose funtion alls and omparison instrutions ateah iteration. Seond, strides on a given dimension that annot be translated into loop stepsresult in ostly modulo alulation at eah iteration of the orresponding loop. In this setionwe propose methods to prevent suh problems if possible. In setion 6.2.1 we show how it ispossible to avoid some omplex loop bounds at the transformation onstrution step. Next weshow in setion 6.2.2 methods to avoid modulo alulations.6.2.1 Avoiding Complex Loop BoundsA loop bound is said to be omplex if it needs the alulation of minima or maxima of a�neexpressions. We have to distinguish between two ases being more or less worrying. On onehand, min-max alulation between onstant values (parameters and salars) that should beevaluated outside the loops (but some ompilers may not sueed in ahieving this optimizationby themselves...). On the other hand evaluations with expressions inluding loop iterators thatmay imply ontrol overhead sine they have to be omputed as many times as the involved loopounters iterate. This may happen beause of the properties of a polyhedron before transforma-tion, i.e. if a dimension is bounded by several inequalities inluding at least an outer loop ounter(e.g. j ≤ i and j ≤ m). Moreover this an be the onsequene of a oupled transformation, i.e.if a omponent of a transformation funtion is an a�ne expression inluding more than one loopounter (e.g. θS

(

i
j

)

= i+ j), sine to ompensate the amplitude of the orresponding shedul-ing dimension, the sanning proess on other dimensions have to adapt the number of points tosan with respet to this sheduling dimension. While the �rst situation is a onsequene of theinput problem, the seond one an be avoided during the transformation onstrution. In ourase, this means that we have to adapt two steps. (1) We should aept after the generalizedonstrution algorithm in Figure 5.4 only the hunking matries without oupled omponents.(2) We have to adapt the step 1b of the algorithm of Figure 5.5 in suh a way that we removefrom the solution spae the linear ombinations with more than one non-null element. Withsuh a modi�ation, the orretion algorithm an only exhange some rows, multiply rows bynon-null salars and set the onstant part of the hunking funtions. Then to add to a row alinear ombination of the other rows is no longer possible and a non-oupled transformation willstay non-oupled after orretion. The diret onsequene of suh a poliy is to forbid improv-ing self-temporal loality of referenes with oupled subsripts. For instane let us onsider theprogram in Figure 6.3(a), there are two referenes: a(i + j) and b(j). The segment length is 2n3CLooG is available at http://www.prism.uvsq.fr/∼edb



132 6. Sanning Polyhedrafor the �rst referene but n for the seond one, thus it should be more interesting to improveloality for the �rst referene. Chunking transformation has been applied for both ases shownin Figure 6.3(b) and Figure 6.3(), we an observe that on the testing system (an i386 1GHzsystem with 128KB L1 ahe memory) the results for the �rst ahe level orrespond to hunkingtheory, but beause of the ontrol overhead the solution with non-oupled transformation is themore interesting for performane (the onlusion may be di�erent when the ritial resoure ispower). do i=1, ndo j=1, n
S a(i+j) = a(i+j) + b(j) L1 Miss M�ops113M 36.7(a) Original program and performanedo =1, ndo i=1, nj = 
S a(i+j) = a(i+j) + b(j) L1 Miss M�ops56M 67.1(b) Program optimized for referene b(j): θS

(

i
j

)

= jdo =2, 2*ndo i=max(-n,1), min(-1,n)j =  - i
S a(i+j) = a(i+j) + b(j) L1 Miss M�ops31M 49.7() Program optimized for referene a(i + j): θS

(

i
j

)

= i + jFigure 6.3: In�uene of omplex loop bounds (n = 30000 for experiments)Going further it may be interesting to prevent any minima or maxima alulation. Forinstane we may want to avoid them when the SCoP we are trying to optimize is inside a deeplynested loop and when at least one parameter vary outside the SCoP (e.g. a parameter is a loopounter of a surrounding loop). In addition to the onstraint of non-oupled transformation,we need to avoid to san polyhedra with inompatible dimension together. Two polyhedra haveinompatible dimensions if it is not possible to ompare preisely the limit of their bounding box.For instane D1 :
{

i | i ∈ Z, 1 ≤ i ≤ n
} is not ompatible with D2 :

{

i | i ∈ Z, 1 ≤ i ≤ m
} exeptif the ontext gives a onstraint between the bounds (e.g. m ≥ n). This information an easilybe alulated using e.g. Fourier-Motzkin [69℄, PIP [37℄ or PolyLib [71℄. Using the separationstrategy, the bound of the intersetion of the two polyhedra will need the omputation of amin-max when the dimensions are inompatible. These informations an be summarized in aninompatibility graph where eah vertex is labelled with a statement and where there is an edgebetween two verties if the iteration domains of the orresponding statements are inompatible.To avoid min-max alulations, the transformation onstrution has to take into aount theinompatibility graph informations. When two statements are inompatible, the intersetion ofthese polyhedra in the transformation spae should be empty. Let us onsider two inompatible



6.2. Code Generation Aware Transformations 133statements S1 and S2, then the ondition ∀~xS1 ∈ DS1,∀~xS2 ∈ DS2, θS2(~xS2) − θS1(~xS1) 6= ~0ensure the polyhedra intersetion is empty. This ondition may be split in two inequalities:
∀~xS1 ∈ DS1,∀~xS2 ∈ DS2, θS2(~xS2) − θS1(~xS1) ≥ ~0

or

∀~xS1 ∈ DS1,∀~xS2 ∈ DS2, θS1(~xS1) − θS2(~xS2) ≥ ~0Thus for eah edge in the graph we have to onsider 2 possibilities and at worst we have to solvetwo times more onstraint systems for eah inompatibility we want to avoid. Fortunately wean often redue this number. When there is an edge in the dependene graph orrespondingto S1δS2 (see setion 3.3.1) this ondition an be simpli�ed in θS2(~xS2) − θS1(~xS1) ≥ ~0, if
S2δS1 the ondition beome θS1(~xS1) − θS2(~xS2) ≥ ~0. Moreover any onneted omponentof the dependene graph may be sanned individually, hene the transformation onstrutionshould study them individually if there are inompatibilities between them. On the oppositesome min-max alulations may not be avoided; it is useless to onsider the ondition to bypassthem. When there is a yle in the dependene graph, the ondition annot be satis�ed for everystatement ouples of the yle and some min-max alulations have to be generated. In the sameway the onstraint for improving inter-statement group-loality seen in setion 5.3 annot beused with this ondition.Eah part of the ondition is not a set of a�ne onstraints. Both the transformation matriesand the iteration vetors are unknown, thus omponents like θS1(~xS1) = TS1~xS1 + ~tS1 are non-linear. However the expressions have to be non-negative everywhere in the iteration domains.Thus we an use the a�ne form of Farkas Lemma in the same way as for building the legaltransformation spae in setion 3.3.2 to state that:
TS2~xS2 + ~tS2 − (TS1~xS1 + ~tS1) = λ0 + ~λT

([

AS1 0
0 AS2

] (

~xS1

~xS2

)

+
(

~aS1

~aS2

)) , λ0 ≥ 0, ~λT ≥ ~0.Thus as in legal transformation spae onstrution, we an split this equality in as many equalitiesas there are independent variables and �nd the new onstraints the transformation funtion hasto satisfy in order to avoid min-max alulations.6.2.2 Avoiding Complex Loop StridesWhile our transformation framework guarantees that there are no additional holes in the targetpolyhedra beause of the transformation funtions (see setion 3.2), it may happen that somevalues of some dimensions must not be sanned. This information is expliitly inluded in theonstraint systems de�ning the polyhedra as equalities of the form x1 = sx2 + n, where x1 and
x2 are entries of the iteration vetor, s is a salar and n a onstant (equalities may be moreomplex after the transformation appliation but they will always be redued to suh a formafter the projetion step of every ode generation method, see hapter 7). Suh equality imposesto the values of x2 to be a oe�ient of the x1 values, for instane j = 2i means that i must beeven. To avoid sanning integral points that should not be onsidered, guards inluding moduloalulation may be inserted, for instane the onstraint j = 2i should impose the insertion ofa guard if (mod(i,2)==0) after the loop i. The omplexity of modulo alulations are suhthat they may be the main soure of ontrol overhead. Fortunately in simple ases they an beavoided by adjusting the loop step, this solution is widely explored in setion 7.2.



134 6. Sanning PolyhedraA simple brute-fore solution to avoid modulo alulation overhead in any ase is to restrititerator oe�ients of transformation funtions to be one of the three values −1, 0 or 1. Thisondition may be easily inserted when onstruting the legal transformation spae onstrution(see setion 3.3.2) by adding two onstraints per oe�ient of the transformation matrix: on-sidering the oe�ient a, we have to add the onstraints a ≥ −1 and a ≤ 1. Then the resultingsearh spae will be the legal transformation spae without prodution of guards with moduloalulations during the ode generation step.The previous ondition is su�ient but not neessary. Modulo alulations may be avoidedthanks to loop steps as explained in setion 7.2. Another solution is to post-proess the trans-formation funtions to generate a semantially equivalent sheduling that orresponds to a lessomplex ode. A useful method is to add dimensions to remove the modulo alulation. When
s iteration domains have to be sanned and for 1 ≤ i ≤ s the ith onstraint system has anequality of the form x1 = sx3 + ni suh that the ni are a suession of s integers, then there areeventually no hole in the x1 dimension sine for eah value (in the domain) we have to san oneand only one integral point of a given polyhedron. In this situation all the ni give the orderingbetween the orresponding statements onto x1 then we may add a new dimension x2 after x1 torepresent this ordering and replae the original equality by two equalities: x1 = x3 and x2 = ni.For instane let us onsider two equal iteration domains 1 ≤ i ≤ n for two statements S1, S2and the sheduling funtions θS1(i) = (2i) and θS2(i) = (2i + 1). The resulting ode is shownin Figure 6.4(a), we an observe that eah iteration will only exeute one statement instane.We an translate these sheduling funtions to θS1(i) = (i, 0) and θS2(i) = (i, 1) to ahieve asemantially equivalent ode shown in Figure 6.4(b) where the statements are well ordered inthe loop and the ontrol overhead is removed.do t=2, 2*n+1if(mod(t-1,2)==0)S2(i=(1-1)/2)if(mod(t,2)==0)S1(i=1/2) do t1=1, nt2 = 0S1(i=t1)t2 = 1S2(i=t1)(a) θS1(i) = (2i) and θS2(i) = (2i + 1) (b) θS1(i) =

(

i
0

) and θS2(i) =
(

i
1

)Figure 6.4: Equivalent odes with di�erent sheduling funtions6.3 Exploiting Degrees of FreedomThe polyhedron sanning orders spei�ed by the sheduling funtions may leave some dimensionsunspei�ed. This means that the ode generator is free to hoose their sanning order. Basially,this an happen when the operations are parallel onto these dimensions, and when there is nodependenes between the onsidered statements. Then it is the ode generator responsibility toprovide the best target ode i.e. with the minimum ontrol overhead. This work is essential sineit onerns the innermost loops of the generated ode, where the onsequenes of a bad ontrolmanagement are the most disturbing. For instane let us onsider the matrix multiply odes in�gure 6.5. These target odes an result from a generation where the sheduling funtions are
θS1

(~xS1
) = ~c and θS2

(~xS2
) = ~c (this is possible sine the omputations on remaining dimensions



6.3. Exploiting Degrees of Freedom 135are fully parallel4). do =1, ndo i=1, ndo j=1, n1(i,j) = 1(i,j) + a1(i,)*b1(,j)do i=1, ndo j=1, n2(i,j) = 2(i,j) + a2(i,)*b2(,j)iterations: 2n3 + 2n2 + n(a) split versiondo =1, ndo i=1, ndo j=1, n1(i,j) = 1(i,j) + a1(i,)*b1(,j)do j=1, n2(i,j) = 2(i,j) + a2(i,)*b2(,j)iterations: 2n3 + n2 + n(b) semi-split versiondo =1, ndo i=1, ndo j=1, n1(i,j) = 1(i,j) + a1(i,)*b1(,j)2(i,j) = 2(i,j) + a2(i,)*b2(,j)iterations: n3 + n2 + n() merged versionFigure 6.5: Equivalent target odes for matrix multipliesWe have tested these simple odes on a x86 arhiteture at 1GHz, ompiled with the GCC3.2.2 ompiler and the option -O3. For n = 500 the ode in �gure 6.5(a) takes 5.31s while theode in �gure 6.5() takes 4.75s, a 15% improvement. The ode in �gure 6.5() an be generatedby performing the separation strategy for every free dimensions of the polyhedra. After eahseparation, if some polyhedra are fully sanned, the orresponding statement bodies have to beprinted out. A new list with the remaining polyhedra is reated to ontinue the separation.Unfortunately this solution is only partial, sine it allows us to redue the ontrol overhead4Notie that this is a onsideration for the automati parallelizer or optimizer, not for the ode generator: itonly knows that it has to do its best to avoid ontrol overhead when the sheduling o�ers some opportunities.



136 6. Sanning Polyhedraonly aording to the original lexiographi order. For instane, let us onsider the two polyhedrain �gures 6.6(a) and 6.6(b) and the fat that there is no sheduling funtion (this an be aloop body generation with no more sheduling onstraints to respet). The generated ode forsanning the two polyhedra in �gure 6.6() is not optimal sine there are iterations used only for
S1 and only for S2.
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do i=1, n-1S1do i=n, 2*nS1S2do i=2*n+1, 4*nS2(a) �rst polyhedron (b) seond polyhedron () sanning odeFigure 6.6: Suboptimal ode generation for a free dimensionThe ompulsory ontrol for a polyhedron sanning problem without sheduling onstraintsis the number of iterations neessary to san the biggest polyhedron in term of integral points.The ontrol is minimum when it is limited to this ompulsory ontrol. We are free to modifythe polyhedra sanning orders to ahieve this goal. Formally, the general problem is to �ndfor eah polyhedron de�ned by AS~xS + ~aS ≥ ~0 an invertible transformation matrix ZS anda translation vetor ~zS suh that the number of integral points in the intersetion of all thepolyhedra ∩S(ASZS~xS + ~aS + ~zS ≥ ~0) is maximum. Beause of the ZS matries, the generalproblem is not a�ne. Then we simplify it by onsidering only the translation vetor ~zS .Counting integer points inside a parameterized polyhedron is possible using Ehrhart polyno-mials [32℄. These polynomials an have periodi oe�ients when a vertex of the polyhedron isnot integral. In a ode generation framework this ase is rare, but when this happens we arenot able to use this method for our purpose. Let us ontinue the example in �gure 6.6, we anonsider that the �rst polyhedron is �xed in spae and the other one an move. The intersetionof the two polyhedra is de�ned by D = {i ∈ Z|1 ≤ i ≤ 2n ∧ n + z ≤ i ≤ 4n + z}. The result ofthe omputation of the Ehrhart polynomial EP (i) given by PolyLib is three adjaent domainsof the parameter values, eah being assoiated to an Ehrhart polynomial EP1(i), EP2(i) and
EP3(i):

• EP1(i) = n − z + 1, when −n ≤ z ≤ n.

• EP2(i) = 2n + 1, when −2n ≤ z ≤ −n.

• EP3(i) = 4n + z + 1, when −4n ≤ z ≤ −2n.It is not hard to �nd that the maximum number of integral points is 2n+1, given by every z suhas −2n ≤ z ≤ −n. Let us hoose z = −n, apply this translation onto the seond polyhedron,and set the orresponding o�set i = i − z in the statement body. Eventually, we an generateone of the optimal sanning ode in ontrol as shown in �gure 6.7.



6.3. Exploiting Degrees of Freedom 137do i=1, 2*nS1S2(i->(i+n))do i=2*n+1, 3*nS2(i->(i+n))Figure 6.7: An optimal version of the sanning ode in �gure 6.6()This tehnique is guaranteed to redue the ontrol overhead. At worst, it will leave theoriginal polyhedra intat. Using ZS to �nd new solutions to the polyhedron overlapping problemis left for future work. Nevertheless a simple transformation that may help is to interhangedimensions. This transformation do not generate overhead when updating the iterators in thestatement bodies sine the only modi�ation is the interhange between the onsidered dimensioniterators (for instane, moving a polyhedra by n on the dimension i results in updating i with
i − n while interhanging i with e.g. j do not generate new alulation). Then we an try theprevious transformation for maximizing the intersetion for every possible interhange and �ndthe solution with the maximum overlapping. On a small number of polyhedra this method anspeedily ahieve impressive results, for instane the two polyhedra in Figure 6.2 an be obviouslysanned using a single loop if their sheduling are free.Disussion on prediated instrution arhitetures Improving ontrol overhead mayseem not to be useful for arhitetures with prediated instrution like Itanium. In these ar-hitetures, every operation is exeuted while the ontrol statements are alulated in parallel.Then the result of the ontrol alulation will validate or not the instrution thanks to its pred-iate. Nevertheless, maximizing the intersetion of polyhedra on arhiteture with expliitlyparallel instrution sets (EPIC) as Itanium has the side-e�et to maximize the operation numberat the innermost loop level. Hene, the ompiler work for maximizing the use of the bundles ishighly simpli�ed. This improvement is not equivalent to loop unrolling sine �rst, loop unrollingis typially avoided beause it heavily inreases the omplexity of further proessing and seond,loop unrolling adds only the same kind of instrutions while maximizing polyhedra overlappingmay onern very di�erent instrutions and thus a better use of the funtional units.As an illustration let us onsider the problem in Figure 6.8(a); we dereased the overlap of twoiteration domains of two statements ahieving independent omputations5 and we measured theexeution time as shown in Figure 6.8(b). Our target mahines, ompilers and ompiler optionswere an Itanium I 1GHz with Intel ompiler ECC 5.0.1 alled with -O3 and -restrit options forthe EPIC target, and an Athlon 2Ghz with GCC 3.3.2 alled with -O3 option for the non-EPICtarget. Our results show that, not surprisingly, improving ontrol overhead may ahieve betterperformane on lassial arhitetures: we measured a 30% improvement between null and totaloverlapping. Results are even more impressive on Itanium sine we ahieve a 83% improvementwith total overlapping. We heked the assembly ode to onlude that this improvement is thediret onsequene of a better use of the Itanium bundles, i.e. instrution-level parallelism.5for our experiments, the parameter N was set to 500, we repeated eah omputation 400 times to ahievesigni�ative exeution times and the exat statements were:
S1: A(i-N,j-N) = A(i-N,j-N) * (B(i-N,j-N) + st)
S2: C(i-(N+d),j-(N+d)) = C(i-(N+d),j-(N+d)) * (D(i-(N+d),j-(N+d)) + st)
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do i=N, N+d-1do j=N, 2*N-1S1do i=N+d, 2*N-1do j=N, N+d-1S1do j=N+d, 2*N-1S1S2do j=2*N, 2*N+d-1S2do i=2*N, 2*N+d-1do j=N+d, 2*N+d-1S2
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6.4. Conlusion 1396.4 ConlusionThe strength of our polyhedral framework is to provide a onvenient model to apply easily anykind of statement-wise a�ne transformations as desribed in hapter 3. One these transfor-mations have been applied in the polyhedral domain, generating the target ode that atuallyimplements the transformation boils down to a polyhedron sanning problem. This hapter pre-sented this problem and the strategies that have been proposed to solve it. We showed howthe �nal ode e�ieny depends on the properties of the transformation for ode generationpurpose. We proposed ways to ensure that the target ode will not su�er from a high ontroloverhead, from removing transformations in the searh spae when they are proven to lead toan ine�ient ode, to post-proessing the sheduling funtions. We proposed to modify themfor improving the generated ode in two diretions: (1) to remove modulo alulations and (2)to optimize ontrol sharing by maximizing polyhedra overlapping. One the transformationshave been arefully onstruted or improved for ode generation purpose, we have to build thetarget ode. The most powerful state-of-the-art tehnique to ahieve this task is known as theQuilleré et al. algorithm [91℄, this method will be presented and extended in depth in the nexthapter.
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Chapter 7Extended Quilleré et al. AlgorithmCode generation is the last step to the �nal program. It is often ignored in spite of its impaton the target ode quality. In partiular, we must ensure that a bad ontrol management doesnot spoil performane, for instane by produing redundant guards or omplex loop bounds. Atpresent, the Quilleré et al. method give the best results when we have to generate a sanningode for several polyhedra [91℄. This tehnique is guaranteed to avoid redundant ontrol whilesanning the sheduling dimensions. However, it su�ers from several limitations, e.g. odegeneration with unit strides only, needless ode explosion and high omplexity. In this hapter,we will show that, starting from one of the best algorithms known so far [91℄, we an generalizeand improve it in two diretions:

• The quality of the target ode is suh that many loop nests in familiar benhmarks an beregenerated with the least possible ontrol overhead.
• The implementation is e�ient enough to handle problems with thousands of statementsand tens of free parameters.The hapter is organized as follows. We present the general algorithm with many adaptationsto our purpose in setion 7.1. We show how it is possible to deal e�iently with non unitstrides in setion 7.2. We address the problem of reduing the ode size without onsequeneon ode e�ieny in setion 7.3, then setion 7.4 disusses omplexity issues and solutions. Insetion 7.5, experimental results obtained through the algorithm implementation are shown.Lastly setion 7.6 summarizes our work on ode generation.7.1 Extended Quilleré et al. AlgorithmQuilleré et al. proposed reently the �rst ode generation algorithm building the target odewithout redundant ontrol diretly instead of starting from a naive ode and trying to improveit [91℄. As a onsequene, this method never fails to remove a guard and the proessing iseasier. Eventually it generates a better ode more e�iently. The algorithm rely on polyhedraloperations that an be implemented by e.g. PolyLib1 [105℄. The basi mehanism is, startingfrom the list of polyhedra to san, to reursively generate eah level of the abstrat syntax1PolyLib is available at http://ips.u-strasbg.fr/PolyLib



142 7. Extended Quilleré et al. Algorithmtree of the sanning ode (AST). The nodes of the AST are labelled with a polyhedron T andhave a list of hildren (notation T → (...)). The leaves are labelled with a polyhedron and astatement (notation TS). Eah reursion builds an AST node list as desribed by the algorithmin Figure 7.1. It starts with the following input:1. the list of transformed polyhedra to be sanned (TS1
, ...,TSn);2. the ontext, i.e. the set of onstraints on the global parameters;3. the �rst dimension d = 1.Generating the ode from the AST is a trivial step: the onstraint system labelling eah node anbe diretly translated as loop bounds for the onstraints onerning the dimension orrespondingto the node level, and as surrounding onditional for the other onstraints.This algorithm is somewhat di�erent from the one presented by Quilleré et al. in [91℄ and itsimproved version in [16℄; our main ontributions are the following:

• To take advantage of free sheduling (see setion 6.3). The ode in Figure 6.5() an begenerated by performing the Quilleré et al. reursion for every free dimensions of thepolyhedra. After eah reursion, if some polyhedra are fully sanned, the orrespondingstatement bodies have to be printed out. A new list with the remaining polyhedra is reatedto ontinue the reursion. This is the aim of step 5b of the algorithm.
• To handle non-unit strides (step 5a and setion 7.2).
• To redue the ode size without degrading ode performane (step 7 and setion 7.3).
• To redue the ode generation proessing time by using pattern mathing (step 3 andsetion 7.4).Let us desribe this algorithm with a non-trivial example. We propose to san the twopolyhedral domains presented in Figure 7.2(a). The iteration vetor is (i, j, k) and the parametervetor is (n). We �rst ompute intersetions with the ontext (i.e. at this point, the onstraintson the parameters, supposed to be n ≥ 6). We projet the polyhedra onto the �rst dimension, i,then we separate them into disjoint polyhedra. This means that we ompute the domains wherethere are points to san for TS1

alone, both TS1
and TS2

, and TS2
alone (as shown in Figure 7.2(b),this last domain is empty). Here, we notie there is a onstraint on an inner dimension implyinga non-unit stride; we an determine this stride and update the lower bound. We �nally generatethe sanning ode for this �rst dimension. We now reurse on the next dimension, repeatingthe proess for eah polyhedron list (in this example, there are now two lists: one inside eahgenerated outer loop). We interset eah polyhedron with the new ontext, now the outer loopiteration domains; then we projet the resulting polyhedra onto the outer dimensions, and �nallywe separate these projetions into disjoint polyhedra. This last proess is trivial for the seondlist but yields several domains for the �rst list, as shown in Figure 7.2(). Eventually, we generatethe ode assoiated with the new dimension, and sine this is the last one, the sanning ode isfully generated.



7.2. Non-Unit Strides 143CodeGeneration: Build a polyhedra sanning ode without redundant ontrol AST.Input: a polyhedron list (TS1
, ...,TSn), a ontext C, the urrent dimension d.Output: the abstrat syntax tree of the ode sanning the polyhedra in the input list.1. Interset eah polyhedron TSi

in the list with the ontext C in order to restrit thedomain (and subsequently the ode that will be generated) under the ontext of thesurrounding loop nest.2. Compute for eah resulting polyhedron TSi
its projetion Pi onto the outermost ddimensions and onsider the new list of Pi → TSi

.3. Separate the projetions into a new list of disjoint polyhedra: given a list of mpolyhedra, start with the �rst two polyhedra P1 → TS1
and P2 → TS2

by omputing
(P1 − P2) → TS1

(i.e. S1 alone), (P1 ∩ P2) → (TS1
,TS2

) (i.e. S1 and S2) and
(P2 − P1) → TS2

(i.e. S2 alone), then for the three resulting polyhedra, make thesame separation with P3 → TS3
and so on.4. Build the lexiographi ordering graph where there is an edge from a polyhedron

P1 → (TSp , ...,TSq ) to another polyhedron P2 → (TSv , ...,TSw) if its sanning odehas to preede the other to respet the lexiographi order, then sort the list aordingto a valid order.5. For eah polyhedron P → (TSp , ...,TSq ) in the list:(a) Compute the stride that the inner dimensions impose to the urrent one, and�nd the lower bound by looking for stride onstraints in the (TSp , ...,TSq ) list.(b) While there is a polyhedron in (TSp , ...,TSq):i. Merge suessive polyhedra with another dimension to san in a new list.ii. Reurse for the new list with the new loop ontext C ∩ P and the nextdimension d + 1.6. For eah polyhedron P → (inside) in the list, apply steps 2 to 4 of the algorithm tothe inside list in order to remove dead ode. Then onsider the onatenation of theresulting lists as the new list.7. Make all the possible unions of host polyhedra with point polyhedra to redue odesize.8. Return the polyhedron list.Figure 7.1: Extended Quilleré et al. Algorithm7.2 Non-Unit StridesTo san a transformed polyhedron it may be neessary to avoid some values in some dimensions.This happens when there exists a set of dimensions suh that the transformed polyhedron pro-jetion onto these dimensions has integer points without a orresponding preimage in the originalspae.
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i = 2k + 1
1 ≤ i ≤ n
1 ≤ j ≤ n

TS2
:







i = 2k + 1
1 ≤ i ≤ 6
1 ≤ j ≤ 7 − i

do i=1, 6, 2
TS1

: {1 ≤ j ≤ n}
TS2

: {1 ≤ j ≤ 7 − i}do i=7, n, 2
TS1

: {1 ≤ j ≤ n}

do i=1, 6, 2do j=1, 7-iS1S2do j=8-i, nS1do i=7, n, 2do j=1, nS1(a) Initial domains to san (b) Projetion and separationon the �rst dimension () Reursion on nextdimensionFigure 7.2: Step by step ode generation examplePrevious works were hallenged by this problem, whih ours when the transformationfuntion is non-unimodular (i.e. the transformation matrix T has non unit determinant). Wean observe the phenomenon with the transformation of the polyhedron in Figure 7.3(a) by thefuntion θ
(

i
j

)

= i+2j (the orresponding transformation matrix T =
[

1 2
] is not invertible,but it an be extended2 to T =

»

1 2
1 0

–). The target polyhedron is shown in Figure 7.3(b). Theinteger points without dots have no images in the original polyhedron. The original oordinatesan be determined from the target ones by ~original = T−1 ~target. Beause T is non-unimodular,
T−1 has rational elements. Thus some integer target points have a rational image in the originalspae; they are alled holes. We show in setion 3.2.1 that in order to avoid sanning the holes,the loop strides (the steps the iterators make at the end of the loop body) and the loop lowerbounds had to be found. Previous works used the Hermite Normal Form [97℄ in di�erent waysto solve the problem (see setion 3.2.1).We do not hange the basis of the original polyhedra, but we only hange their sanning orderas disussed in setion 3.2.1. As a onsequene, our target systems are always integral and thereare no holes in the orresponding polyhedra. As an illustration, the target polyhedron given2Obviously we ould also use the extension » 1 2

0 1

– whih is unimodular. The example is hosen for edu-ational purpose. We may ask diretly for the 2-dimensional non-unimodular sheduling but it would lead to a4-dimensional polyhedron with our transformation sheme.
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87 9() our transformation TFigure 7.3: Non-unimodular transformation with θ(i, j) = i + 2jby our transformation poliy is shown in Figure 7.3(). The stride informations are expliitlyontained in the onstraint systems thanks to the equalities. Without the step 5a in the odegeneration algorithm, the suessive projetions lead to the equality onstraints, as shown inFigure 7.4(a) for our example. This leads to an ine�ient sanning ode sine heavy guards(with modulo operations) are inside the loops.We solve this problem by �nding the stride for the urrent dimension x and the new lowerbound, i.e. the �rst value in the dimension with an integral point to san (for instane if wewant to san only odd or even points onto a dimension, the stride is the same but we need tostart the loop from a onvenient odd or even point). The stride an be diretly read from theequality onstraints yS = sSxS + nS of the transformed polyhedra, where for the polyhedron
S, yS is the striding dimension (the dimension whose meaning is to state that the values of thedimension xS that have to be onsidered for sanning are integral oe�ients of the values of yS),
xS is the strided dimension (the dimension where some integral values have not to be onsideredfor sanning), sS is the stride (the size of the step between two integral points that have to besanned) and nS is a merging of the parameters (outer dimensions, struture parameters andonstant). The lower bound has to be found under the ontext of the outermost loop ountersand the struture parameters. This is a problem in parametri integer programming, that anbe solved by PipLib [42℄. For our example, the stride of the i loop is 2, diretly given by theequality onstraint, and the lower bound is the minimum value of i in the polyhedron de�ned by
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8

<

:

1 ≤ i
i′ − 6 ≤ i
i = i′ − 2j

and under the ontext 3 ≤ i′ ≤ 9. The solution given by PipLib as a quasi a�neseletion tree is shown in the improved ode in Figure 7.4(b). The �nal optimized ode an begenerated after baktraking the guard in the algorithm and is shown in Figure 7.4().do i'=3, 9do i=max(1,i'-6), min(i'-2,3)if (mod(i'-i,2) == 0)j=(i'-i)/2S1(a) guarded versiondo i'=3, 9if (i'<=7)lower = i' - 2*((i'+1)/2) + 2elselower = i' - 6do i=lower, min(i'-2,3), 2j=(i'-i)/2S1 (b) strided versiondo i'=3, 7do i=i'-2*((i'+1)/2)+2, min(i'-2,3), 2j=(i'-i)/2S1do i'=8, 9do i=i'-6, min(i'-2,3), 2j=(i'-i)/2S1 () baktraked versionFigure 7.4: Sanning odes for the polyhedron in Figure 7.3()When there is a set of polyhedra K to san, for eah dimension xS we have to onsider a setof striding onstraints yS = sSxS + nS . Like in [63℄, the greatest ommon step gcs is given by:
gcs = gcd({sSi

|Si ∈ K}, {nSi
− nSj

|Si, Sj ∈ K ∧ i 6= j}).The meaning of the GCD of sSi
is obvious: in a given loop we an only onsider a ommon stepbetween the di�erent statements, and the greatest one will give the best performane by avoidingthe greatest number of guards. The GCD of the nSi

−nSj
is onneted to the �rst integral pointto onsider for eah statement: sine the step will our after the �rst iteration and will bypasssome integral points we must ensure that the �rst valid point of every statement will be sanned.



7.3. Reduing Code Size 147Then we have to �nd the lower bound, i.e. the �rst value of xS where an integer point has tobe sanned. This an be ahieved in the same way as for one polyhedron by merging all theonstraints of the di�erent polyhedra for the dimension xS . We have suessfully implementedthis method with the restrition that the nSi
− nSj

have to be onstants. The problem to �ndthe gcs when the nSi
− nSj

are parameterized is under investigation.7.3 Reduing Code SizeThe power of optimizing methods in the polyhedral model are of a partiular interest for em-bedded system ompiling. One of the main onstraint for suh appliations is the objet odesize beause of inherent hardware limitations. Generated ode size may be under ontrol for thispurpose or simply to avoid instrution ahe pollution. It is possible to manage it easily withiterative ode generation methods [63℄: they start from a naive (ine�ient) and short ode andeliminate the ontrol overhead by seleting onditions to remove and performing ode hoisting(splitting the ode on the hosen ondition and opying the original guarded ode in the twobranhes). Thus, to stop ode hoisting stops ode growing. With reursive ode generationmethods as disussed in this paper, it is always possible to hoose not to separate the polyhedraand to generate a smaller ode with onditions [91℄. These tehniques always operate at theprie of a less e�ient generated ode. This setion presents another way, with a quite smallimpat on ontrol overhead and a possibly signi�ant ode size improvement. It is based on asimple observation: separating polyhedra often results in isolating some points, while this is notalways neessary. Figure 7.2 shows a dramati example of this phenomenon (hoisting-based odegenerators as the Omega CodeGen have to meet the same issue). Integrating these points insidehost loops when possible will redue the ode size by adding new iterations. The problem was�rst pointed out by Bouhebaba in the partiular ase of 2-dimensional loop nest fusion [24℄.He extrated the 14 situations where a vertex should not be fused with a loop for his purposeand apply the fusion in the other ases. In the following is presented a solution for general odegeneration based on the properties of the ode onstrution algorithm in Figure 7.1.To ensure that the separation step will not result in needless polyhedron peeling, it is nees-sary to ompute this separation. In addition we have to ahieve the reursion on every dimensionssine the projetion hide some of them during the separation proess. Thus, we an remove iso-lated points at the end of eah reursion (step 7). At a given depth of the reursion, the removingproess is applied for eah loop node in the list (i.e. suh that the dimension orresponding tothe urrent depth is not onstant):1. De�ne the point andidate to merge with the node: san the node branh in depth �rstorder and build the list of statements in the leaves. The statement andidate has to �t thisstatement list sine it is guaranteed after dead ode elimination that eah statement in theleaves is exeuted at least one. Thus only a point with this struture may be merged withthe node.2. Chek if suh a point diretly preedes or follows the node in the lexiographi orderinggraph built in step 4 and 6 (details on this graph onstrution an be found in [91℄). Thisgraph is only based on the projeting dimensions, however if a point andidate diretlyfollows the node in the ordering graph and annot be merged, this means that an inputpolyhedron is not onvex, a ontradition.



148 7. Extended Quilleré et al. Algorithm3. Merge the point andidates with the node if the previous test was a suess by using apolyhedral union, and remove the points from the list of polyhedra.We propose to illustrate this algorithm through the example in Figure 7.2. We have togenerate the sanning ode for the three polyhedra in Figure 7.5(a). For the sake of simpliity,we will show diretly the translations of the node onstraint systems into soure ode. We �rstompute the intersetions with the ontext (i.e., at this point, the onstraints on the parameters,supposed to be n ≥ 2 and m ≥ n). We projet the polyhedra onto the �rst dimension, i, thenwe separate them into disjoint polyhedra. As shown in Figure 7.5(b) this results in two disjointpolyhedra. Thus we generate the sanning ode for this �rst dimension. Then we reurse onthe next dimension, repeating the proess for eah polyhedron list (in this example, there arenow two lists: one inside eah generated outer loop). We interset eah polyhedron with thenew ontext, now the outer loop iteration domains; then we projet the resulting polyhedra onthe outer dimensions, and �nally we separate these projetions into disjoint polyhedra. Thislast proess is trivial for the seond list but yields several domains for the �rst list, as shown inFigure 7.5(). Then we generate the ode assoiated with the new dimension, and sine this isthe last one, a sanning ode is fully generated. Lastly, we remove dead ode (for instane inthe �rst loop nest in Figure 7.5(), the iteration i = n is useful only for a small part of the loopbody) by applying a new projetion step during the reursion baktrak. The �nal ode is shownin Figure 7.5(d).We an apply the ode size redution proess to this example. The translation of the ASTafter dead ode removing for the dimension j is equivalent to the ode in Figure 7.5(). Thestatement andidate for the j loop is S2. We an merge both S2 points before and after thisloop. Then the dead ode removing for dimension i would only isolate the point orrespondingto i = n, the new andidate would be S1S2S3. It an be merged and the �nal ode is shown inFigure 7.6 with an objet ode size of 176B while the previous one in Figure 7.5(d) is 464B (eahstatement is a 2-dimensional array entry inrement).7.4 Complexity IssuesThe main omputing kernel in the ode generation proess is the separation into disjoint poly-hedra (step 3). Given a list of n polyhedra, the worst-ase omplexity is O(3n) polyhedraloperations (exponential themselves). In addition, the memory usage is very high sine we haveto alloate memory for eah separated domain. For both issues, we propose a partial solution.We use pattern mathing to redue the number of polyhedral omputations: at a given depth,the domains are often the same (this is a property of the input odes, this happens for 17% ofthe operations in the benhmark set presented in setion 7.5), or disjoint (this is a property ofthe sheduling matries, this happens for 36% of the operations in the benhmark set of setion7.5). Thus we hek quikly for these properties before any polyhedral operation by omparingdiretly the elements of the onstraint systems (this allows to �nd 75% of the equalities), and byomparing the unknowns having �xed values (this allows to �nd 94% of the disjuntions). Whenone of these properties is proved, we an diretly give the trivial solution to the operation. Thismethod improves performane by a fator near to 2.To avoid a memory alloation explosion, when we detet a high memory onsumption, weontinue the ode generation proess for the remaining reursions with a more naive algorithm,
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() Reursion on next dimension (d) Baktrak with dead ode removingFigure 7.5: Code size explosion exampleleading to a less e�ient ode but using far less memory. Instead of separating the projetionsinto disjoint polyhedra (step 3 of the algorithm), we merge them when their intersetions are notempty. Then we work with a set of unions, signi�antly smaller than a set of disjoint polyhedra.Other parts of the algorithm are left unmodi�ed. The drawbak of this method is the generationof ostly onditionals ruling whether an integral point has to be sanned or not. This method anbe ompared to using the onvex hull of the polyhedra [63, 104, 55, 25℄, but is more general sine itan deal with omplex parameterized bounds (typially maximum or minimum of parameterizeda�ne onstraints e.g. max(m,n)) that do not desribe a onvex polyhedron.7.5 Experimental ResultsWe implemented this algorithm and integrated it into a omplete polyhedral transformationinfrastruture inside Open64/ORC. Suh a modern ompiler provides many steps enabling theextration of large stati ontrol parts (e.g. funtion inlining, loop normalization, goto elimina-



150 7. Extended Quilleré et al. Algorithmdo i=1, nS1(j=i)do j=i, nS2S3(j=n)do i=n+1, mS3(j=n)Figure 7.6: Compated version of ode in Figure 7.5(d)tion, indution variable substitution et.). This implementation of this algorithm is alled CLooG(the Chunky Loop Generator) and was originally designed for a loality-improvement algorithmand software, Chunky (see part II). In this setion is presented a study on the appliabilityof the presented framework to large, program representative SCoPs that have been extratedfrom SPECfp2000 and PerfetClub benhmarks. The hosen methodology was to perform theode regeneration of all these stati ontrol parts. Thus the transformation funtions were setto the original sheduling funtions (then the generated odes are semantially equivalent to theoriginal ones).Figure 7.7 gives a overage of stati ontrol parts for a set of SPECfp 2000 and PerfetClubbenhmarks, it gives some preisions with regard to Figure 7.7 relatively to iteration domainsform and ode generation. The �rst two olumns reall some general informations about theSCoPs: the �rst one gives the total number of SCoPs in the orresponding benhmark, the nextone ount the number of SCoPs with at least one global parameter. Not surprisingly, the set ofproblems appears to be heavily parametri, supporting the works on fully parametri methods,but hallenging the ode generators sine free parameters are one of the main soure of memoryexplosions. The Iteration Domains setion desribes the shape of the polyhedra: a point meansthat the orresponding statement is exeuted only one, a hyper-retangle is an iteration domainbounded by onstants (possibly parameters), a prism is bounded by onstants exept for onebound, and an other has at least one varying bound. Exluding the points, the large majorityof retangular iteration domains is a sign that onsidering pattern mathing is a good way toredue the time spent in polyhedral operations. The Code Generation setion desribes ourode generator, behavior on a Intel Pentium III 1GHz arhiteture with 512MB RAM. The �rstolumn shows how many SCoPs have to be partially regenerated in a suboptimal way beauseof a memory explosion on the testing system. The three hallenging problems have the ommonproperty to be heavily parametri (13 or 14 free parameters). The Time olumn shows the timespent during the ode generation proessing. These results are very enouraging sine the odegenerator proved its ability to regenerate real-life problems with hundreds of statements and alot of free parameters. Both ode generation time and memory requirement are aeptable inspite of a worst-ase exponential algorithm omplexity. Moreover, the performane between theoriginal and the regenerated odes are quite the same, demonstrating the presented method toe�iently avoid ontrol overhead. Previously related experienes with Omega [63℄ or LooPo [55℄showed how it was hallenging to produing e�ient ode just for ten or so polyhedra withouttime or memory explosion.We ompared the results ahieved by our ode generator, CLooG, with a previous implemen-tation of the Quilleré et al. algorithm, LoopGen 0.4 [91℄ (the di�erenes between CLooG and



7.5. Experimental Results 151LoopGen are a diret onsequene of the improvements disussed in this thesis), and the mostwidely used ode generator in the polyhedral model, i.e. Omega's CodeGen 1.2 [63℄. BeauseSCoPs Iteration Domains Code Generation RobustnessAll Param. All Point HRet. Prism Other Sub. Time (s) CodeGen LoopGenapplu 25 15 757 245 506 4 2 0 28.16 39% 53%apsi 109 80 2192 1156 1036 0 0 1 42.13 98% 98%art 62 27 499 357 142 0 0 0 1.50 99% 100%equake 40 14 639 414 216 9 0 0 6.80 73% 73%luas 11 4 2070 317 1753 0 0 1 47.58 1% 1%mgrid 12 12 369 314 55 0 0 0 4.53 54% 54%swim 6 6 123 63 60 0 0 0 0.58 100% 100%adm 109 80 2260 1224 1036 0 0 1 43.94 92% 92%dyfesm 112 70 1497 923 540 33 1 0 14.81 84% 86%mdg 33 17 530 358 167 5 0 0 4.52 82% 100%mg3d 63 39 1442 586 856 0 0 0 18.56 85% 85%qd 74 23 819 458 361 0 0 0 28.23 79% 86%Figure 7.7: Coverage of stati ontrol parts in high-performane appliations
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Figure 7.8: Code generation times and sizesof inherent limitations (mainly memory explosion), these generators are not able to deal with allthe real-life ode generation problems in the benhmark set, the setion robustness in Figure 7.7gives the perentages of the input problems they are able to deal with. These results illustratethe existing need for salability of ode generation shemes. Hene, omparisons are done withthe only ommon subset. The two valuations are the ode generation time and the generatedode size with respet to the original ode size. The results are given in Figure 7.8. It shows



152 7. Extended Quilleré et al. Algorithmthat generating diretly a ode without redundant ontrol is far more e�ient than trying toimprove a naive one. Our pattern mathing strategy demonstrates its e�etiveness, sine weobserve a signi�ant speedup of 4.05 between CLooG and CodeGen and of 2.57 between CLooGand LoopGen. Generated ode sizes by LoopGen are typially greater than CodeGen results by38% on average beause it removes more ontrol overhead at the prie of ode size. The odesize improvement methodology presented in this paper signi�antly redues this inrease to 6%on average while keeping up the generated ode e�etiveness.In onlusion, our algorithm is muh faster than CodeGen and notieably faster than Loop-Gen. LoopGen generates larger ode, while our ode and the CodeGen ode are of about thesame size. It remains to ompare the run time overheads: our ode has the same performaneas the original ode (it may be even more e�ient beause of versioning, guard or dead itera-tion elimination), and we believe this should be true also for LoopGen. For tehnial reasons,assessing the performanes of CodeGen is di�ult, and is left for future work.7.6 ConlusionThe omplexity of ode generation has long been a deterrent for using polyhedral representationsin optimizing or parallelizing ompilers. Moreover, most existing solutions only address a subsetof the possible polyhedral transformations. Thus the ontribution of this thesis on ode genera-tion is twofold. First, it presents a general transformation framework in setion 3.2. This resultsin opening new opportunities to optimize the target program, e.g. to bene�t from more free-dom while generating the ode. E�ient solutions have been proposed to use them. Seond, itdemonstrates the ability of a ode generator to produe an optimal ontrol on real-life problems,with a possibly very high statement number, in spite of a worst-ase exponential omplexity.Many diretions to improve the target ode quality have been investigated, as non unit stridesupport or avoiding omplex loop bounds. Lastly, we addressed the problem of the generatedode size di�erently from the usual tradeo� between size and ontrol overhead.



153
Chapter 8ConlusionExploiting data loality is one of the keys to ahieve high performane level in most omputersystems and hene one of the main hallenges for optimizing ompilers. Program transformationsare one of the most valuable tehnique for this purpose. Classial approahes only over a limitedset of programs. For instane, perfet loop nests or fully permutable loop nests are preferablyonsidered. Similarly, the set of aeptable transformations is limited, for instane to unimodulartransformations. In this thesis we presented a transformation framework to improve both dataloality and performane that may automatially ahieve omplex transformations on a largerange of programs. All aspets of high level data loality improvement framework have beenexplored, from extrating useful informations of an input ode to the target ode generation.8.1 ContributionsImproved transformation sheme In hapter 2 we de�ned our program model, a slightextension of the well known stati ontrol loop nest. This model aims at inluding most of theintensive ompute kernels that �t the polyhedral model in a general program by separating stationtrol and stati referenes. We showed experimentally that this model is relevant to real-lifeappliations and that there exist many ways to inrease automatially the ratio of program partswith suh properties.Stati ontrol programs an be manipulated by using the polyhedral representation of eahstatement. Previous transformation shemes were hallenged by the problem of using generalinstane-wise a�ne sheduling funtions to restruture the ode beause they onsidered eahtransformation as a hange of basis of the polyhedral representation. As a result they need tediousproessing at many steps of the transformation framework suh as extending transformationfuntions when they are not invertible, or omputing their inverses and the Hermite Normal Formof these inverses if they are not unimodular. Instead, we suggested in hapter 3 a straightforwardtransformation sheme able to deal with non-unimodular, non-invertible, non-integral or evennon-uniform transformations by modifying the lexiographi order of the polyhedra thanks toadditional dimensions. Hene we are able to deal with omplex transformations.Improving data loality by hunking We proposed in hapter 4 a new way to improve dataloality inspired by the availability of tools to manage the ahe from software. We suggested to



154 8. Conlusionrestruture the program in operation sets alled hunks. At the beginning of eah set the ahememory is empty. The hunk size is hosen in suh a way that all the aessed data an �t inthe ahe. Thus we bypass the replaement mehanism whih is very di�ult to model. At theend of eah hunk, the ahe is �ushed then we start the exeution of the next hunk. We evenshowed that �ushing an be omitted when the replaement mehanism is LRU or FIFO.In this model, it is possible to provide an asymptoti evaluation of the memory tra� andto use this information to �nd the best program restruturing. We showed in hapter 5 thatthe properties of the target program, inluding legality and every type of loality, may be ex-pressed as onstraints on the transformation funtions. We de�ned the algorithms that buildthe transformation funtions aording to these onstraints. Overall our method exhibits severaladvantages sine its appliation domain is any stati ontrol program, without any strutural ordependene requirement. General a�ne transformation funtions are automatially onstrutedby our algorithm and prototype. Experimental evidene shows that our framework an improveboth data loality and performane in traditionally hallenging programs with e.g. non-perfetlynested loops, omplex dependenes or non-uniformly generated referenes. As the method needsnothing beside the original ode but the relative sizes of the ahe and data, it may provideadaptable solutions for various sizes of the aessed data set.A method for orreting transformation for dependenes We presented in hapter 5 ageneral method orreting a program transformation for legality with no onsequene on the dataloality properties. It has been implemented in our prototype, advantageously replaing usualenabling preproessing tehniques and saving a signi�ant amount of interesting transformationsfrom being ignored. It ould be used in ombination with a wide range of existing data loalityimprovement methods, for the single proessor ase as well as for parallel systems using spae-time mappings [73℄. We believe that this method an be extended to orret transformationsdediated to other problems e.g. automati parallelization, but the demonstration is left forfuture work.Code generation for fragile optimizations The urrent trend in program optimization isto separate the seletion of an optimizing transformation and its appliation to the soure ode.Most transformations are reorderings, followed optionally by modi�ations to the statementsthemselves. The program transformer must be informed of the seleted reordering, and this isusually done by way of diretives, like tile or fuse or skew. It is di�ult to deide the ompletenessof a set of diretives, or to understand their interations. We laim that giving a shedulingfuntion is another way of speifying a reordering, and that it has several advantages over thediretive method. It is more preise, it has better ompositionality properties, and there aremany ases in whih automati seletion of sattering funtions is possible. The only drawbakwas that deduing a program from a sheduling funtion took time, and was likely to introduemuh runtime overhead. For instane it may not be aeptable to save a ahe miss that osts10 CPU yles by generating a ontrol that osts 11 CPU yles.We disuss in both hapter 6 and 7 several methods to avoid ontrol overhead from theseletion of program transformations to the ode generation step itself. We deeply improve astate-of-the-art algorithm in order to generate e�ient odes. Our ontributions inlude improv-ing ontrol sharing between statements, avoiding omplex ontrol and ode size explosion. Wealso propose solutions to redue the high omplexity of the method. We believe that tools like



8.2. Future work 155CLooG have removed the di�ulty of generating e�ient ode in a reasonable amount of time.The whole soure-to-polyhedra-to-soure transformation was suessfully applied to 12 benh-marks from SPEC2000fp and PerfetClub suites with a signi�ant speedup of 4.05 with respetto the most widely used ode generator, for the benhmark parts it is able to deal with.8.2 Future workOur work leaves many open problems, exiting questions and future appliation opportunities.The transformation framework desribed in this thesis is not well adapted to every kind ofprograms. For instane, hunking a stati ontrol program without any data reuse may onlyinrease the ontrol overhead. In the same way, when dealing with large data sets, we sawthat hunking may only ahieve a trivial solution or a tiling-like transformation with simple tileshapes. In other ases it may be very powerful in many situations and in partiular it mayoptimize loality where existing methods have no e�ets. Hene the need of a riterion to deidewhether using hunking is a bene�t or not. Moreover, further implementation work is neessaryto handle real-life benhmarks in our prototype and to provide full statistis on, for instane,orreted transformations. Furthermore, the question of salability is left open sine, for severaltenth of deeply nested statements, the number of unknown in the onstraint systems an beomeembarrassingly large. Splitting up the problem aording to the dependene graph is a solutionunder investigation.Ongoing work on ode generation aims at �nding new improvements on the target odequality. Two major hallenges are to solve the general greatest ommon step problem for pa-rameterized non-unit stride, and to �nd new answers to the polyhedra overlapping question.There are still problems leading to time or memory explosion. Pattern mathing, i.e. avoidingthe general polyhedral alulations for simple ases (e.g. retangular domains), seems to be apromising way to redue the time spent in ode generation. It has been shown in this thesis thatthe main explosion ause is the number of free parameters, sine the variability of parameterinterations leads to an exponential growth of the generated ode. Upstream from ode genera-tion, it is possible for ompilers to redue both omplexity and ode versioning by �nding andusing the a�ne onstraints on and between every stati ontrol part parameters [38℄. Anotherway is to point out the most ompute intensive parts in the soure programs and to drive theode generator to avoid meaningless ontrol overhead elimination whih is both time and odesize onsuming.One of our goals when we designed hunking was to ompile for systems inluding srathpad memory. This memory devie often replae the lassial ahe in embedded systems. It hasneither replaement poliy nor assoiative addressing systems and they have to be managed bythe ompiler. Sine there are typialy no parameters on embedded appliations (for instane theimage size for video proessing is always �xed), we believe that our framework may be extendedand onveniently adapted for suh purpose. In the same way, it may be reused for out-of-oreproessing, i.e. for improving virtual memory management for programs manipulating very largedata sets. Beause these memory systems are fully assoiative, they are an interesting target forour transformation poliy.
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Appendix AFourier-Motzkin Elimination MethodThe Fourier-Motzkin pair-wise elimination method and its integer extension, Omega [90℄, is oneof the most widely used algorithm in the automati parallelization and optimization �eld. It maybe used e.g. to hek for the existene of a real (an by extension integral) solution in a linearonstraint system (appliation to e.g. data dependene graph alulation) or to ompute therange of possible values of a given variable of a linear onstraint system (appliation to omputethe projetion of a polyhedron onto a given axis for e.g. ode generation). This method hasbeen designed by the Frenh mathematiian Joseph Fourier in 1826 to solve a system of a�neinequalities using variable elimination.The key idea is that a system of a�ne inequalities with m variables an be projeted ontoa spae with m − 1 dimensions without altering the solution spae. Let us onsider a linearinequality system A~x ≥ ~0, where A is a matrix of m lines (onstraints) and n olumns (omponentnumber of ~x) of rationals. The steps of the algorithm are desribed below:1. hoose a variable for elimination, for instane the �rst omponent of ~x, x12. rearrange the inequalities by separating the ml ones with positive oe�ients of x1, the muone with negative oe�ients and the m0 ones with null oe�ients, then the inequalitiesan be rewritten in the following form:

L(x2, ..., xn) ≤ l x1

ux1 ≤ U(x2, ..., xn)
~0 ≤ A′(x2, ..., xn)3. rearrange the �rst ml + mu inequalities to

uL(x2, ..., xn) ≤ l u x1 ≤ l U(x2, ..., xn)4. eliminate x1 by setting eah lower bound less or equal to eah upper bound and reating
ml ∗mu inequalities. Add to this list the m0 inequalities where the oe�ient of x1 was 0.The new system is:

uL(x2, ..., xn) ≤ l U(x2, ..., xn)
~0 ≤ A′(x2, ..., xn)5. repeat the proessing until there remains a single variable



158 A. Fourier-Motzkin Elimination MethodIf the last range is non-empty, then the original system has a real solution. Eah solution maybe built by hoosing a value for the last variable in the last range, then by performing a baksubstitution, i.e. hoosing a value for the previous eliminated variable that satisfy the previousrange built at step 3 for that value of the last variable and so on. If we are looking for an integralsolution, we may hek �rst that there is a integral solution in the last range. Then for eahintegral solution, we have to look for integral solutions in the previous range and so on. In theparametri ase, uL(x2, ..., xn) ≤ l U(x2, ..., xn) is not a su�ient ondition for the existene ofan integer in the interval, exept if u or l is ±1, hene we must use the Omega extension [90℄.As an illustration, let us hek whether the following system of a�ne inequalities has asolution or not:






i + 2j − 3 ≥ 0
i − 2j + 4 ≥ 0

−i + 3 ≥ 0we start the elimination of the variable i by rearranging the inequalities aording to the oe�-ients of i. Thus, inequalities are rewritten in this way:






−2j + 3 ≤ i
2j − 4 ≤ i

i ≤ 3we eliminate the variable i and we onsider the following new inequalities:
{

−2j + 3 ≤ 3
2j − 4 ≤ 3next, we rearrange the inequalities to exhibit the range of the variable j:

{

0 ≤ 2j
2j ≤ 7sine the range

0 ≤ j ≤ 7/2is non-empty, the original system of inequalities has a real solution. Moreover, the range inludesintegral points, hene the system may have integral solutions for 0 ≤ j ≤ 7/2. Choosing e.g.
j = 0 we an hek that the previous range on i has the integral solution 3. Thus the originalsystem of a�ne inequalities has also integral solutions.
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Appendix BA�ne Form of Farkas LemmaFarkas Lemma is fundamental to the theory of polyhedra; it was proved by the Hungarianphysiist and mathematiian Gyula Farkas in 1901. There exists many forms of this Lemma.The a�ne form is of a partiular interest for a�ne shedule purpose sine it allows to solve thedependene onstraints (see setion 3.3.2 or [44℄). More generally it may be used to linearizenon-a�ne onstraints (e.g. to �nd the onstraints to avoid min-max alulations in setion 6.2.1)when we an show that they are nonnegative in a given polyhedral domain.Lemma B.1 (A�ne form of Farkas Lemma [97℄) Let D be a nonempty polyhedron de�ned bythe inequalities A~x +~b ≥ ~0. Then any a�ne funtion f(~x) is nonnegative everywhere in D i� itis a positive a�ne ombination:

f(~x) = λ0 + ~λT (A~x +~b), with λ0 ≥ 0 and ~λT ≥ ~0,where λ0 and ~λT are alled Farkas multipliers.As an illustration, let us onsider an a�ne funtion f(x) = ax + b, supposed to be non-negative everywhere in the domain [1, 3]. To �nd the onstraints that a and b have to satisfy isgeometrially simple: if a > 0 then every funtion f(x) = ax + b with b ≥ −a is non-negative in
[1, 3], and if a < 0 then we must have b ≥ −3a (see Figure B.1). We an use Farkas Lemma to�nd these onstraints algebraially. The domain D is de�ned by the following inequalities

D :

{

x − 1 ≥ 0
−x + 3 ≥ 0Thus aording to the Lemma, f(x) is nonnegative everywhere in this domain if and only if

f(x) = λ0 + λ1(x − 1) + λ2(3 − x) where λ0 ≥ 0, λ1 ≥ 0 and λ2 ≥ 0. The we an equate theoe�ients of the omponents of f(x) and build the onstraint system:






















λ1 − λ2 = a
λ0 − λ1 + 3λ2 = b
λ0 ≥ 0

λ1 ≥ 0
λ2 ≥ 0



160 B. Affine Form of Farkas Lemma
1

0
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b=−a

b=−3a

a>0 => b>=−a

a<0 => b>=−3a

f(x)

x

Figure B.1: Geometri example of Farkas LemmaThen we an use the Fourier-Motzkin elimination method to remove the λi from the onstraintsystem as desribed in Appendix A. First, we eliminate λ0:














λ1 − λ2 = a
λ1 − 3λ2 ≥ −b
λ1 ≥ 0

λ2 ≥ 0then we eliminate λ1:






λ2 ≥ −a
−2λ2 ≥ −a − b

λ2 ≥ 0hene the range of the last variable is
a + b ≥ 2λ2 ≥ max(0,−2a)we dedue that the onstraint on a and b is a + b ≥ max(0,−2a) whih is learly equivalent tothe result of our geometri reasoning.
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Appendix CChunky Loop GeneratorSine this thesis is not just a theoretial exerise, our ode transformation and generation shemehas been implemented and provided to the ommunity. The aim of this appendix is to brie�yintrodue the Chunky Loop Generator (aka CLooG) to demonstrate how we an easily applyany a�ne transformations to an input ode then generate an e�ient target ode. While thesesoftware and library have been developed during this thesis, many people from various areasare already using them for di�erent purposes [74, 28, 23, 22, 52, 102, 101, 26, 30, 46, 35, 88℄.Moreover it has been inluded in well known projets like LooPo, the automati soure-to-soureparallelizer of the Passau university.A large range of problems are solved by reasoning in the polyhedral model. When theseproblems deal with program transformations for performane, as automati parallelization ore�etive ahe management, ode generation is the very end of the proessing and it an beessential to have a �ne ontrol on this step. On one hand, generated ode size has to be underontrol for sake of readability or instrution ahe use. On the other hand, we must ensure thata bad ontrol management does not spoil performane, for instane by produing redundantguards or omplex loop bounds. CLooG implements the Quilleré et al. algorithm [91℄ and/or ourown improvements (see [14, 15℄ and Part III) to provide suh a ontrol. It is speially designedto avoid ontrol overhead and to produe a very e�etive ode. In this appendix, we present thebasi informations about the organization and writing of the CLooG input, then we show anexample of using the software for parallelizing an original ode.
C.1 Organization of the CLooG InputBasially, an input problem for CLooG has three main parts: (1) the ontext that representsglobal onstraints, (2) the original statements represented by their iteration domains, and (3) thesattering funtions that desribes the exeution order of eah statement instane. Sattering isa shortut for sheduling, alloation, hunking funtions and the like. Beause CLooG is orientedtoward the generation of ompilable ode, we may assoiate some additional data to eah iterationdomain. We all this assoiation a statement and the whole data about all statements and theontext a program. Thus the input �le follows the grammar in Figure C.1, where:



162 C. Chunky Loop GeneratorGrammar 1 :File ::= ProgramProgram ::= Context Statements SatteringContext ::= Language Domain NamingStatements ::= Nb_statements Statement_list NamingSattering ::= Nb_funtions Domain_list NamingNaming ::= Option Name_listName_list ::= String ...Statement_list ::= Statement ...Statement ::= Iteration_domain 0 0 0Iteration_domain ::= Domain_unionDomain_union ::= Nb_domains Domain_listDomain_list ::= Domain ...Language ::=  | fOption ::= 0 | 1Nb_statements ::= IntegerNb_domains ::= IntegerNb_funtions ::= IntegerFigure C.1: CLooG input �le grammar
• Context is the properties shared by all statements. It onsists of the language used (whihan be  for C or f for FORTRAN 90) and the onstraints on size parameters. Theseonstraints are essential sine they give to CLooG the number of parameters. If there isno parameter or no onstraints on parameters, we may give a onstraint always satis�edlike 0 ≥ 0. Naming sets the parameter names. If the naming option Option is 1, parameternames will be read on the next line. There must be exatly as many names as parameters.If the naming option Option is 0, parameter names are automatially generated. The nameof the �rst parameter will be M, and the name of the (n + 1)th parameter diretly followsthe name of the nth parameter in ASCII ode.
• Statements is the data about all statements. Nb_statements is the number of state-ments in the program, and thus the number of Statement items in the Statement_list.Statement is the data de�ning a statement. To eah statement is assoiated a polyhedron(the statement iteration domain: Iteration_domain). Naming sets the iterator names. Ifthe naming option Option is 1, iterator names will be read on the next line. There mustbe exatly as many names as nesting level in the deepest iteration domain. If the namingoption Option is 0, parameter names are automatially generated. The iterator name ofthe outermost loop will be i, and the iterator name of the loop at level n + 1 diretlyfollows the iterator name of the loop at level n in ASCII ode.
• Sattering is the de�nition of sattering funtions. Nb_funtions is the number of fun-tions Nb_funtions (it should be equal to the number of statements or 0 if there is nosattering funtion) and the funtion themselves as a Domain_list. Naming sets the sat-tering dimension names. If the naming option Option is 1, dimension names will be readon the next line. There must be exatly as many names as sattering dimensions. If thenaming option Option is 0, parameter names are automatially generated. The name ofthe nth sattering dimension will be n.



C.1. Organization of the CLooG Input 163This grammar desribes an input program and sattering funtions. Eventually, the input usesonly haraters, integers and domains. Eah domain is de�ned by a set of onstraints in thePolyLib format [105℄ (they an be written thanks to the PolyLib funtion Matrix_Print). Theyhave the following syntax:
• some optional omment lines beginning with #,
• the row and olumn numbers, possibly followed by omments,
• the onstraint rows, eah row orresponds to a onstraint whih the domain must satisfy.Eah row must be on a single line and is possibly followed by omments. The onstraint isan equality p(x) = 0 if the �rst element is 0, an inequality p(x) ≥ 0 if the �rst element is

1. The next elements are the unknown oe�ients, followed by the parameter oe�ients.The last element is the onstant fator.For instane, assuming that i, j and k are iterators and m and n are parameters, the domainde�ned by the following onstraints :






−i + m ≥ 0
−j + n ≥ 0

i + j − k ≥ 0may be written as follows# This is the domain3 7 # 3 lines and 7 olumns# i j k m n 11 -1 0 0 1 0 0 # -i + m >= 01 0 -1 0 0 1 0 # -j + n >= 01 1 1 -1 0 0 0 # i + j - k >= 0Eah statement iteration domain (Iteration_domain) is onsidered as a union of domains(Domain_union). A union is de�ned by its number of elements (Nb_domains) and the elementsthemselves (Domain_list). For instane, let us onsider the following pseudo-ode:do i=1, nif (i >= m) .or. (i <= 2*m)S1do j=i+1, mS2The iteration domain of S1 an be divided into two domains and written as follows:2 # Number of domains in the union# First domain3 5 # 3 lines and 5 olumns# i m n 11 1 0 0 -1 # i >= 1



164 C. Chunky Loop Generator1 -1 0 1 0 # i <= n1 1 -1 0 0 # i >= m# Seond domain3 5 # 3 lines and 5 olumns# i m n 11 1 0 0 -1 # i >= 11 -1 0 1 0 # i <= n1 -1 2 0 0 # i <= 2*mWe use a similar representation for sattering funtions (Sattering): an integer gives thenumber of funtions (Nb_funtions) and eah funtion is represented by a domain. Eah lineof the domain orresponds to an equality de�ning a dimension of the funtion. Note that allfuntions must have the same sattering dimension number. For instane, let us onsider theabove ode and the following sheduling funtions:
θS1

(

i
)

=

(

i
0

)

, θS2

(

i
j

)

=

(

n
i + j

)

.This sheduling an be written as follows:2 # Number of sattering funtions# First funtion2 7 # 2 lines and 7 olumns# 1 2 i m n 10 1 0 -1 0 0 0 # 1 = i0 0 1 0 0 0 0 # 2 = 0# Seond funtion2 8 # 2 lines and 8 olumns# 1 2 i j m n 10 1 0 0 0 0 -1 0 # 1 = n0 0 1 -1 -1 0 0 0 # 2 = i+jC.2 ExampleLet us onsider the alloation problem (the statement instanes have to be distributed on severalproessors) of a Gaussian elimination:do i=1, n-1do j=i+1, n(i,j) = a(j,i)/a(i,i) ! S1do k=i+1, na(j,k) = a(j,k) - (i,j)*a(i,k) ! S2end doend doend do



C.2. Example 165Alloation funtions that will assoiate a proessor number to eah statement instane an befound by any good automati parallelizer like PAF or LooPo:
θS1
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, θS2





i
j
k



 =
(

k
)

.The omputations onto a given proessor may respet the original order. A trivial ode analysisan give us the original sheduling (see setion 3.1) of the statement instanes:
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Thus, the fully-de�ned sattering funtions (they may be simpli�ed by the automati parallelizer)with additional zeros to bring them to the same dimensionality are:
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Then, the input �le ould be:# -------------------------- CONTEXT ----------------------------f # language is FORTRAN 901 # Context (no onstraints on parameters)1 3 # 1 line and 3 olumns# n 11 0 0 # 0 >= 0, always true1 # We want to set manually the parameter namen # parameter name# ------------------------- STATEMENTS --------------------------2 # Number of statements1 # First statement: one domain4 5 # 4 lines and 3 olumns# i j n 1



166 C. Chunky Loop Generator1 1 0 0 -1 # i >= 11 -1 0 1 -1 # i <= n-11 -1 1 0 -1 # j >= i+11 0 -1 1 0 # j <= n0 0 0 # for future options1 # Seond statement: one domain6 6 # 6 lines and 3 olumns# i j k n 11 1 0 0 0 -1 # i >= 11 -1 0 0 1 -1 # i <= n-11 -1 1 0 0 -1 # j >= i+11 0 -1 0 1 0 # j <= n1 -1 0 1 0 -1 # k >= i+11 0 0 -1 1 0 # k <= n0 0 0 # for future options0 # We let CLooG set the iterator names# ------------------------- SCATTERING --------------------------2 # Sattering funtions# First funtion8 13 # 8 lines and 13 olumns# p1 p2 p3 p4 p5 p6 p7 p8 i j n 10 1 0 0 0 0 0 0 0 -1 0 0 0 # p1 = i0 0 1 0 0 0 0 0 0 0 0 0 0 # p2 = 00 0 0 1 0 0 0 0 0 -1 0 0 0 # p3 = i0 0 0 0 1 0 0 0 0 0 0 0 0 # p4 = 00 0 0 0 0 1 0 0 0 0 -1 0 0 # p5 = j0 0 0 0 0 0 1 0 0 0 0 0 0 # p6 = 00 0 0 0 0 0 0 1 0 0 0 0 0 # p7 = 00 0 0 0 0 0 0 0 1 0 0 0 0 # p8 = 0# Seond funtion8 14 # 8 lines and 14 olumns# p1 p2 p3 p4 p5 p6 p7 p8 i j k n 10 1 0 0 0 0 0 0 0 0 0 -1 0 0 # p1 = k0 0 1 0 0 0 0 0 0 0 0 0 0 0 # p2 = 00 0 0 1 0 0 0 0 0 -1 0 0 0 0 # p3 = i0 0 0 0 1 0 0 0 0 0 0 0 0 0 # p4 = 00 0 0 0 0 1 0 0 0 0 -1 0 0 0 # p5 = j0 0 0 0 0 0 1 0 0 0 0 0 0 -1 # p6 = 10 0 0 0 0 0 0 1 0 0 0 -1 0 0 # p7 = k0 0 0 0 0 0 0 0 1 0 0 0 0 0 # p8 = 01 # We want to set manually the sattering dimension namesp1 p2 p3 p4 p5 p6 p7 p8 # sattering dimension names



C.2. Example 167
A all to the CLooG software will generate the pseudo-ode in Figure C.2, where aordingto the alloation the value of p1 gives the proessor number. Thus eah proessing with di�erentvalues of p1 may be exeuted in parallel. CLooG has no information on the meaning of asattering funtion, thus generating the parallel ode is under the responsibility of the user, butmany failities are provided for that purpose and the post-proessing of the CLooG softwareoutput or library representation is basially easy. Further tehnial informations on CLooG maybe found in [12℄. if (n >= 2) thenp1 = 1do p5=2, nS1(i = 1,j = p5)end doend ifdo p1=2, n-1do p3=1, p1-1do p5=p3+1, nS2(i = p3,j = p5,k = p1)end doend dodo p5=p1+1, nS1(i = p1,j = p5)end doend doif (n >= 2) thenp1 = ndo p3=1, n-1do p5=p3+1, nS2(i = p3,j = p5,k = n)end doend doend ifFigure C.2: Target pseudo-ode of the Gaussian elimination
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RésuméLes mémoires ahe ont été introduites pour réduire l'in�uene de la lenteur des mémoires prinipalessur les performanes des proesseurs. Elles n'apportent ependant qu'une solution partielle, et de nom-breuses reherhes ont été menées dans le but de transformer les programmes automatiquement a�nd'optimiser leur utilisation. Les enjeux sont onsidérables puisque les performanes ainsi que la onsom-mation d'énergie dépendent du tra� entre les niveaux de mémoire.Nous revisitons dans ette thèse le proessus de transformation de ode basé sur le modèle polyédriquea�n d'en améliorer le spetre d'appliation omme la qualité des résultats. Pour ela nous avons redé�ni leonept de parties à ontr�le statique (SCoP) dont nous montrons expérimentalement la grande présenedans les appliations réelles. Nous présentons une politique de transformation libérée des limitationslassiques aux fontions unimodulaires ou inversibles. Nous étendons en�n l'algorithme de Quilleré et al.pour être apables de générer en des temps raisonnables des odes partiulièrement e�aes, levant ainsiune des prinipales idées reçues sur le modèle polyédrique. Nous avons proposé au dessus de e shéma detransformation une méthode d'amélioration de la loalité s'appuyant sur un modèle d'exéution singulierqui permet une évaluation du tra� en mémoire. Cette méthode onsidère haque type de loalité de mêmeque la légalité omme autant de ontraintes omposant un système dont la transformation reherhée estune solution. Nous montrons expérimentalement que ette tehnique permet l'amélioration à la fois de laloalité et des performanes dans des as traditionnellement embarrassants omme les strutures de pro-grammes omplexes, les dépendanes de données omplexes ou les référenes non uniformément générées.Mots lés : Loalité des données, mémoire ahe, ontr�le statique, modèle polyédrique, transforma-tion de programmes, ompilation. AbstratCahe memories were invented to deouple fast proessors from slow memories. However, this deouplingis only partial, and many researhers have attempted to improve ahe use by program optimization.Potential bene�ts are signi�ant sine both energy dissipation and performane highly depend on thetra� between memory levels.This thesis will visit most of the steps of high level transformation frameworks in the polyhedralmodel in order to improve both appliability and target ode quality. To ahieve this goal, we re�ne theonept of stati ontrol parts (SCoP) and we show experimentally that this program model is relevantto real-life appliations. We present a transformation poliy freed of lassial limitations like onsideringonly unimodular or invertible funtions. Lastly, we extend the Quilleré et al. algorithm to be able togenerate very e�ient odes in a reasonable amount of time. To exploit this transformation framework, wepropose a data loality improvement method based on a singular exeution sheme where an asymptotievaluation of the memory tra� is possible. This information is used in our optimization algorithm to�nd the best reordering of the program operations, at least in an asymptoti sense. This method onsiderslegality and eah type of data loality as onstraints whose solution is an appropriate transformation.The optimizer has been prototyped and tested with non-trivial programs. Experimental evidene showsthat our framework an improve both data loality and performane in traditionally hallenging programswith e.g. non-perfetly nested loops, omplex dependenes or non-uniformly generated referenes.Keywords: Data loality, ahe memory, stati ontrol, polyhedral model, program transformations,ompilation.


